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Abstract: Iterated Local Search (ILS) is currently the most successful meta-
heuristic for solving large Travelling Salesman Problems (T'SPs). In this paper
we study the behaviour of ILS algorithms by measuring and analysing run-time
distributions. Our analysis shows that currently available ILS algorithms suf-
fer from stagnation behaviour when searching for very high quality solutions.
Based on this observation we propose two enhanced ILS algorithms for the
TSP which avoid this stagnation behaviour and achieve significantly improved
performance. More generally, our study demonstrates how the analysis of run-
time distributions can provide the basis for characterising and improving the
performance of state-of-the-art metaheuristics, such as Iterated Local Search.

2.1 INTRODUCTION

Metaheuristics strongly involve random decisions during the search process.
Such random decisions are due to random initial solutions, randomised tie
breaking criteria, randomised sampling of neighbourhoods, probabilistic ac-
ceptance criteria, etc. Because of their nondeterministic nature, the run-time
required by such an algorithm to achieve a specific goal—like finding an optimal
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solution to a given problem instance—is a random variable. Obviously, knowl-
edge on the distribution of this random variable (the run-time distribution,
RTD) can give valuable information for the analysis and the characterisation
of an algorithm’s behaviour, provide a basis for the comparison of algorithms,
and give hints on possible improvements of an algorithm’s performance [13]. To
obtain empirical knowledge on an algorithm’s RTD when applied to a specific
problem instance, one can run the algorithm several times, estimate a poste-
riori the RTD and possibly approximate the empirical RTD by a distribution
function known from probability theory. Analysing the RTDs for all instances
from a particular problem class, such as a specific type of symmetric TSPs, can
reveal characteristics that correspond to the typical run-time behaviour of the
given algorithm.

In this work we investigate the run-time behaviour of Iterated Local Search
(ILS) for the well known Travelling Salesman Problem (TSP). ILS [5, 16, 22, 28]
is a simple and powerful metaheuristic which has proven to be among the best
performing approximation algorithms for the TSP [3, 16, 21]. By means of an
RTD-based analysis, we show that several basic ILS algorithms for the TSP
suffer from a type of stagnation behaviour which severely compromises ILS
performance for large run times. Based on this observation we derive improved
ILS variants and give computational results which demonstrate their strongly
improved performance. More generally, our study exemplifies how an RTD-
based analysis can be used to characterise the behaviour of algorithms and
often facilitates improvements of their performance.

The remainder of this article is structured as follows. In Section 2.2 we
introduce the TSP; Section 2.3 gives details on the ILS algorithms used in our
study and Section 2.4 describes the RTD-based analysis of these algorithms’
run-time behaviour. We then present computational results with two improved
ILS variants in Section 2.5 and complete our presentation with some concluding
remarks in Section 2.6.

2.2 THE TRAVELLING SALESMAN PROBLEM

The TSP is an A'P-hard optimisation problem which is extensively studied in
the literature [16, 18, 26]. It has become a standard test-bed for new algorith-
mic ideas and a good performance on the TSP is often taken as a proof for
the usefulness of an algorithmic approach. Intuitively, the TSP is the prob-
lem of a salesman who wants to find a shortest possible round-trip that will
allow him to visit a given set of customer cities each exactly once, starting
from and ending in his home town. The TSP can be represented by a com-
plete, weighted graph G = (N, E,d) where N is the set of n = |N| nodes
(cities), E is the set of edges fully connecting the nodes, and d is a weight
function which assigns to each edge (i,j) € E a number d;; representing the
distance between cities ¢ and j. The TSP is the problem of finding a mini-
mal length Hamiltonian circuit of the graph, where a Hamiltonian circuit is
a closed tour visiting each node of G exactly once. For symmetric TSPs, the
distances between the cities are independent of the direction of traversing the



ANALYSING THE RUN-TIME BEHAVIOUR OF ILS FOR THE TSP 23

procedure [terated Local Search
so = GeneratelnitialSolution
s* = LocalSearch(so)
repeat
s’ = Perturbation(s*, history)
s*" = LocalSearch(s')
s* = AcceptanceCriterion(s*, 8™, history)
until termination condition met
end

Figure 2.1 Pseudocode of Iterated Local Search (ILS). The history component indicates
a possible dependence of the procedures on the search history.

edges, that is, d;; = dj; for every pair of nodes. In the asymmetric TSP
(ATSP) at least for one pair of nodes 4, j we have d;; # dj;. All TSP instances
used in this empirical study are from TSPLIB, a benchmark library for the
TSP accessible at http://www.iwr.uni-heidelberg.de/iwr/comopt/soft/-
TSPLIB95/TSPLIB.html. These instances have been used in many other algo-
rithmic studies and partly stem from applications.

2.3 ITERATED LOCAL SEARCH

Iterated Local Search is a simple yet powerful metaheuristic. The essence of
ILS [4, 21, 22, 28] is to build a biased random walk in the space of the local
optima (with respect to some local search algorithm). This walk is built by
iteratively perturbing a locally optimal solution, then applying a local search
algorithm to obtain a new locally optimal solution, and finally using an ac-
ceptance criterion for deciding from which of these solutions to continue the
search. (In principle, any procedure that given a candidate solution computes
potentially improved solutions can be used. The central idea behind ILS is the
iterative application of the improvement procedure by means of some — possibly
rather complex — perturbation mechanism.) The general idea of ILS has been
rediscovered by many authors and has lead to many different names for ILS like
iterated descent [4], large-step Markov chains [22], iterated Lin-Kernighan [15],
chained local optimisation [21]. To implement an ILS algorithm, the follow-
ing four sub-procedures have to be defined: GeneratelnitialSolution generates a
starting point for the search, LocalSearch implements a (possibly complex) im-
provement procedure, Perturbation computes a perturbation of a given locally
optimal solution, and AcceptanceCriterion chooses from which of two candidate
solutions the search is continued. Given these procedures, Figure 2.1 shows the
general algorithmic outline of ILS.

One of the first detailed descriptions of the ideas underlying ILS is given in
[22], although earlier descriptions of the basic ideas underlying the approach ex-
ist [5, 6]. Some of the first ILS implementations have shown that the approach
is very promising and especially on the TSP, some of the best performing ap-
proximation algorithms are based on ILS [2, 3, 16, 21].
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It is worth noting that there are other algorithms which show similarities
to ILS. In [9] proposals similar to the use of perturbations were put forward
under the name random shakeup [9]. Furthermore, Basic Variable Neighbor-
hood Search (Basic VNS) [10, 11] can be seen as an ILS algorithm that always
applies a specific type of perturbation to the best solution found so far. In Ba-
sic VNS, the perturbation steps are essentially random moves in dynamically
changing neighborhoods. Although some ILS and VNS implementations may
share common features, they are based on two fundamentally different ideas:
While VNS is based on the notion of dynamically changing the neighborhood
during search, ILS is based on generating a randomized walk in a subspace
defined by the locally optimal solutions of a given problem.

2.3.1 1ILS for the symmetric TSP

In the following we discuss the particular implementation choices for the four
procedures GeneratelnitialSolution, LocalSearch, Perturbation, and AcceptanceCrite-
rion for the ILS algorithms we applied to the TSP.

2.3.1.1 Choice of LocalSearch. In principle, any local search algorithm
may be applied, but the final performance of ILS will be strongly determined
by this particular choice. We consider three possible local search algorithms for
the TSP: (i) 2-opt, (ii) 3-opt, and the Lin-Kernighan heuristic (LK) [19]. 2-opt
and 3-opt try to find an improved tour by exchanging two or at most three
edges, respectively. They are much simpler to implement than LK and therefore
practitioners might favor 2-opt and 3-opt over LK when a fast implementation
is required. However, typically the best performance with respect to solution
quality (i.e., length of tours) is obtained using LK [16]. In the following, we will
refer to the ILS algorithms using 2-opt, 3-opt, and LK local search as Iterated
2-opt (I20pt), Iterated 3-opt (I3opt), and Iterated LK (ILK), respectively.

In the experiments we used our own 2-opt and 3-opt implementations, while
the LK implementation was kindly provided by Martin, see e.g. [21]). (The run-
time of this LK implementation increased very strongly when applied to highly
clustered TSP instances. Therefore, we did not apply it to such instances.) Our
2-opt and 3-opt implementations use standard speed-up techniques which are
described in [7, 16, 22]. In particular, we perform a fixed radius nearest neighbor
search within candidate lists of the 40 nearest neighbors for each city and use
don’t look bits. Initially, all don’t look bits are turned off (set to 0). If for a
node no improving move can be found, its don’t look bit is turned on (set to
1) and the node is not considered as a starting node for finding an improving
move in the next iteration. When an edge incident to a node is changed by a
move, the node’s don’t look bit is turned off again. These speed-up techniques
together achieve that 2-opt’s and 3-opt’s run-time grows subquadratically
with instance size.

2.3.1.2 Choice of Perturbation. For Perturbation we use the so called double-
bridge move that is the standard choice for ILS applications to the TSP [16,
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21, 22]. It perturbs a given tour s by cutting it at four appropriately chosen
edges into four subtours s; — s2 — s3 — s4 (which occur in this order in s) and
reconnecting them in the order s4 — s3 — so — s1. This double-bridge move is a
specific 4-opt move that cannot be reversed directly by none of the three local
search algorithms.

In preliminary experiments we found that best performance is obtained if
the edges cut by the double-bridge move are not chosen completely at random.
Instead, we proceed as follows: in I20pt and I3opt we first choose an edge (i, j)
at random. The other three cut-points are then selected such that they are all
within a candidate set of the max{n/2, 500} nearest neighbours of city i. A very
similar approach has been shown to be effective on large TSP instances [3, 27].
Alternatively, length restrictions on the newly introduced edges are imposed in
the original ILK code of [22]. In our experiments with ILK, a newly introduced
edge has to be shorter than 25 times the average edge length of the current
solution.

Additionally, the interaction between the double-bridge move and the setting
of the don’t look bits after Perturbation is important to achieve a good tradeoff
between solution quality and run-time [16]. For ILK we follow [16] and reset
only the don’t look bits of the cities directly affected by the double-bridge
move to zero. Yet, for I2opt and I3opt the performance with such a resetting
strategy was found to perform not very well with respect to solution quality
[28]. A good compromise between run-time and solution quality was found
by resetting all the don’t look bits of a number of cities (here chosen as 20)
preceding and following each single cut-point.

2.3.1.3 Choice of AcceptanceCriterion. Common knowledge in ILS appli-
cations to the TSP and to many other combinatorial optimization problems
appears to be that the best performance is achieved by accepting better qual-
ity solutions only [15, 16, 20, 21]. Consequently, we will use this acceptance
criterion as the basis of our analysis; denoted Better(s*,s*'), it returns s*' if
tour s*' is shorter than s*, and s* otherwise (see Figure 2.1 for the definition of
s* and s*'). If side-moves are allowed, that is, a new solution is also accepted
if it has the same length as the current one, we call the acceptance criterion
BetterEqual(s*, s*'). Only occasionally an improved performance has been re-
ported when using acceptance criteria that accept worse solutions with a small
probability [12, 22, 27].

2.3.1.4 Choice of GeneratelnitialSolution. The initial solutions for all the
ILS algorithms studied here are generated by the nearest neighbour heuristic.
Compared to random initial tours, this choice reduces the run-time for the first
local search application.

2.3.2 LS for the ATSP

When applying ILS to the ATSP, the ILS algorithm is very much the same as
for symmetric TSPs, except that for LocalSearch we apply a particular 3-opt
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algorithm which we called reduced 3-opt. Note that in 2-opt and some 3-opt
moves subtours have to be traversed in the opposite direction, in which case
for the ATSP the length of that subtour would have to be re-computed from
scratch. To avoid this, reduced 3-opt only applies one specific 3-opt move
which does not lead to a reversal of any subtour. For Perturbation, again the
double-bridge move can be applied because it does not reverse any subtour.
The acceptance criterion and the choice of the initial solution are the same as
for the symmetric TSP.

Surprisingly, there are no results for the application of ILS to the ATSP
reported in the literature, except for [31], where a specific code optimisation
problem is formulated as an ATSP and subsequently solved by transforming
the resulting ATSP instances to the symmetric TSP and applying an iterated
3-opt algorithm for symmetric TSPs.

2.4 RTD-BASED EMPIRICAL ANALYSIS OF ILS

In this section we analyse the run-time behaviour of ILS algorithms for the TSP,
in particular, of I2opt, I3opt, and ILK for the symmetric TSP and Ired3-opt
for the ATSP. Measuring run-time distributions (RTDs) is potentially very help-
ful for analysing the performance of ILS, because ILS algorithms make heavily
use of random choices in the search (such as random solution perturbations,
randomised generation of initial solutions, etc.).

2.4.1 Measuring run-time distributions

To empirically measure the RTD for an algorithm applied to a given problem
instance, we run the algorithm multiple times on that same problem instance
and collect some elementary data: in each run it suffices to record the solution
quality (for the TSP: length of the current tour) whenever a new best solution is
found and the computation time needed to obtain it. Based on these data it is
easy to a posteriori estimate the empirical, cumulative probability distribution
of the run-time required for reaching different solution quality bounds in the
following way: Given a desired solution quality ¢,, we determine from the data
recorded during the experiments for each single trial j the time 7t(j) required
to reach a solution of quality better or equal to ¢;,. By sorting the rt(j) in
non-decreasing order, the empirical cumulative RTD can be derived. Formally,
if k is the total number of trials, and [ is the number of successful trials (i.e.,
the number of trials in which the desired solution quality ¢, was reached), the
empirical cumulative RTD can be defined as:

== [ ik forrt;_y <t<rtjandje{l,... 1}
RTy(#) = { l/k for rt; <t

where rt1,rte, ..., 78 are the sorted run-times rt(j) and rto = 0. It should be
noted that the empirical RTD reaches one if and only if all trials were successful.

Using this procedure, we can determine a posteriori empirical RTDs for
several bounds ¢,. For the TSP instances used here we are in the fortunate



ANALYSING THE RUN-TIME BEHAVIOUR OF ILS FOR THE TSP 27

position that optimal solutions are known; in this case it is best to fix the
solution quality bound ¢, relative to the optimal solution quality, that is, to
require the algorithm to get within a certain percentage deviation from the
optimum. Of course, it is also possible to apply the RTD-based methodology to
problems for which no optimal solutions are available. In that case, one would
look at solution quality bounds defined as a percentage excess over (tight) lower
bounds, over best-known solutions, or the best solution found in a number of
trials.

Ideally, we would like to run the algorithm for very large CPU times to
observe limiting behaviour, where an additional improvement in solution qual-
ity by allowing still considerably longer computation times becomes negligible.
(Obviously, one can stop a trial if a known optimum is found.) In practice, we
have to limit the computation time of the single trials to some reasonable upper
bound, because of the possibility that some runs may never reach the desired
solution quality. To limit the overall computation time in our RTD analysis we
only tested (with one exception) instances with less than 1000 cities, running
our algorithms 100 times on each instance, and then determined the RTDs with
with respect to various bounds on the solution quality. These RTDs are given
in Figures 2.2 to 2.6 and are discussed in the next few sections.

2.4.2 Stagnation behaviour and effectivity of restart

Intuitively, a stochastic search algorithm shows stagnation behaviour if for long
runs, the probability of finding a solution at least as good as a given bound ¢,
can be improved by restarting the algorithm at some appropriately chosen cut-
off time ¢,. Interestingly, it is quite easy to detect such stagnation behaviour
from an empirical RTD. Based on a well-known result from probability the-
ory, the probability of finding a solution (of the desired quality) by running a
stochastic search algorithm k times for time ¢ is the same as when running the
algorithm once for time £ - ¢ if and only if this algorithm has an exponential
RTD. Hence, to detect stagnation behaviour, we just have to compare the em-
pirical RTD against an exponential distribution. Therefore, in our RTD plots,
we also show the cumulative distribution function of an exponential distribu-
tion (indicated by f(z) in the plots and defined as f(z) = 1 —e™**, 2 > 0)
which approximates the empirical RTDs measured with respect to very high
quality cp.

As we have argued, comparing an empirical RTD against an exponential
distribution can help to visually as well as analytically detect stagnation be-
haviour of stochastic search algorithms. Furthermore, if such stagnation be-
haviour is present, this approach can also be used to determine optimal cutoffs
for restarting the algorithm. In fact, a cutoff ¢} is optimal if the solution prob-
ability obtained by restart, given by P*(¢) = 1 — (1 — RT}(¢))t/t") is maximal
for all ¢. (For technical reasons, we assume here that ¢ is a multiple of ¢} —
if this does not hold, a slightly more complicated formula has to be used, but
the basic result is the same.) Interestingly, using this definition, all the points
of P*(t) lie on an curve that can be graphically determined as the leftmost
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exponential distribution that coincides with one of the points (rt;, j/k) where
jeA{l,...,min{l,k — 1}{}. (For technical reasons, if k¥ = I, the point (rtg, 1),
can not be considered.) In our RTD plots, stagnation behaviour can easily be
visually detected by observing that an empirical RTD falls below this “ideal”
exponential RTD.

2.4.3 Operation counts

RTDs can be obtained by measuring directly CPU-time or by using representa-
tive operation counts as a more machine independent measure of an algorithm’s
performance [1]. A natural choice for a “high-level” operation count for the ILS
algorithms applied here is the number of local searches in a given amount of
time. To establish the relation between CPU-time and local search iterations,
in Table 2.1 we give the average CPU-time measured on a single 266MHz Pen-
tium II CPU and 320MB RAM under Redhat Linux 5.2 (programs are coded in
C and were compiled using gcc, version egcs-2.91.66, with the flag -02) when
running I2opt, I3opt, and Ired3-opt for 25,000 iterations and ILK for 1,000
iterations on the instances used in this study. The actual times are averaged
over 5 independent ILS runs on each instance.

For most of our experiments, we report actual CPU-times measured either
on a single 167MHz UltraSparc I processor and 192MB RAM (using gcc version
2.7.2 with the same compiler flags,) or the 266MHz Pentium II processor on
which the timings in Table 2.1 are based.

I20pt
eilbl 3.07 kroA100 5.39 1in105 5.43 ulb9 7.07
d198 9.10 1in318 13.25 pcb442 16.59 rat783 27.94
pri002 34.66 pcb1173  39.42 d1291 41.17  £11577  46.96

I3opt
d198 68.0 1in318 97.2 pcb442 64.4 rat783 118.5
pr1002 145.2 pcb11l73 140.0 d1291 113.9  £11577 124.8
pr2392 180.1 pcb3038  209.7 £13795 208.3

ILK
1in318  714.7 pcb442  577.9 attb32  433.42
rat783 163.5 pcb1173  337.8 pr2392  482.44

reduced 3-opt

ry48p 27.8 ££70 53.8  krol24p 50.4
ftvi70  58.1  rbg443  285.6

Table 2.1 CPU-time taken for running I20pt, I3opt, and Ired3-opt on a 266MHz
Pentium Il CPU for 25,000 iterations.

2.4.4 RTDs for symmetric TSPs

2.4.4.1 Iterated 2-opt. Figure 2.2 shows the empirically observed RTDs
for the I2opt algorithm on the four TSPLIB instances d198, 1in318, pcb442,
and rat783. Except for instance d198, I2opt could only very rarely find the
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Figure 2.2 Run-time distributions of I2opt on four symmetric TSP instances. RTDs
are identified by the desired solution quality (e.g., ‘opt’ means optimal solution is re-
quired). Given are the distributions for d198 (upper left side), 1in318 (upper right
side), pcb442 (lower left side), and rat783 (lower right side). f(z) indicates an expo-
nential distribution. See the text for more details.

optimal solutions for these instances within reasonable run-time. Thus, we
report mainly RTDs which are obtained by imposing some weaker bounds on
the solutions quality. In the plots, an exponential distribution is fitted to
the lower part of the RTDs for high quality solutions (where high quality is
here meant as high relative to I20pt). As can be observed in the plots, the
exponential matches the lower part of the RTDs well, yet, for larger run-times
the RTDs fall strongly below the indicated exponential. Hence, the I2opt
algorithm is severely affected by stagnation behaviour and by using restarts,
the solution probability can be significantly improved.

2.4.4.2 Iterated 3-opt. Figure 2.3 shows the empirical run-time distribu-
tions for the four TSPLIB instances d198, 1in318, pcb442 and rat783. Ad-
ditionally, exponential distributions, which may indicate stagnation behaviour,
are fitted to RTDs for high-quality solutions.

The RTDs for high quality solutions indicate that I3opt also suffers from
stagnation behaviour. Consider, for example, instance pcb442: After 25 sec-
onds, an optimal solution is found with probability 0.41, but in 33 of the 100
trials the algorithm fails to find an optimal solution even after 1000 seconds. A
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Figure 2.3 Run-time distributions of iterated 3-opt on four symmetric TSP in-
stances. RTDs are identified by the desired solution quality (e.g., ‘opt’ means optimal
solution is required). Given are the distributions for d198 (upper left side), 1in318
(upper right side), pcb442 (lower left side), and rat783 (lower right side).

simple calculation shows that if we restart I3opt on this instance after 25 sec-
onds, with 40 restarts (that is, after 1000 seconds) one would estimate to obtain
a probability larger than 0.9999 for finding an optimal solution—a much larger
probability than obtained by using I3opt without restarts. (As discussed in
Section 2.4, the exponential distribution shown in Figure 2.3 gives an indication
of how the solution probability would develop when using restarts with an op-
timal cutoff-time.) Similar observations also apply to the other instances. This
stagnation behaviour is especially striking on the instances 1in318, pcb442,
and rat783. On instance d198, the run-time distribution for finding the opti-
mal solution is much closer to an exponential distribution, although for larger
run-times it is slightly less steep. Because I2opt shows strong stagnation be-
haviour on this latter instance, we may conclude that the more powerful 3-opt
local search is responsible for the better behaviour on that instance.

With I3opt we also tested the influence of the initial solution on the run-time
distributions for very high quality solutions, in particular, optimal solutions
using the same four instances as in Figure 2.3. We found that the influence
of the initial solution was not significant. The only exception was instance
pcb442; where after a time limit of 1000 seconds in 55 of 100 trials an optimal
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solution was found from random starts, while with nearest neighbour starts an
optimal solution was found in 67 of 100 trials.

2.4.4.3 ILK. One could object that the observation of stagnation behaviour
in the previous two sections may be due to the choice of the 2-opt or 3-opt
local search algorithms which show worse performance than LK. To test this
hypothesis we have ran ILK on the same instances except the smallest one,
which was easily solved.

Because ILK is known to be one of the best performing approximate algo-
rithms for symmetric TSP instances, we expect higher quality solutions to be
obtained more frequently than with either 2-opt or 3-opt. This expectation is
confirmed by the empirical RTDs given in Figure 2.4. (Instance 1in318 is not
shown here, because it was solved to optimality in all runs. On att532, I30opt
shows a similarly strong stagnation behaviour like ILK, yet the maximal proba-
bility of finding the optimum was significantly lower.) For instances pcb442 and
rat783, the empirical probability of finding an optimal solution is significantly
higher than for I3opt. Instances pcb442 and rat783 are solved in every trial to
optimality by the ILK algorithm. The run-length distribution of pcb442 can be
closely fitted by a modified exponential distribution with distribution function
RT(z) = max{0,1 — e *==A22)} where Az adjusts for the fact that a certain
minimal number of iterations have to be to performed to obtain a reasonable
chance of finding the optimal solution. (The curve in that plot has been fitted
with the C. Grammes implementation of the Marquart-Levenberg algorithm
available in gnuplot. The fitted parameters are Az = 51.26 and A = 0.00524.)
It appears that this instance is easily solved using the LK heuristic, but it is
“relatively hard” to solve when using 2-opt or 3-opt (compare the run-time
distribution of ILK to that of iterated 3-opt in Figure 2.3). On instance rat783,
the RTD for ILK again falls slightly below the exponential distribution, which
indicates stagnation behaviour and suggests that the algorithm’s performance
could possibly be further improved. On the other two instances att532 and
pr2392 stagnation behaviour is also clearly visible.

2.4.5 RTDs for asymmetric TSPs

The run-time distributions for the ATSP instances shown in Figure 2.5 indicate
findings resembling those for the symmetric instances. Here, the stagnation
behaviour of iterated reduced 3-opt appears to be even more severe. Often,
the optimal solution is obtained very early in a run or, with a few exceptions, is
not found at all within the given computation time. Surprisingly, even on the
smallest instance ry48p with only 48 nodes, the algorithm shows stagnation
behaviour; however, it appears that for very large run-times one might be able
to find optimal solutions in all runs.

Interestingly, instance rbg443, with 443 cities the largest ATSP instance
of TSPLIB, is easily solved with the acceptance criterion BetterEqual(s*,s*").
In this case an optimal solution is found, on average, in 35 seconds (on an
UltraSparc 167MHz processor and using candidate lists of length 20) or 5200



32 ESSAYS AND SURVEYS IN METAHEURISTICS

0.8

0.4

0.2

empirical solution probability
empirical solution probability

10 100 1000 10000 10 100 1000 10000
log CPU time 10g (CPU time)

0.8

o 4 ® o e

)
N

0.4

0.2

empirical solution probability
© o o 0o o o o o o
empirical solution probability

T R S

10 100 1000 10000 10 10000

log CPU time log CPU time

Figure 2.4 Run-time distributions of ILK on four symmetric TSP instances. RTDs
are identified by the desired solution quality (e.g., ‘opt’ means optimal solution is
required). Given are the distributions for pcb442 (upper left side), att532 (upper
right side), rat783 (lower left side), and pr2392 (lower right side).

local searches, with the maximally required run-time to solve this instance being
roughly 150 seconds. The same instance could only be solved in 90% of the runs
within 1000 seconds with the acceptance criterion Better(s*, s*'). In Figure 2.6
we have plotted the run-time distributions for these two acceptance criteria.
Such significant differences between these two acceptance criteria could only
be observed on the four ATSP instances rbg323, rbg358, rbg403, and rbg443.
Considering this fact, we used the acceptance criterion BetterEqual(s*,s*") for
all other ATSP experiments.

2.4.6 Discussion

While it is known that ILS algorithms yield very good quality solutions to the
TSP very quickly, the RTD-based analysis revealed unambiguously that for
large run-times the standard ILS algorithms suffer from stagnation behaviour
which severely compromises their performance if very high quality solutions
or optimal solutions are required. In fact, the comparison with an exponen-
tial distribution shows that, in the simplest case, the long term behaviour of
ILS algorithms can be significantly improved by occasional restarts after a fixed
number of iterations (cutoff time). For optimal cutoff-times, the ILS algorithm’s
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Figure 2.5 Run-time distributions of iterated reduced 3-opt on four ATSP in-
stances. RTDs are identified by the desired solution quality (e.g., ‘opt’ means optimal
solution is required). Given are the run-time distributions for ry48p (upper left side),
£t70 (upper right side), kro124p (lower left side) and £tv170 (lower right side).
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Figure 2.6 Run-time distributions for instance rbg443 using iterated reduced
3-opt. Given are two run-time distribution, one using acceptance criterion
BetterEqual(s*,s*'), the other using Better(s*,s*').

solution probability will develop analogously to the indicated exponential dis-
tributions. This fact is exemplified in Figure 2.7 for an I3opt algorithm applied
to instance attb532.
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Figure 2.7 Example of improvements by using restart. Given is the run-time distri-
bution for reaching a solution within 0.25% of the optimum on instance att532 for
I3opt (indicated by ILS-standard) and an ILS algorithm using restart after an appro-
priately chosen cutoff time (indicated by ILS-restart). The improved ILS algorithm
is able to follow the exponential distribution (indicated by f(x)) which approximates
ILS-standard’s RTD in the left part. See text for more details.

Our RTD-based analysis indicates that for more effective local search algo-
rithms, the problem size at which ILS begins to show strong stagnation be-
haviour appears to be much higher. For example, the I20pt algorithm showed
very strong stagnation behaviour on instance d198 if optimal solutions are
required, while I3opt’s RTD showed a much better behaviour. Yet, on the
larger pcb442 instance both, I2opt and I3opt, were severely affected by the
stagnation behaviour, while ILK could solve this instance rather easily. Yet,
when applied to even larger TSP instances, ILK showed stagnation behaviour
as well. Hence, one possible conclusion from these observations is that the
ILS algorithms will—when applied to non-trivial instances—show stagnation
behaviour when applied to medium-sized to large instances. The critical in-
stance size at which severe stagnation begins to occur seems to depend on the
effectiveness of the local search algorithm.

In summary, the run-time distributions arising from the application of ILS
algorithms to the TSP suggest that these algorithms can be further improved.
In the following we will present several possibilities how such improvements can
be achieved, followed by an empirical investigation of these new ILS variants.

2.5 IMPROVEMENTS OF ILS ALGORITHMS FOR THE TSP

In this section we will present two improved ILS algorithms for the TSP and
then give results from an extensive experimental comparison of these algo-
rithms.
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2.5.1 Improved ILS algorithms

One conclusion from the stagnation behaviour we observed for ILS is that
additional diversification features are needed to increase its performance. There
are two particular ways to increase the diversification in ILS algorithms: One
possibility is to use acceptance criteria which accept worse solutions or even
introduce occasional restarts. A second possibility is to increase the strength
of the solution modifications implemented by Perturbation; for the TSP this can
be done by cutting the current tour at more than four points than done in the
doublebridge move.

We note that yet another way of exploring more distant solutions is used in
Basic VNS [11], where the number of edges modified in each perturbation is
varied systematically. In general, Basic VNS accepts only improving solutions
and varies solely the perturbation size. Worse solutions are accepted by the
recently introduced skewed VNS (SVNS) [10]: a solution s*' which is worse
than the incumbent solution, is accepted if ¢(s*') — ap(s*,s*') < ¢(s*), where
¢(s*) is the cost of solution s*, « is some parameter and p a distance measure.

Here, we follow a different approach by proposing and experimentally inves-
tigating two improved ILS variants that are based on the idea of an extended
acceptance criteria.

2.5.1.1 Soft restarts. As argued before, the simplest strategy to avoid
stagnation behaviour is to restart the algorithm from new initial solutions after
some predefined cutoff value. Yet, optimal cutoff values may depend strongly
on the particular TSP instance. Hence, it appears to be a better idea to make
the decision to restart depending on search progress by applying so-called “soft
restart criteria”. In particular, we restart the ILS algorithm if no improved so-
lution could be found for ¢, iterations, where i, is a parameter. This soft restart
criterion assumes that after ¢, iterations without improvement the search has
become stuck and that additional diversification, here implement as the ex-
treme case of restarting an algorithm from scratch, is needed to escape from
there. The restart of the algorithm can easily be modelled by the acceptance
criterion Restart(s*,s*', history), where the history component captures, e.g.,
the very simple use of search history underlying the soft restart criterion. Let
1145t De the last iteration in which a better solution has been found since the last
restart and i be the iteration counter. Then Restart(s*,s*', history) is defined
as

s*! if e(s*') < ¢(s*)
Restart(s*,s*', history) =< &' if ¢(s*") > ¢(s*) and 7 — 4 > ir
s* otherwise,

(2.1)
where s’ is a new initial solution.

2.5.1.2 Fitness-distance diversification-based ILS. A disadvantage of
restarting ILS from new initial solutions is that previously obtained high qual-
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ity solutions are lost. Additionally, ILS algorithms need some initial time #;;,;;
to reach very high quality solutions (that is to dig deep enough in the search
space), which is “wasted” with each restart; furthermore, t;,; typically in-
creases with instance size. To avoid these disadvantages, it might be better to
use a less radical and more directed diversification when the ILS algorithm is
deemed to be stuck. Based on this intuition, we propose a new diversification
method for ILS that attempts to find a good quality solution beyond a certain
minimal distance from the current search point without using restart.

We implemented this idea as follows. Let s} be the current candidate solution
from which the search should escape, and let d(s,s’) be the distance between
two tours s and s’ measured as the number of edges that differ between s and
s’. Then the following steps are repeated until we obtain a solution beyond a
minimal distance dpmin from s}:

1) Generate p copies of s7.

2) To each of the p solutions, apply Perturbation followed by LocalSearch.

3) Choose the best g solutions, 1 < ¢ < p, as candidate solutions.

(1)
(2)
3)
(4) Let s be the candidate solution with maximal distance to s?.
If d(s, s%) < duin, then goto (2); otherwise return s.

The goal of step (3) is to obtain good quality solutions, while the goal of step
(4) is to choose a candidate solution at a maximal distance from the current
solution. The steps (2) to (4) are then iterated until a solution s* is found for
which the requirement in step (4) is satisfied. In fact, to avoid getting stuck in
infinite loops we stop this iterative process if we have not found a solution s*
beyond d,i, after a maximal number of iterations (here 30).

The parameter d,,;, is critical for the performance of ILS-FDD. We estimate
dmin as the average distance dgyg between an number of local optima (100 local
optima when applying 2-opt or 3-opt, 50 when applying LK) w.r.t. the local
search algorithm applied in the ILS. Then we set alternatingly dmin = 1/4-davg
and dmin = 1/2 - davg. A second choice is which solution to take as s;. Here, s
is always taken as the best solution found since the start of the algorithm (only
when using LK this is done every second diversification). In fact, these two
latter choices are inspired by the results on the fitness landscape analysis of the
TSP, where it was shown that (i) local optima cluster together in a small part
of the search space (measuring the average distance between local optima), and
that (ii) the better the solution quality the closer they are—on average—to a
globally optimal solution [8] (choice of s?).

2.5.2 Experimental results

This section presents the results of an experimental comparison of three ILS
algorithms, the standard ILS algorithm used for the run-time analysis, the ILS
algorithm using soft restarts (referred to as ILS-restart), and the ILS algorithm
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with fitness-distance based diversification (referred to as ILS-FDD). In ILS-
restart and ILS-FDD, a restart (diversification) is initiated if for i, iterations
no improved solution is found, where ¢, = 3 - n for I2opt, i, = n for I3opt,
and finally i, = 1/3n for ILK; n is the number of cities of a TSP instance. For
ILS-FDD we use p = 20, ¢ = 15 (parameters were chosen in an ad hoc manner
without fine-tuning).

In Tables 2.4 to 2.6 we report computational results for the ILS algorithms
based on 2-opt, 3-opt, and LK, respectively, Table 2.7 shows the results for ILS
applied to the ATSP; the optimal tour lengths for the instances considered here
are shown in Table 2.2. In each table we report the frequency of finding optimal
solutions, the average percentage deviation from the optimum and the average
run-time to find the best solution in each trial. For instances with n < 1000,
the results are based on 100 independent trials, for 1000 < n < 2000 on 25
trials, and for » > 2000 on 10 independent trials for symmetric TSPs when
running I2opt or I3opt; when running ILK the results are based on 25 trials
for n < 1000 and 10 trials, otherwise. The maximal CPU-time t;,4,; allowed
for the algorithms on the single instances when running I2opt and I3opt are
indicated in Table 2.3. t;,4; was chosen in roughly such a way that larger
instances are given more run-time. When running ILK, we stopped after 5000
LK applications on instances 1in318 and pcb442, after 10000 LK applications
on att532 and rat783, after 20000 on pcb1173, and after 25000 on pr2392.

eilbl 426  kroA100 21282 1in105 14379 uls9 42080
d198 15780 1lin318 42029 pcb44d2 50778 attb32 27686
rat783 8806 pr1002 259045 pcb1173 56892 d1291 50801
£11577 22249 pr2392 378032 pcb3038 137694  £13795 28772

Table 2.2 Optimal tour lengths for symmetric TSP benchmark instances used in the
experiments.

eilbl 20 kroA100 60 1linl05 60 ulb9 60
d198 120 1lin318 120 pcb44d2 300 attb32 600
rat783 900 pr1002 1200 pcb1173 1200 d1291 1200
£11577 2400 pr2392 3600 pcb3038 7200 £13795 7200

Table 2.3 CPU-time limits for symmetric TSPs when running I20pt or I3opt.

Generally, these experimental results show that our improved ILS algorithms
indeed obtain significantly better solution qualities. With both ILS extensions
the frequency of finding optimal solutions is strongly increased and the average
solution quality improves considerably. The only exception are the results
obtained with ILS-restart using 2-opt on the instances rat783 and pr1002,
although instance rat783 has shown apparent stagnation behaviour when using
I20pt. Most probably this result is due to the fact that the parameter i,
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Inst ILS 2-opt ILS-Restart ILS-FDD

ustance Jfopt Davg lavg  fopt Aavg tavg  fopt Aavg tavg
eilbl 0.20 0.19 <0.1 1.0 0.0 0.4 1.0 0.0 0.2
kroA100 1.0 0.0 <0.1 1.0 0.0 <0.1 1.0 0.0 0.2
1in105 1.0 0.0 <0.1 1.0 0.0 <0.1 1.0 0.0 0.2
ulbs9 1.0 0.0 7.3 1.0 0.0 0.4 1.0 0.0 0.3
d198 0.59 0.032 185 1.0 0.0 18.8 1.0 0.0 9.4
1in318 0.03 0.30 15.9 0.21 0.11 51.8 0.94 0.008 37.8
pcb442 0.01 0.62 118.6 0.0 0.31 131.2 0.05 0.15 185.2
rat783 0.0 0.49 536.2 0.0 0.60 415.0 0.0 0.29 613.9
pr1002 0.0 0.55 922.7 0.0 0.81 750.2 0.0 0.25 974.6
pcb1173 0.0 1.10 787.3 0.0 0.90 693.5 0.0 0.54 918.3
d1291 0.0 0.68 523.4 0.0 0.27 712.4 0.0 0.12 789.8
£1577 0.0 0.82 996.6 0.0 0.11 1262.0 0.0 0.05 1463.1

Table 2.4 Comparison of I20pt, ILS-restart, and ILS-FDD on symmetric TSPs. For each
instance (the number in the instance identifier is the problem size), we report the frequency
of finding the known optimal solution (fopt), the average percentage deviation from the
optimum, the average CPU-time Z4y4 to find the best solution in a run, and the maximally
allowed computation time Z;,44. The algorithms were run on a 266MHz Pentium |11 CPU.

Instance ILS 3-opt ILS-Restart ILS-FDD
fopt Aavg tavg fopt Aavg tavg fopt Aavg tavg

d198 1.0 0.0 1.1 1.0 0.0 0.8 1.0 0.0 1.5
1in318 0.65 0.10 13.9 1.0 0.0 7.1 1.0 0.0 13.7
pcb442  0.56 0.12 349 1.0 0.0 46.5 1.0 0.0 30.8
att632  0.22 0.055 91.6 0.74 0.0096 214.6 0.96 0.002 202.3
rat783 0.71 0.029 238.8 0.51 0.018 384.9 1.0 0.0 159.5
pri002 0.56 0.11 389.7 1.0 0.0 578.2 1.0 0.0 207.2
pcb1173 0.0 0.26 461.4 0.0 0.040 680.2 0.56 0.011 652.9
d1291 0.08 0.29 191.2 0.68 0.012 410.8 1.0 0.0 245.4
£1577 0.12  0.52 494.6 0.92 0.00008 4776 1.0 0.0 294.1
pr2392 0.0 0.23 1538.5 0.0 0.22 2008.5 0.3 0.027 2909.1
pcb3038 0.0 0.22 3687.6 0.0 0.20 4824.3 0.0 0.099 5535.9
£13795 0.2 0.36 3601.9 0.2 0.0035 3080.9 0.9 0.0003 3506.7

Table 2.5 Comparison of I3opt, [LS-restart, and ILS-FDD on symmetric TSPs. For each
instance (the number in the instance identifier is the problem size), we report the frequency
of finding the known optimal solution (fopt), the average percentage deviation from the
optimum, the average CPU-time {4y to find the best solution in a run, and the maximally
allowed computation time Zyqz. The algorithms were run on a 266MHz Pentium I CPU.

was chosen too low. Yet, notice that even for these two instances ILS-FDD
significantly improves over standard I2opt. Similarly, when applying I3opt,
for rat783 the frequency of finding the optimum is lower with ILS-restart than
with I3opt. For the ATSP, all instances are well solved by using ILS-restart
(see Table 2.7) and therefore we did not apply ILS-FDD on these instances
since apparently they do not provide a real challenge.
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Inst ILK ILS-Restart ILS-FDD

ustance Jopt Aqug tavg  fopt Agvg  tavg  fopt Agug  ‘tavg
1in318 1.0 0.0 299.8 1.0 0.0 165.8 1.0 0.0 300.5
pcb442 1.0 0.0 325.1 1.0 0.0 289.8 1.0 0.0 297.3
attb32 0.68 0.029 1834.6 1.0 0.0 3767.5 1.0 0.0 2194.1
rat783 0.96 0.01 20879 1.0 0.0 3577.2 1.0 0.0 2596.5
pcb1173 0.1 0.0065 2071.3 0.2 0.0018 8403.0 0.8 0.0004 5629.9
pr2392 0.1 0.11 10924.3 0.0 0.049 9843.8 0.4 0.014 13028.4

Table 2.6 Comparison of ILK, ILS-restart, and ILS-FDD on symmetric TSPs. For each
instance, we report the frequency of finding the known optimal solution (fopt), the average
percentage deviation from the optimum, the average number of LK applications 7444 to find
the best solution in a run, and the maximally allowed number of LK applications.

The improvement in solution quality achieved by the two enhanced ILS
algorithms depends strongly on instance size. In particular, for small problems
ILS-restart and ILS-FDD perform similar to standard ILS if the latter does not
show any or only very weak stagnation behaviour (notice that I2opt shows very
strong stagnation behaviour on instance eilb51 which is the smallest instance
we tested). Yet, with increasing instance size the performance improvement
obtained with ILS-restart and ILS-FDD becomes more significant.

Similarly, the improvement of ILS-FDD over ILS-restart becomes more marked
for larger instances. On all instances with more than 400 cities, ILS-FDD shows
either better average performance and a higher frequency of finding the optimal
solution or, if both algorithms find the optimal solution in all runs, a much lower
average run-time. It should also be noted that the performance of ILS-FDD
using 3-opt local search is particularly good on instances which are known to
be hard for other algorithms. This is the case for £11577 and £13795 which
show a pathological clustering of cities. On these instances, ILS-restart also
performs surprisingly well; this is probably due to the fact that they contain
deep local minima from which the standard ILS algorithm has strong difficul-
ties to escape. Also note that on these instances it appears preferable to run
3-opt, because the run-time of LK is very high on strongly clustered instances
(see also the discussion in [16]).

2.5.3 Related work

Recently, several high performing new approaches and improved implemen-
tations of known approaches have been presented for the TSP. Among these
algorithms we find the genetic local search approach of Merz and Freisleben
[23, 24], a new genetic local search approach using a repair-based crossover
operator and brood selection by Walters [30], a specialized local search al-
gorithm for the TSP called Iterative Partial Transcription (ITP) by Mobius
et.al. [25], and the ILS approach by Katayama and Narisha [17] which uses
a newly designed solution modification mechanism inspired by genetic algo-
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Inst " ILS 3-opt ILS-Restart ‘

nstance op Jopt  Aavg  lavg Jfopt Aavg tavg maz
ry48p 14422 0.95 0.03 24.7 1.0 0.0 9.2 120
£t70 38673 0.56  0.056 22 1.0 0.0 7.4 300
kro124p 36230 0.68  0.056 22.8 1.0 0.0 11.3 300
ftv170 2755  0.92 0.10 353 1.0 0.0 45.3 300
rbg443 2720 1.0 0.0 31.7 1.0 0.0 36.3 900

Table 2.7 Comparison of Ired3-opt and ILS-restart on ATSPs. For each instance, we
report how often the known optimal solution is found in a given number of trials (fop¢/no.
trials), the average percentage deviation from the optimum, the average CPU-time t4y4 to
find the best solution in a run, and the maximally allowed computation time Z;,45. The
algorithms were run on a 167MHz UltraSparc | CPU.

rithms. The improved ILS algorithms and, in particular, ILS-FDD compare
very well to these approaches [29]. ILS-FDD with 3-opt also compares well
with the so far best performance results obtained by Merz and Freisleben with
their genetic local search approach. In [24] they report average times for find-
ing optimal solutions on instances 1in318,pcb442,att532,rat783 in 25, 35,
131, and 61 seconds, respectively on a 300MHz Pentium II CPU running So-
laris (averages are taken over 30 runs). We obtained the same solution qual-
ity (except att532 on which 4 of 100 runs did not yield the optimum) at
slightly larger run-times on the two larger instances. Yet, the very good perfor-
mance of our ILK-FDD variant suggests that ILS-FDD, when combined with
a much faster LK implementation like Johnson’s, Merz’s or the code by Apple-
gate, Cook, Bixby and Chvatal, (the Concorde code is publically available via
http://www.keck.caam.rice.edu/concorde.html) can achieve still a much
improved performance over the 3-opt version. Also, note that only the ITP
algorithm appears to come close to the results with ILS-FDD on the two in-
stances £11577 and £13795. Overall, our computational results show that ILS
and, in particular, the proposed ILS extensions are highly competitive with
more complex algorithms for the TSP.

2.6  CONCLUSIONS

In this paper, we presented a novel method for the systematic empirical analysis
of metaheuristics based on run-time distributions. While this methodology
has been previously applied to combinatorial decision problems, such as SAT
[14], here, we use it for investigating the behaviour of Iterated Local Search
algorithms for the well-known Traveling Salesman Problem.

Our RTD-based analysis revealed that standard ILS implementations which
accept only shorter tours often show stagnation behaviour for the TSP. This
stagnation behaviour can be noted in the fact that from some point on in the
search process, relatively little progress is made with respect to finding higher
quality solutions. This phenomenon is observed not only for relatively simple



REFERENCES 41

ILS algorithms based on 2-opt and 3-opt local search, but also for the ILK
algorithm, currently one of the best performing approximation algorithms for
large symmetric TSP instances, as well as for ILS algorithms for the asymmetric
TSP. Based on this observation, we proposed improved variants of ILS algo-
rithms for the TSP. In an experimental analysis we verified that our strategies
to overcome stagnation behaviour are effective and that the modified algorithms
show a significantly improved performance.

These results demonstrate that the RTD-based approach provides a good
basis for analysing and improving the performance of ILS algorithms in partic-
ular, and other meta-heuristics in general. We expect that by systematically
applying this methodology to other algorithms and problem domains, further
new insights into the behaviour of meta-heuristics for hard combinatorial prob-
lems can be obtained, which will facilitate the development of new, improved
algorithms and their successful application.
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