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Abstract Research in swarm robotics focuses mostly on how robots interact
and cooperate to perform tasks, rather than on the tasks themselves. As a consequence, researchers often consider abstract tasks in their experimental work.
For example, foraging is often studied without physically handling objects: the
retrieval of an object from a source to a destination is abstracted into a trip
between the two locations—no object is physically transported. Despite being
commonly used, so far task abstraction has been implemented in an ad-hoc
fashion.
In this paper, we present the TAM: a physical device that abstracts a task
to be performed by an e-puck robot. A single TAM serves as an abstraction of
a single-robot task. Multiple TAMs coordinate using wireless communication
so that they can collectively abstract a complex task by representing the constituent single-robot tasks and their interrelationships. To this end, we present
a new approach to model a complex task as the collection of its constituent
single-robot tasks and their interrelationships. The TAM enables research on
cooperative behaviors and complex tasks with simple, cost-effective robots
such as the e-puck—research that would be difficult and costly to conduct
using specialized robots or ad-hoc task abstraction.
We demonstrate how to model a complex task and perform two two proofof-concept experiments using real robots and TAMs.
Keywords swarm robotics, task abstraction, swarm intelligence, robotics
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1 Introduction
Research in swarm robotics focuses on how robots interact and cooperate
to perform tasks, rather than on the tasks themselves (Beni, 2005; Dorigo
et al., 2014). For example, consider a hypothetical swarm-operated assembly
line where one group of robots drills holes through several parts and another
group subsequently bolts them together; or imagine a swarm of nano-bots
that extirpate cancer cells: one group of robots identifies and marks tumors;
another group subsequently destroys them. While task execution is completely
different in the two examples, the logical relationship between the tasks is the
same: two tasks have to be executed one after the other. If the focus of the
research is to develop coordination mechanisms that allow a swarm to tackle
tasks with this kind of logical relationships, it might be desirable to isolate the
logical relationship from the details of task execution and focus on it, rather
than spending resources on inessential aspects of the implementation. We call
task abstraction the process by which one focuses on the logical relationship
between tasks and omit the details on their execution.
Task abstraction is not a novel concept in swarm robotics research; in fact,
it has been used implicitly in numerous studies (for a review, see Brambilla
et al., 2013). However, up to now, task abstraction was either confined to simulation or, in the cases in which tasks were very simple, conducted using some
sort of ad-hoc solution (e.g., Pini et al., 2014). Simulation has the advantage
of being inexpensive, but approaches developed solely in simulation may suffer from the so called “reality gap” (Jakobi et al., 1995). This is particularly
relevant in complex systems, where small but unavoidable differences between
simulation and reality could lead to widely diverging behaviors. Ad-hoc solutions for task abstraction, on the other hand, are suitable only for simple
tasks that can be tackled by a single robot without any dependencies on other
robots or tasks. Contrarily, tasks that require multiple robots are much harder
to abstract due to the interrelationships between the constituent single-robot
subtasks and the actions of the robots. Additionally, experiments that use adhoc solutions are costly and difficult to replicate by other researchers—a fact
that effectively limits the complexity of the tasks studied in the literature.
In this paper, we propose a new approach to abstract complex multi-robot
tasks in swarm robotics research. This approach is based on a physical device
that serves as an abstraction of single-robot tasks to be performed by an e-puck
robot. We call this device the TAM, an acronym for task abstraction module
(see Fig. 1). In abstract terms, we say that a robot performs a single-robot
task if it is busy for a given amount of time at a specific location and at a
specific moment in time. A TAM implements this abstraction for real-robot
experiments.
Additionally to the TAM, we present a new approach to model a complex task as the collection of its constituent single-robot tasks and their interrelationships. The advantage of modeling a complex task as a collection of
single-robot tasks is that these tasks can be physically represented in the same
manner, regardless of the interrelationships between them. A group of TAMs
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Fig. 1 The TAM and the e-puck
robot. The TAM is a booth into
which an e-puck can enter. Once
the e-puck has entered fully into
the TAM, it is considered to be
working on the task represented
by the device. The behavior of
multiple TAMs can be coordinated to implement interrelationships between the tasks they represent.

can be used to represent the single-robot subtasks of the complex task in a
real-robot experiment. The combination of the proposed approach to model
complex tasks and the TAM forms a new method for conducting research in
swarm robotics, which enables research on cooperative behaviors and complex tasks with simple, cost-effective robots such as the e-puck—research that
would be difficult and costly to conduct using specialized robots or ad-hoc
task abstraction.
This paper is organized as follows. In Sec. 2 we describe the implementation
of the TAM for the e-puck robot. In Sec. 3 we propose an approach to model
complex tasks so that they can be represented using the TAM. In Sec. 4 we
present two proof-of-concept experiments that demonstrate the use of the TAM
in a real-robot scenario involving a swarm of e-puck robots. In Sec. 5 we review
the literature by classifying existing works according to the interrelationships
between the studied tasks and the type of abstraction used. In Sec. 6 we
summarize the contributions of this work and present some directions for future
research.

2 The TAM
In this section, we present the TAM, a physical device that represents singlerobot tasks to be performed by an e-puck robot. The e-puck is a mobile robot
designed for educational and research purposes.1 It is small, compact, extensible, and cheaper than most of its competitors (Mondada et al., 2009). The
e-puck is well suited for swarm robotics research. Fig. 2 illustrates the e-puck
and describes its sensors relevant to the TAM.
1

http://www.e-puck.org/
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Fig. 2 Two configurations of the e-puck robot. Left: The basic model without any extensions. The sensors relevant to the TAM are the forward facing camera for the detection of
the TAM and the IR transceiver for communication with the TAM. Right: The TAM is
compatible with various extensions of the e-puck: shown here are the range and bearing
sensor (Gutiérrez et al., 2008), the embedded computer running Linux,2 and the omnidirectional camera. In this configuration, we use the omni-direction camera for detecting
the TAM instead of the forward facing camera. This is the configuration that we use in the
experiments presented in Sec. 4.

2.1 Concept
The TAM can represent any task that a single robot carries out while being in
a specific place. We call such a task a single-robot stationary task. In abstract
terms, we say that a robot performs a stationary single-robot task if it is busy
for a given amount of time at a specific location and at a specific moment
in time. Complex tasks have to be abstracted into a model of interrelated
single-robot tasks before they can be represented using several TAMs, as we
will describe in Sec. 3. The behavior of these TAMs must be coordinated so
that they implement the interrelationships between the constituent subtasks
as identified by the model.
Even though the TAM is limited to stationary tasks, object transportation
tasks can be represented using the TAM as long as transport occurs from one
fixed location to another fixed location, for example in a source-nest scenario.
In such a scenario, the source and the nest can be modeled as a collection
of stationary single-robot tasks, represented by a group of TAMs. Travel between tasks is not modeled explicitly. Certain object transportation tasks,
on the other hand, are not suited to be represented by the TAM. An example is a collective transport task in which robots implicitly communicate by
analyzing the forces that occur when physically manipulating the object to
transport (see, e.g., Baldassarre et al., 2007; Donald et al., 1997).
2

http://www.gctronic.com/doc/index.php/Overo_Extension
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Fig. 3 Left: Conceptual drawing of the TAM. Right: Block diagram showing the functional
components of the TAM.

E-pucks use their color camera to perceive TAMs in their environment. If a
robot detects a TAM in its proximity, it can decide to work on the associated
task by entering into the TAM. Upon detection of the robot, the TAM reacts
according to a user-defined logic; for example, by changing the color of its
LEDs, communicating with the robot, or sending information to other TAMs.
Physically, the TAM is a booth into which an e-puck can enter. The TAM
is equipped with RGB LEDs, light barriers, and an IR transceiver for communication. The TAM can use its RGB LEDs to announce the presence and
availability of the task it represents to robots. Different types of tasks can be
signaled by using different LED colors. The light barriers allow the TAM to
detect the presence of a robot that entered into the TAM. The IR transceiver
can be used to communicate with a robot inside the TAM. The communication
between the robot and the TAM enables experiments in which the behavior
of the TAM depends on the specific robot, for example, reinforcement learning strategies that use individual rewards for each robot. See Fig. 3 left for a
conceptual drawing of the TAM.
The TAM is also equipped with the means for IEEE 802.15.4 wireless
communication that allow a group of TAMs to exhibit coordinated behavior.
Furthermore, wireless communication allows researchers to control a group
of TAMs centrally. This centralized design makes setting up and conducting
experiments with TAMs relatively effortless, as changing the behavior of all
TAMs requires modifying only the central controller. Additionally, the central
design allows for accurate statistics-keeping during experiments: all events
can be recorded using a central time, which is required for the consistency of
the experimental records. This, in turn, allows researchers to fuse data from
multiple TAMs with external sensor data (e.g., from a tracking system).

6
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Fig. 4 Photo of the back side of the TAM.
The TAM features a 2.4 GHz IEEE 802.15.4
mesh networking module that allows it to
exchange data with other TAMs and the researcher’s workstation. The battery is the
same one used for the e-puck robot, which
eases charging and handling of the batteries
during the course of an experiment.

2.2 Implementation
The TAM is based on Arduino,3 an open-source prototyping platform that
uses an Atmel AVR micro-controller as a central processor. We chose Arduino
because of its availability, large community, and relative ease of development
compared to other embedded development platforms (Banzi, 2008). Fig. 3 right
shows a block diagram of the functional components of the TAM. The TAM is
locally controlled by a central 8-bit RISC processor, an Atmel ATmega-1284p
running at 16 MHz. The RGB LEDs support 24-bit colors and are diffused
by a sheet of semi-transparent plastic to facilitate detection by the e-puck.
Communication between the TAM and an e-puck is implemented using the IR
transceiver and the e-puck library IRcom.4
Autonomy is guaranteed by a rechargeable lithium-ion battery with 5 Wh
capacity. A single battery lasts over 10 hours in a typical experiment (we assume the proof-of-concept experiment presented in Sec. 4 to be a typical experiment).
Mesh networking enables experiments with a large number of TAMs in
large environments, while reducing the risk of communication failures caused
by the broadcast nature of traditional wireless networking. The TAM can be
configured to work on 4 different wireless channels, which allows researchers
to run multiple independent experiments in parallel.
The autonomy of the TAM in terms of power and communication allows
for easy placement of the TAM in the experimental environment. Fig. 4 shows
an image of the back side of the TAM featuring the electronics, the IEEE
802.15.4 mesh networking module and the battery.
The TAM has a cubical shape with a length of 12 cm in every dimension.
An e-puck can perceive the LEDs of the TAM only from an acute angle:
3
4

http://www.arduino.cc/
http://gna.org/projects/e-puck/
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Experiments have shown that the e-pucks can recognize a TAM from a distance
up to 80 cm and an angle of 45±4◦ . We designed the body of the TAM so that
an e-puck can enter into the TAM without accidentally moving it. The TAM
can be used with the standard e-puck (without extensions) as well as with an
e-puck using the Linux extension with an omni-directional camera.
2.2.1 Possible extensions
The philosophy of the TAM follows the extensibility of Arduino and of the
e-puck. To this end, the TAM features an extension connector that allows
researchers to extend its capabilities. Additionally to supplying power, the
extension connector provides 10 input/output channels: 2 channels for PWM
LED control, 4 digital channels and 4 analog channels. The variety of channels
enables a wide range of possible extensions. An example of a possible extension
is a light sensor that allows to model the day/night cycle of a colony by
changing the behavior of a group of TAMs depending on the ambient light.

2.3 Software
The TAM has been designed to combine flexibility with ease of development.
To this end, the user-defined logic that controls the behavior of each TAM is
implemented on the researcher’s workstation that acts as a central controller.
The software of the TAM itself is designed to receive commands from the
central controller and execute them. Additionally, the TAM reports all events
and changes in sensory data back to the controller.
In order to ease the development of controllers and the setup of experiments, we developed the necessary software for simulating the TAM and the
e-puck. The software is a set of plug-ins for the ARGoS simulation framework (Pinciroli et al., 2012). ARGoS is a discrete-time physics-based simulation framework developed within the Swarmanoid project (Dorigo et al., 2013).
ARGoS is open source and freely available for download.5 The plug-ins developed by us simulate the whole set of sensors and actuators available on the
TAM and the e-puck. These plug-ins are included in the standard distribution
of ARGoS.

2.4 Production and reproduction
The design of the TAM is open source and licensed under the Creative Commons Attribution-ShareAlike 3.0 Unported License. This license allows others
to modify and reuse the design as long as it remains open source. The production of the TAM is possible for a moderately equipped laboratory. All
electronic components are common and easily sourceable from distributors all
5

http://iridia.ulb.ac.be/argos/

8

Arne Brutschy et al.

over the world. The cost of the TAM is relatively low provided that final assembly is done in-house: the total cost of a single TAM is 140 EUR/TAM for a
quantity of 50 TAMs. For further details regarding the implementation of the
TAM, including all data required for production (schematics, PCB layouts,
CAD-models of the outer shell, and firmware) as well as the central software
required for controlling a large number of TAMs, see the supplementary on-line
material of this paper (Brutschy et al., 2013) and the accompanying technical
report (Brutschy, 2013).
3 Modeling complex tasks
In this section, we present a new approach to modeling complex tasks. The
primary goal of the approach is to enable a uniform physical representation of
complex tasks, more specifically, to enable the representation of complex tasks
in an experiment by using the TAM (see Sec. 2).
We propose a two-level approach: At the high level, we decompose complex
tasks into a collection of single-robot subtasks and the interrelationships between them. At the low level, we describe subtasks and their interrelationships
in detail so that they can be represented in an experiment using TAMs. We
use well-known visual modeling languages for both levels, more specifically,
we use UML 2.0 activity diagrams for the high-level model (Rumbaugh et al.,
2004) and Petri nets for the low-level model (Petri and Reisig, 2008). The main
reason for using UML 2.0 activity diagrams for the high-level model is convenience: activity diagrams are easy to understand intuitively; they are therefore
commonly used for modeling in engineering (Rumbaugh et al., 2004). While
their semantic is loosely based on Petri nets, they cannot be simulated and
analyzed formally (Staines, 2010). We use Petri nets for the low-level model as
they have a well-defined execution semantic, which allows us to simulate them.
This greatly simplifies the modeling of a given task for subsequent application
in physical experiments using TAMs.
3.1 High-level model
In order to model the hierarchical structure of a complex task, we employ
task decomposition. Task decomposition refers to the process of subdividing
a task into its constituent units of work, which can be subsequently tackled
separately (Durfee and Lesser, 1989; Korsah et al., 2013). The complexity of
the original task resides in the interrelationships between its subtasks. These
interrelationships are defined by the hierarchical structure identified by task
decomposition. Decomposition is recursive, that is, subtasks can potentially
be decomposed further; a subtask of a task can therefore consist of subtasks,
as well. Decomposition stops once all decomposable subtasks have been decomposed.
We call the hierarchical structure formed by the subtasks of the complex
task the task relationship graph. A task relationship graph is a directed acyclic
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graph: there is a direction in which the graph has to be traversed in order to
execute the original task. Furthermore, each of the nodes of this graph may be
a task relationship graph in itself, that is, the graph may be nested. We refer to
the number of recursive steps (i.e., the number of nested graphs) as the depth of
the graph. A complex task is a task that can be decomposed into several singlerobot subtasks. Complex tasks can be represented by using several TAMs so
that each of the constituent single-robot subtasks is represented using a single
TAM. Tasks that cannot be decomposed are called atomic tasks. Atomic tasks
can be directly represented in an experiment using the TAM. We define a task
instance as a specific realization of a given task.
We distinguish subtasks of a complex task on the basis of their interrelationships. A sequential interrelationship requires that the subtasks are executed in a given order. An example is a task in which one robot starts to
pull a stick from the ground, and that pulling motion must be continued by
a second robot (see, e.g., Ijspeert et al., 2001). A concurrent interrelationship
requires that the subtasks are executed at the same time. An example is an
area coverage task in which several robots must occupy pre-defined spatially
distributed positions in the environment (see, e.g., Berman et al., 2009).
Recursive task decomposition used in conjunction with the described types
of task interrelationships yields a powerful yet simple approach to model various complex tasks. We can describe the model visually via UML 2.0 activity
diagrams by using “actions” to model atomic tasks and “activities” to model
complex tasks (Rumbaugh et al., 2004).
To conclude this section, we give an example of how to model a complex
task using activity diagrams. We assume that the task to be decomposed and
abstracted is a disaster response task as it might occur after a nuclear accident.
The specific disaster response task τdisaster is a complex task that consists of
two subtasks with a sequential interrelationship: 1) τopen , the task of opening
the reactor airlock and 2) τrepair , the task of repairing something inside the
reactor. The task τopen requires two robots to act concurrently on the lock.
To this end, each robot executes one of two atomic subtasks, τleft or τright .
After the lock has been opened, the third robot can enter the reactor chamber,
after which the robots of τopen can leave. The third robot can then work on
the task τrepair . The disaster task τdisaster is completed once the reactor has
been repaired by completing τrepair . The task τopen is a complex task that
consists exclusively of atomic tasks. Therefore, it has a depth of 2. As τopen is
the sole complex subtask of τdisaster , the depth of τdisaster is 3. Fig. 5 gives a
visual representation of its task relationship graph described using an activity
diagram.

3.2 Low-level model
The high-level model is convenient to use, but omits some of the details of
the interrelationships between tasks. These details can be, for example: two
sequential tasks must be executed by the same robot; two concurrent tasks
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Fig. 5 Task relationship graph for the example task τdisaster visualized using UML 2.0 activity diagrams. Each of
the atomic tasks (tasks
without subtasks, expressed as UML actions) has to be tackled
by a single robot.

have to start or end at the same moment in time; two sequential tasks feature
a blocking work transfer (i.e., first task cannot complete unless the second has
started, see Pini et al., 2011).
In order to properly model these details, we propose to use limited-capacity
Petri nets (Petri and Reisig, 2008). Petri nets offer, just as UML 2.0 activity
diagrams, a graphical notation for stepwise processes that include sequential
and concurrent execution. Contrary to UML 2.0 activity diagrams, the flow of
execution in a Petri net can be simulated, which allows the researcher to test
the model before using it in a physical experiment.
In the following, we model the example task τdisaster as a Petri net. Fig. 6
shows the reduced version of this Petri net.6 We model each atomic task using
a subnet of the same structure: 5 places and 5 transitions model the internal
state of an atomic task. The edges of the 3 atomic tasks τleft , τright , and τrepair
labeled using Arabic numerals are described in Fig. 6.
The two atomic tasks τleft and τright are subtasks of the complex task τopen
and have a concurrent interrelationship. This interrelationship is modeled such
that work on the tasks can only start when both robots are present, and each
robot can leave only after both robots completed their work (edges labeled
using Latin letters in Fig. 6).
The complex task τopen and the atomic subtask τrepair have a sequential
interrelationship. This interrelationship is such that the robots that completed
τopen must wait for a robot to arrive for τrepair . Furthermore, the arriving robot
has to wait for the others to leave before it can start to work on τrepair (edges
labeled using Greek letters in Fig. 6).

4 Proof-of-concept experiments
In this section we present two proof-of-concept experiments that demonstrate
the use of the TAM. We show how a complex task can be represented using
6 By convention, the places of a Petri net can be omitted in order to visualize better the
structure of the net (Petri and Reisig, 2008). The full version of the Petri net and instructions
for simulating it can be found in the supplementary online material (Brutschy et al., 2013).
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Fig. 6 Low-level Petri net model of the example task τdisaster (reduced version without
places).6 The weight of all transitions is 1 unless indicated otherwise. Please note that, as
the initial marking cannot be visualized in the reduced version, we denote transitions that
can fire at the start of the experiment using a bold border. Edges labeled using Latin letters
model the concurrent interrelationship: a, a0 = robot arrived for τright and τleft , respectively;
b, b0 = τright and τleft task is completed, respectively. Edges labeled using Greek letters model
the sequential interrelationship: α = τleft and τright are both complete; β = robot for τrepair
arrives; γ = robots of τleft and τright leave; δ = robot of τrepair leaves. Please note that these
edges have a weight of 2:1. Dotted/dashed lines indicate task boundaries.

several TAMs and how the researcher can leverage the centralized design of
the TAM controller to conduct an experiment.
The task that the robots have to tackle is the example task τdisaster presented in Sec. 3. We conduct two experiments: in the first experiment, 6 e-puck
robots have to tackle a single instance of τdisaster ; in the second experiment, 20
e-puck robots have to tackle 6 instances of τdisaster . We use more robots that
strictly necessary in order to observe the effect of multiple robots competing
for the same task.
As described in Sec. 3.1, the example task τdisaster has in total three atomic
subtasks (see also Fig. 5). Therefore, we use three TAMs to represent an instance of τdisaster , with each TAM representing one of the three atomic subtasks. The central controller described in Sec. 2 implements the Petri net model
described in Sec. 3.2. Note that in the following we use the term “TAM τx ”
interchangeably with the term “task τx ”. Fig. 7 left illustrates how a single
instance of τdisaster is represented using three TAMs.
We use e-puck robots in the configuration as shown in Fig. 2 right. All
robots use an instance of the same controller: by default, robots perform a
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Fig. 7 Left: We use three TAMs to represent an instance of τdisaster , with each TAM
representing one of the three atomic subtasks τleft , τright , and τrepair (see also Fig. 5).
Dotted lines indicate the complex tasks τopen and τdisaster . The white numbers in the black
circles designate the order of execution. Right: Close-up of the TAMs taken during one of
the experiments. A robot already entered into the TAM that represents task τleft . The TAM
signals the robot to wait by changing the color of its LEDs to pink. The TAM representing
τright signals the approaching robot that its associated task is available by its green LEDs.
The third TAM, representing τrepair , is still idle as its sequential interrelationship with the
complex task τopen requires that τleft and τright are completed before τrepair can become
available.

random walk. If a robot perceives a TAM using its camera, it tries to enter
into it in order to start working on the associated task. The robots follow a
simple greedy-strategy to select tasks, that is, every robot tries to work on any
available task it encounters. Upon completion of the task, the robot leaves the
TAM and starts again to perform a random walk.
Both experiments have been recorded using an overhead camera. Additionally, we recorded all the available data from the TAMs using the central
controller. See the supplementary online material for these recordings and the
detailed data (Brutschy et al., 2013).
4.1 Experiment 1
The first experiment illustrates how the centralized design of the TAM controller can be leveraged to collect detailed data from each TAM. For instance,
we record which robot executed which atomic task and how long a robot had
to wait for others to arrive before it could start working due to the task’s
interrelationships with other tasks.
4.1.1 Experimental setup
We use a 4 m2 square arena. The three TAMs are configured as shown in
Fig. 7 left and placed in the center of the arena. Fig. 8 shows a snapshot that
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Fig. 8 Snapshot of run 2 of experiment 1, taken with an overhead camera in the same
situation as shown in Fig. 7 right. The arena is a 4 m2 square. A single instance of the task
τdisaster , represented using three TAMs, is placed in the center of the arena. We use 6 e-puck
robots.

illustrates the arena and the position of the TAMs. At the beginning of the
experiment, 6 e-puck robots are randomly positioned in the arena. The experiment terminates as soon as task τdisaster has been completed once. Therefore,
the duration of the experiment varies for each run.
4.1.2 Results
We performed three experimental runs. For each run, we recorded the following
data: ax denotes the time from the moment the TAM τx signals the availability
of a task to the moment a robot is inside the TAM τx ; dx denotes the time
the robot has to work on task τx ; wx and wx0 denote the time a robot has
to wait before and after working, respectively.7 We set dτleft and dτright to 10
seconds and dτrepair to 20 seconds. The waiting times wx and wx0 are caused by
the interrelationships between TAMs. More specifically, wτleft and wτright are
waiting times due to the concurrent interrelationship between τleft and τright .
For example, wτleft is the time the robot in τleft has to wait for a robot to arrive
in τright . Consequently, either wτleft = 0 or wτright = 0. The waiting times wτ0 left ,
wτ0 right , aτrepair and wτrepair are due to the sequential interrelationship between
τopen and τrepair . More specifically, the robots working on τopen have to wait
for the arrival of a robot for τrepair . Therefore, the waiting times wτ0 left , wτ0 right
and aτrepair are all equal. wτrepair is due to the fact that the robot has to wait for
the robots of τopen to leave before it can start working. wτ0 repair is always zero
as the robot can leave immediately after the completion of τrepair . tx denotes
7 Note that in this experiment, d is constant and has been defined a priori by the rex
searcher. It could be just as easily a random number or follow a pre-defined sequence of
values.
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Table 1 Detailed results of experiment 1: ax , time from the moment the TAM τx signals
the availability of a task to the moment a robot is inside the TAM; wx and wx0 , time a robot
has to wait before and after working on τx ; dx , time the robot has to work on task τx ; tx ,
total time required to complete task τx . All times are reported in seconds.

Run

Task

Robot ID

ax

wx

dx

wx0

tx

1

τleft
τright
τrepair

53
54
49

12
18
12

6
0
5

10
10
20

12
12
—

40
40
37

2

τleft
τright
τrepair

49
33
49

21
27
45

6
0
6

10
10
20

45
45
—

82
82
71

3

τleft
τright
τrepair

33
56
53

30
30
25

0
0
5

10
10
20

25
25
—

65
65
50

the total time required to complete task τx , that is, tx = ax + wx + dx + wx0 .
Additionally, we record the identity of each robot by using the TAMs IR
transceiver for communicating with the robot. Table 1 lists the recorded data
for each of the three experimental runs.
In case of the complex tasks τopen and τdisaster , we measure only the total
duration of the task starting from availability and ending at the completion
of the task. Due to the concurrent interrelationship of its subtasks, the total
duration of τopen equals tτleft = tτright , and can therefore be found directly in
Table 1. Due to the sequential interrelationship of its subtasks, the total duration of the τdisaster equals tτopen + wτrepair + dτrepair . For the three experimental
runs, the value of tτdisaster is 73, 93 and 85 seconds, respectively.

4.2 Experiment 2
The second experiment demonstrates that the TAM can be used with larger
swarms. Again, we use the central controller to record detailed data such as the
number of successful task executions per atomic subtask. In this experiment,
we use 18 TAMs and 20 e-puck robots.
4.2.1 Experimental setup
We use a rectangular arena with dimensions of 2.7 m×2.2 m. Six instances
of τdisaster are placed at random locations in the arena. At the beginning of
the experiment, 20 e-puck robots are randomly positioned in the arena. The
experiment terminates after 5 minutes. Fig. 9 shows a snapshot that illustrates
the setup of the arena and the position of the TAMs.
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Fig. 9 Snapshot of run 2 of experiment 2, taken with an overhead camera. The arena has dimensions of 2.7 m×2.2 m. The
six task instances have been
placed at random locations in
the arena. We use a swarm of
20 e-puck robots. The black-andwhite tags on top of the robots
are used for tracking the robots
using a ceiling-mounted tracking
system (Stranieri et al., 2013).
The recorded data is available in
the supplementary online material (Brutschy et al., 2013).
Table 2 Detailed results of experiment 2: s, total number of successful tasks τdisaster ; f ,
total number of failed tasks τdisaster ; sx , number of successful atomic tasks τx ; fx , number
of failed atomic tasks τx .

Run

s

f

τleft
sx fx

τright
sx fx

τrepair
sx fx

1
2
3

9
12
11

1
0
1

13
15
15

14
15
16

9
12
11

1
0
1

0
0
0

0
0
0

4.2.2 Results
We performed three experimental runs. For each run, we recorded the following data: sx is the number of successful tasks and fx is the number of failed
tasks. The total number of successful and failed tasks τdisaster are given by s
and f , respectively. Task failures are due to robots abandoning a task because
of sensor noise or other technical problems. Table 2 lists the recorded data for
each of the three experimental runs. The discrepancy between the number of
successful tasks sτleft and sτright compared to sτrepair is due to the fact that some
executions of τrepair were prematurely terminated by the end of the experiment. Additionally, we recorded the metrics a, w, and w0 for all atomic tasks.
A non-parametric analysis of these metrics can be found in the supplementary
online material (Brutschy et al., 2013).

5 Tasks and task abstraction in the literature
In this section, we propose two taxonomies that classify the literature according to the complexity of the tasks studied and according to the type of
abstraction used to represent these tasks.
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Please note that we focus on works in which real robots perform stationary
tasks, that is, tasks that can be represented using the TAM. This excludes for
example many spatially organizing behaviors and navigation behaviors.

5.1 A taxonomy based on task complexity
In this taxonomy, we classify the literature according to the complexity of
the studied task. We model the task studied in each work using the highlevel model presented in Sec. 3.1. We then use the depth of the resulting task
relationship graph as a measure of complexity of the task in question. This
classification scheme serves three purposes: First, it allows us to substantiate
the claim we made in Sec. 1: the use of ad-hoc solutions for task abstraction
limits the complexity of the tasks that can be studied. As we will show, the
hierarchical structure of the majority of tasks studied in the swarm robotics
literature is relatively simple: tasks are either atomic or consist of a single
complex task. Second, by modeling each task using the high-level model, we
demonstrate how to use this model to abstract various complex tasks. Third,
having a clear classification allows researchers to identify the class of problem
they are dealing with, and reuse solutions that have proven to be effective.
Tasks of depth 1: Tasks with a task relationship graph of depth 1 are atomic,
that is, they cannot be decomposed into subtasks. An atomic task can be
readily abstracted using a single TAM.
Parker (1998) studied waste cleanup and Matarić et al. (2003) studied
emergency handling: in both cases, tasks appear in the environment and have
to be attended by a single robot.
Brutschy et al. (2012) studied atomic tasks with the additional requirement
that the robots must individually specialize on one type of task, while adhering
to an optimal allocation at the level of the swarm.
Tasks of depth 2: Tasks with a task relationship graph of depth 2 are complex
tasks that consist only of atomic subtasks.
A commonly studied problem that involves atomic tasks is foraging for food
or energy. In this problem, robots must balance energy consumed by the process of foraging with the energy provided by the collected food items (Krieger
and Billeter, 2000; Li et al., 2004; Labella et al., 2006). The sequential dependency lies in the fact that robots first have to collect an item in the environment
and then transport it to a predefined drop-off location. Please note that in this
simple version of the foraging problem, robots do not need to collaborate in
order to complete a single task instance.
Ijspeert et al. (2001) studied a non-transportation task with a sequential
interrelationship. The goal of the robots is to pull sticks from the ground. The
length of the sticks is such that a robot cannot pull it from the ground in a
single motion; instead, a second robot has to continue the pulling motion in
order to complete the task.
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Other commonly studied complex tasks that consist only of atomic subtasks are collective transport tasks (Donald et al., 1997; Kube and Bonabeau,
2000; Groß and Dorigo, 2009). Typically, all robots execute the same action,
that is, the subtasks have a concurrent interrelationship.

Tasks of depth of 3: Tasks with a task relationship graph of depth 3 are complex tasks that consist of complex subtasks that have only atomic subtasks.
The example task given in Sec. 3 is a task of this complexity.
To the best of our knowledge, only one task with a depth of 3 has been
studied: “bucket brigading”. Bucket brigading is a special case of a foraging
task: robots divide a transportation task over a longer distance into multiple
smaller subtasks. Each subtask consists of transporting an object for a limited
distance and subsequently transferring it to a robot working on the next subtask. More specifically, the overall task is a sequence of foraging tasks, which
have a depth of 2 as they consist of a sequence of two atomic tasks.
Many works study complex tasks in the form of bucket brigading, but
few do so using real robots and dynamic partition sizes. Instead, most works
use fixed partition sizes (Fontan and Matarić, 1996; Goldberg and Matarić,
2002). Pini et al. (2013b) studied tasks with a sequential interrelationship
abstracted using TAMs, albeit only in a simulated setup with fixed partition
sizes. Brutschy et al. (2014) studied allocation to such tasks using real robots
with two partitions of fixed size. The work published by Pini et al. (2014) is,
to the best of our knowledge, the only one that studied tasks with sequential
interrelationships and dynamic partition sizes using real robots.

Tasks of depth higher than 3: Tasks with a task relationship graph that has a
depth higher than 3 are rarely studied in the literature, most likely due to the
complexity and cost of the settings needed to study them. In the following, we
outline two works that study a task of such complexity; we refer the reader to
the respective publication for details on each subtask.
Nouyan et al. (2009) studied task allocation in a collective transportation
task. The complexity of the task lies in the fact that robots first establish
a chain of landmarks between source and nest, which is subsequently used
by other robots to navigate while collectively transporting an object from the
source to the nest. The depth of the task relationship graph is 4 (see Fig. 10 left
for the high-level model of this task).
One of the most complex tasks found in the swarm robotics literature has
been presented by the Swarmanoid project (Dorigo et al., 2013): a swarm
collectively explores an environment, identifies an object to retrieve, and uses
self-assembly and collective transport to retrieve it. The depth of the task
relationship graph is 4 (see Fig. 10 right for the high-level model of this task).
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Fig. 10 High-level UML model of two tasks with a depth of 4: Left: Task studied by Nouyan
et al. (2009); Right: Task studied by the Swarmanoid project (Dorigo et al., 2013). Atomic
tasks with dotted lines represent tasks where the number of tasks on the same level is more
than three or can vary. We refer the reader to the respective publication for details on each
subtask.

5.2 A taxonomy based on task abstraction
In this taxonomy, we classify the literature according to the different types of
ad-hoc solutions used to abstract and represent tasks. Furthermore, we outline
how TAMs could be used to represent these tasks.
Passive objects: A common approach for abstracting tasks is the use of passive
objects. We speculate that this is a possible reason for the pervasiveness of the
foraging task in the swarm robotics literature. In most cases, works are limited
to atomic tasks (e.g., Parker, 1998; Krieger and Billeter, 2000; Labella et al.,
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2006) or complex tasks of depth 2 (e.g., Fontan and Matarić, 1996; Goldberg
and Matarić, 2002; Pini et al., 2013a).
Active objects: A less common approach for task abstraction is the use of
custom-built, active devices. For example, Matarić et al. (2003) used active
devices to represent alarms that have to be attended by the robots. Similarly,
Tuci et al. (2006) used an active device to study a collaborative transport task.
Robots: Another common approach to task abstraction is to use robots for
representing tasks in an experiment (e.g., Nouyan et al., 2009; Brutschy et al.,
2014; Baldassarre et al., 2007). Advantages of this choice are that robots are
readily available and can be actively controlled. Depending on the robot employed, this choice has several drawbacks: 1) many simple robots such as the
e-puck have only single-color LEDs and thus cannot represent tasks of different
types; 2) robots often lack scalable wireless communication capabilities8 and
therefore can be used neither to represent tasks with complex interrelationships
nor to collect reliable statistics in a large experiment; 3) in swarm robotics experiments, robots are typically a scarce resource: swarm are required to be as
large as possible in order to observe the desired group dynamics.

6 Conclusions
In this paper, we proposed a new approach to abstract complex tasks in swarm
robotics research. This approach is based on a physical device, called the TAM,
whose purpose is to represent stationary single-robot tasks to be performed
by the e-puck robot. The wireless communication capabilities of the TAM
enable researchers to coordinate the behavior of multiple devices in order to
implement complex interrelationships between tasks.
Additionally, we presented a new approach for modeling complex tasks as
a collection of single-robot subtasks. The proposed approach enables uniform
physical representation of these tasks in an experiment, regardless of the interrelationships among them. As a result, all tasks that can be modeled with
the proposed method can be represented by the TAM in an experiment.
The TAM, used together with the proposed modeling approach, enables
research on cooperative behaviors for complex tasks. Furthermore, experiments
can be conducted using simple, cost-effective robots such as the e-puck. These
experiments would otherwise require costly solutions such as specialized robots
or ad-hoc task abstraction.
For demonstration purposes, we discussed an example task throughout the
paper, first by modeling it at a high level, then at a low level, and finally
by presenting two proof-of-concept experiments involving e-puck robots and
8 Even though the great majority of robots possess some form of wireless communication
capabilities, such as Bluetooth or wireless Ethernet, they are not suitable for task abstraction
due to their limited scalability and range.
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several TAMs. The experiments demonstrate how the TAM can be used to
abstract complex multi-robot tasks in a real-robot experiment.
All the components of the TAM are open-source, which allows other research groups to adapt the TAM to their research or to any mobile robot other
than the e-puck.
We reviewed the swarm robotics literature, classifying works by the complexity of the tasks studied. Our review of the literature shows that task
abstraction is commonly, but implicitly, used in swarm robotics research.
Furthermore, our review shows that few works study tasks with complex
interrelationships—a limitation that, as we speculate, is due to the ad-hoc
fashion in which most works abstract tasks. We are confident that the TAM
will allow the research community to advance swarm robotics beyond tasks of
this limited complexity.
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