
Self-organized task allocation to

sequentially interdependent tasks in swarm

robotics

A. Brutschy, G. Pini, C. Pinciroli, M. Birattari, and
M. Dorigo

IRIDIA – Technical Report Series

Technical Report No.

TR/IRIDIA/2012-008

May 2012



IRIDIA – Technical Report Series
ISSN 1781-3794

Published by:
IRIDIA, Institut de Recherches Interdisciplinaires
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Abstract In this work we present a self-organized method for allocating the in-
dividuals of a robot swarm to tasks that are sequentially interdependent. Tasks
that are sequentially interdependent are common—for example they are created
by subdividing a more complex task into several subtasks. We present a method
in the context of swarm robotics. The method does not rely on global knowledge
or centralized components. Moreover, it does not require the robots to commu-
nicate. The proposed method is based on the delay experienced by the robots
waiting for input from another subtask. We explore the capabilities of the method
in different simulated environments. Additionally, we evaluate the method in a
proof-of-concept experiment using real robots. We show that the method is able
to find a near-optimal allocation in the different environments, can easily be trans-
ferred to a real-world setting, and is adaptive to changes. Finally, we show that the
ideal setting of the parameters of the method does not depend on the properties
of the environment.

Keywords Swarm robotics · foraging · self-organization · task allocation · swarm
intelligence · multi-agent systems

1 Introduction

In this work we present a self-organized method for allocating the individuals of
a robot swarm to tasks that are sequentially interdependent. Tasks that are se-
quentially interdependent are common—in real-world systems, tasks often exhibit
interdependencies. For example, many strategies of division of labour partition
complex tasks into subtasks that are interdependent [4]. Examples of interdepen-
dent subtasks can be found in social insects, which are known to have the ability
of subdividing complex tasks in subtasks in their behavioural repertoire [31]. The
most common interdependency is sequential: subtasks must be completed one af-
ter the other in order to complete the overall task once. An example of this type of

Arne Brutschy · Giovanni Pini · Carlo Pinciroli · Mauro Birattari · Marco Dorigo
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Fig. 1 Example snapshot of the recorded real robot experiment. The overall task of the robots
is to harvest objects from the source (left) and store these objects in the nest (right). This
overall task is partitioned into two subtasks: a harvest and a store subtask. In the middle
we can see the area in which robots working on the harvest subtask can transfer objects to
robots working on the store subtask. The problem of sequential task allocation as introduced
in Section 3 is defined as the problem of finding an allocation of robots to such a sequence of
subtasks. Objects are marked by a white circle on top.

partitioning can be found in the leaf-cutter ant Atta sextens, which partitions the
task of harvesting leaves into cutting the leaves from the tree, and transporting the
leaves fallen on the ground to the nest [16]. After partitioning a task into multiple,
interdependent subtasks, the swarm faces a task allocation problem: how should
the individuals of the swarm allocate to the different subtasks so as to maximize
a given measure? Social insects employ self-organized strategies in order to tackle
such task allocation problems [see 31, for further examples].

Despite the common occurrence of interdependent tasks, task allocation strate-
gies employed in artificial systems rarely consider tasks that exhibit an interde-
pendency, much less a sequential interdependency. More specifically, most of the
task allocation algorithms proposed in the swarm robotics literature assume inde-
pendent tasks, and do not take group dynamics between subtasks into considera-
tion [cf. 10]. A reason might be that strategies that autonomously partition tasks
into smaller subtasks have not yet been extensively studied; a notable exception
being the work presented by Pini et al. [30].

In this article, we present a method to allocate the robots of a robot swarm to
tasks that are sequentially interdependent. The method is proposed in the context
of swarm robotics, and therefore relies only on local interactions and perceptions
of each robot. Additionally, the method does not utilise communication. In con-
trast to most traditional task allocation strategies [11], the proposed method does
not employ complex coordination schemes to decide which allocation is the best.
Instead, the global allocation results from the local decisions made by each robot
of the swarm. We speculate that such self-organized task allocation has certain
advantages over traditional methods, most notably in terms of robustness and
scalability. Self-organized methods additionally have the characteristic of finding
approximate solutions to problems. This makes it possible to apply them to prob-
lems that might be infeasible to tackle with a traditional, optimal method, e.g., in
case of highly dynamic environments or of problems that are NP-hard [10].

The task we chose as a testbed for this work is a foraging task that is partitioned
into two subtasks: a harvest and a store subtask. Each robot has to decide on
which of the two subtasks it is going to work, depending on its perception of the
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environment and on the group’s performance. Figure 1 gives an example snapshot
of the real robot experiment presented later in this article. On the left side of
Figure 1, we can see the source from which objects can be harvested. Additionally,
we can see a robot that is currently retrieving an object. On the right side of
Figure 1, we can see the nest where robots can store objects harvested from the
source. Additionally, we can see a robot that is carrying an object into the nest. In
the middle of Figure 1 we can see the area in which robots working at the source
can transfer objects to robots working at the nest. Additionally, we can see a robot
that is waiting to transfer an object, while another robot approaches to complete
the transfer.

The proposed method is based on the delay experienced by the robots when
waiting for input from another subtask. The basic idea is that the optimal perfor-
mance can be reached when all subtasks perform equally well (while at the same
time maximising the use of available resources, i.e., robots). The method allows
the robots of a swarm to allocate themselves in a near-optimal fashion to two
sequentially interdependent subtasks. We examine the method and its behaviour
in extensive simulation experiments. Additionally, we evaluate the method in a
proof-of-concept experiment using real robots.

The article is structured as follows. In Section 2, we review related work and
existing studies in the domain of task allocation. In Section 3, we describe the
problem of task allocation with sequentially interdependent tasks and propose an
adaptive method for tackling this problem in a self-organized way. In Section 4 we
present the experimental framework we use to evaluate the method: the chosen
foraging task, the robots used and their controller. In Sections 5 and 6 we report
the results of the simulation and real robot experiments, respectively. In Section 7
we conclude the article and discuss some possible future research directions.

2 Related Work

Task allocation is a topic that is inherently included in many works concerning
robotics and artificial intelligence. Thus, it is not surprising that the definitions of
what task allocation actually is are as diverse as the research directions present
in the literature. For the purpose of the work we present here, which is set in the
context of swarm intelligence, we will make the following distinction: works using
orchestrated task allocation and works using self-organized task allocation. In the
following, we will briefly discuss the difference of these two approaches.

Classical robotics and artificial intelligence traditionally regard task allocation
as an optimization problem, where one or more robots assess the problem at hand,
derive an elaborate, preferably optimal plan for allocating robots to tasks and
then execute this plan [17, 19]. Common examples are auction-based negotiation
schemes, be they centralized or (partly) decentralized [11]. We refer to this type
of task allocation as orchestrated task allocation.1 A thorough discussion of the
work on orchestrated task allocation lies outside of the scope of this article. The
interested reader can find a formal analysis and taxonomy that covers orchestrated
task allocation methods in Gerkey and Matarić [18].

1 Also referred to as intentional approaches to task allocation [22].
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Task allocation approaches proposed in the context of swarm intelligence, on
the contrary, usually do not rely on hierarchies, pre-assigned roles, or even explicit
communication. Instead, allocations at the swarm-level result from local, stochastic
decisions of the robots. We refer to this kind of approaches as self-organized task
allocation. The amount of studies in self-organized task allocation is considerably
lower, partly because the topic is often intertwined with other problems and hard
to separate from the tasks at hand. Additionally, to the best of our knowledge,
most studies tackle simple problems without task interdependencies [10].

A commonly studied task is foraging, e.g., for food or building material. The
foraging task allows to quantify the efficiency of the group by comparing the
quantity of objects or food items retrieved with the costs of the retrieval. Most
studies in self-organized task allocation employ threshold-based approaches, tak-
ing inspiration from models initially proposed to describe the behaviour of insect
societies [6]. While simple methods use fixed thresholds for triggering different be-
haviours, most works employ thresholds that are adapted over time. Examples of
strategies using adaptive thresholds for foraging can be found in Krieger and Bil-
leter [23], Labella et al. [24], Campo and Dorigo [8], and Liu et al. [25]. A common
formalization of this concept are reinforced response thresholds, which have been
proposed by Theraulaz et al. [33]. Strategies of this type have also been proposed
by Ferreira et al. [15] and Ikemoto et al. [21]. Ferreira et al. [15] compare a rein-
forced response thresholds method to a token-based algorithm on the example of
a RoboCup rescue scenario, while Ikemoto et al. [21] use such a strategy to model
division of labour in a foraging task.

Kalra and Martinoli [22] compare an orchestrated, auction-based approach
to a self-organized, threshold-based one. Their results indicate that the auction-
based approach is more efficient than the threshold-based one when information
about tasks and local state is accurate. On the other hand, when this information
is not accurate, the threshold-based approach performs as well as the auction-
based approach at a fraction of the expense in communication. Agassounon and
Martinoli [1] study the allocation of robots to tasks that require close cooperation.
In their “stick-pulling” experiment, two robots are required to cooperate closely
in order to complete a task. The method proposed in their work is also based on
thresholds, which are continuously adapted to the robots’ perception of their own
performance.

Dahl et al. [10] published a work that focuses on the group dynamics of task
allocation. In their work, they propose a strategy named vacancy chain scheduling,
which is inspired by resource distribution processes commonly found in real-world
systems. It models group dynamics of a swarm both at the microscopic and the
macroscopic level. The authors argue that this span allows their strategy to reason
about global performance as well as to make decisions at the individual level.
A work that employs a purely macroscopic model to form coalitions has been
presented by Berman et al. [5]. In their work, robots of an homogeneous swarm
are allocated to multiple tasks. However, the proposed strategy is not strictly
decentralized, as they employ a central controller to broadcast information about
task transitions.

Tasks with sequential interdependencies have also been studied in the litera-
ture, but rarely in the domain of robotics. Scheidler et al. [32] study a two-task
partitioning problem in an organic computing setup, conceptually very similar to



Self-organized task allocation to sequentially interdependent tasks 5

the problem presented in this article. They also use a threshold-based method to
decide on the allocation of reconfigurable computing units.

Pini et al. [29] present a work focused on the impact of interference on group
performance and allocation in a setting similar to the one studied in this article.
In a closely related work, they study the problem of collectively deciding in which
cases it is advantageous to partition a task in sequentially dependent subtasks [30].

3 Problem Statement and Proposed Method

In Section 3.1, we describe the problem of self-organized allocation of robots to
tasks that are sequentially interdependent. Common tasks of this type are, for
example, subtasks that result when a given task is partitioned into a sequence of
smaller, more manageable subtasks [31]. In Section 3.2, we present the proposed
method for a collaborative behaviour that tackles this problem in a self-organized
and decentralized way. We will restrict the following description of the problem to
the case of a task partitioned in two subtasks, which we believe easily adaptable
to a general case with more subtasks.

3.1 Problem statement

A global task T that consists of two subtasks τ1 and τ2 is given. We call these sub-
tasks sequentially interdependent if subtask τ1 must be completed before subtask
τ2, in order to consider the whole task T as completed. We refer to a global task
T , that consists of two sequentially interdependent subtasks, as task sequence. We
define a subtask τ1 to be the predecessor of τ2 if τ1 must be executed before τ2
in the sequence T . Analogously, τ2 is the successor of τ1. The two subtasks must
be executed in order, a relation that we represent with τ1 � τ2. We refer to these
two subtasks as being adjacent. Two adjacent subtasks share a task interface, at
which robots exchange, for example, materials. The sequence T = τ1 � τ2 forms
the overall task of the swarm. We refer to the robots working on a subtask τi as
subgroup gi, with |g1|+ |g2| = N1 +N2 = N being the numbers of the robots per
subtask and in the swarm, respectively (i.e., all robots are working on one of the
two subtasks).

The problem of sequential task allocation is defined as the problem of finding the
number of robotsNi, allocated to each subtask τi of a sequence T , that maximises a
given performance measure of the system. Evidently, the performance of the whole
swarm working on the task sequence T is a function of the performance of each
subgroup working on the subtasks of the sequence. Thus, the best performance can
be attained by an allocation of robots to subtasks that optimizes the performance
of the whole sequence. The optimal number of robots per subtask depends on the
properties of the respective subtask. Therefore, any allocation of robots to the
whole sequence of subtasks depends, in turn, on the properties of all the subtasks.
For real-world, dynamic environments the optimal allocation of robots to such a
sequence T might change in time.

As an example, let us consider a swarm foraging for food items. A foraging
swarm typically searches for food items and harvests these items. Subsequently,
the swarm transports the food items to the nest, where they are stored. As we can
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Fig. 2 Ways of addressing a task explained on the example of a swarm of four robots working
on a foraging task: (top) not partitioning the task, but tackling it in its monolithic form;
(middle) partitioning the task into two subtasks, with direct transfer at the task interface
by handing over material directly between robots; (bottom) partitioning the task into two
subtasks, with indirect transfer at the task interface by using a cache site.

see, the task of foraging is a sequence of two subtasks, harvesting and storing, that
exhibit a sequential dependency: the storing subtask depends on its predecessor
subtask, harvesting. Figure 2 shows a foraging task consisting of two subtasks.
Depending on the environment and on the capabilities of the robots, the task
sequence can either be tackled it in its monolithic form, or partitioned into the
two subtasks of harvesting and storing. The two subtasks join at the task interface,
where food items can be transferred either directly (by handover) or indirectly (by
using a cache).

3.2 Proposed method

The goal of the method is to maximise the performance of the swarm in terms of
number of objects retrieved per time unit. As stated above, the performance of the
swarm working on the whole sequence of subtasks depends on the performance of
each of its subgroups. In practice, the overall performance in a system consisting of
sequentially dependent subtasks is limited by the subgroup performing worst. The
optimal performance can be reached when all subgroups perform equally well.2. A
good allocation mechanism must therefore assign the robots of the swarm in such
a way that all the subgroups reach the same performance. As the optimal number
of robots per subgroup depends on the environment and the properties of each
subtask, this number may vary over subtasks and, in dynamic environments, over
time.

In the method we propose, the robots of the group have no global knowledge
of either task or environment and thus can leverage only local information. Addi-
tionally, in the proposed method the robots do not rely on communication. The
proposed method does not rely on a central controller and each robot has to decide
when to switch between subtasks using only the limited information available. As
a result, the global allocation results from the behaviour of each robot.

2 This condition is necessary but not sufficient. Additionally, all available resources (i.e.,
robots) must be used in order to maximise the performance.
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The goal of each robot is to balance performance of their current subgroup with
the subgroup working on the adjacent subtask. A robot working in subgroup g1
should switch to the adjacent subgroup g2 if g2 is performing worse than g1. Hence,
robots have to assess the performance of their own subgroup and the adjacent
subgroup, and switch subgroup if the performance of their current subgroup is
superior. The rationale behind this is that the performance between two subgroups
can be balanced by transferring part of the workforce from the superior group to
the inferior one. Globally, this behaviour equalizes the performance of all subgroups
working on all the subtasks of the task sequence.

The presented method relies on assessing the performance of the other subtasks
by the interface delay, d, which is defined as the delay a robot experiences when
waiting at the interface between two subtasks.3 In foraging, the interface delay is
usually the time spent waiting for a partner when object transfer is direct, or to
find objects in a cache site in case object transfer is indirect (see Figure 2 for an
illustration of the different ways of transferring objects at the task interface).

The interface delay gives a robot some information about the performance of
the other subgroup. In the 2-subtask case presented here, the two adjacent subtasks
τ1 and τ2 share a task interface. The robots working on subtask τ1 experience a
delay d1,2 when waiting at the task interface with subtask τ2. If this interface
delay is higher than the respective delay d2,1 experienced by the robots working
on τ2, the subgroup working on τ1 performs better than the subgroup working on
τ2. More specifically, the robots working on τ1 are slowed down because they have
to wait for the robots working on τ2. Consequently, robots should switch from τ1
to τ2, thereby decreasing the performance of τ1 and increasing the performance of
τ2. The optimal performance can be reached when the expected interface delay is
approximately equal for the two subgroups, i.e., E[d1,2] ∼ E[d2,1].

Hence, a robot’s decision to switch from subtask τ1 to subtask τ2 should depend
on the current interface delay d12 of the robot and the robot’s notion of the
above mentioned average interface delays in both subtasks. Coming back to the
example of foraging mentioned earlier, consider the case in which robots transfer
objects between subtasks by direct handover. As the robots use direct transfer,
the interface delay experienced by a robot is the time it takes to find a partner
for object transfer at the task interface. Thus, a high interface delay experienced
by a robot working on the subtask of storing objects in the nest indicates that
the robots working on the other subtask perform worse than itself. Therefore, as
the interface delay for the robot rises, it becomes more likely to switch to the
harvesting subtask in order to equilibrate performance.

We propose a task allocation method in which each robot switches between
subtasks with a switching probability pij , defined by the following sigmoid function:

pij(dij) =
1

1 + eθ(dij)
. (1)

where the function θ is used to relate the current interface delay to average interface
delays experienced in both subtasks:

θ(dij) =
dij · k

r(d̂ij , d̂ji) ·m2
, (2)

3 In biology, the interface delay is commonly referred to as “queueing delay” [cf. 2, 3]. We
do not use the term “queue” as it implies order in the arrival and service of robots, which is
not present in the system at hand.
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Fig. 3 The switching probability p as a function of the current interface delay dij , as defined

by Equation 1. a) Resulting probability p for different ratios of average interface delays d̂ji/d̂ij .
b) Resulting probability p for different sets of parameters m and k.

with r(d̂ij , d̂ji) being a function that filters the average interface delays d̂ij , d̂ji
and m, k being two parameters used for adjusting the switching behaviour of the
robot. The average interface delay is computed as a weighted delay with a fixed
factor: d̂ij = 0.2 · d̂ij + 0.8 · dij . In summary, it becomes more likely for the robot
to switch its subtask with a rising interface delay dij . See Figure 3a for a visual
representation of the influence of a rising interface delay dij on p.

The shift parameter m influences after which delay robots have a non-zero
probability to switch subtask, while the parameter k affects the steepness of the
rise in switching probability. The two parameters therefore control how soon the
robots react to increasing interface delays (depending on the value of m), and
if the increase in switching probability is gradual (low value of k) or immediate
(high value of k). See Figure 3b for a visual representation of the influence of the
different parameters on p.

The function r used in Equation 2 acts as a filter of the average interface delays
experienced by a robot:

r(d̂ij , d̂ji) =
d̂ij ·max(d̂ij , d̂ji)

d̂ji
, (3)

with d̂ij and d̂ji being the respective average interface delays experienced in the

subtasks τi and τj . The filter function amplifies exponentially the case of d̂ij > d̂ji,
which amplifies the difference in performance in case the subgroup gj performs

worse. Additionally, the filter function keeps a lower limit of d̂ij in the case of

d̂ij ≤ d̂ji, which guarantees a minimal switching probability in case the subgroup
gj is performing better than gi (which is required for sampling the other subtask
from time to time). Note that the switching probability p does not depend on the
absolute values of the interface delays but on the relation between them. Hence,
the proposed method is independent of the absolute values and can be used in
different environments without the necessity of further parameter adaptation.

Returning to the example of foraging, consider the case in which the subgroup
working on harvesting objects from the source performs better than the subgroup
working on storing objects at the nest. Thus, the subgroup working on harvest-
ing experiences, on average, a lower interface delay than the other subgroup. The
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robots working in this group, therefore, have a high probability of switching to
the subtask of storing. On the other hand, the subgroup working on storing ex-
periences, on average, a higher interface delay than the other subgroup. The filter
function causes these robots to have a low, but not zero probability of switching
to the other subtask. The more the performance of the two subgroups equalize,
the lower the difference in the respective switching probability becomes, finally
resulting in two equalized groups exhibiting a low number of task switches.

4 Experimental Framework

In the following, we introduce the experimental framework we employ for val-
idating the method presented in Section 3.2. As mentioned before, we use two
types of experiments: simulation-based experiments and real robot experiments.
The simulation-based experiments are less costly in terms of time and additionally
allow us to study group sizes that exceed the number of available robots. The real
robot experiments are a proof of concept that shows that the proposed method
can easily be transferred to a real-world setting. In the following, we describe the
problem instance studied and the experimental setup common to the two types
of experiments. Additionally, we present the robots employed and the simulation
environment used.

4.1 Problem instance

The goal of the experiments is to demonstrate that the proposed method allows
a swarm of robots to autonomously allocate robots to two sequentially dependent
subtasks in a near-optimal fashion. The optimal allocation of robots to two sub-
tasks depends on the ratio of the average duration of the subtasks: a subtask taking
twice as long as the other requires twice as many robots in order to be performed
at the same rate as the other. Thus, for a clean experimental setup, it is necessary
to use a problem instance that allows for a) easy modification of this ratio, and b)
clean representation of the target allocation (i.e., in a single parameter).

As testbed we chose a foraging task in which the robots have to transport
objects from a harvesting area (the source) to a home area (the nest). Both ex-
periments use the same layout for the environment: the source is located on the
left and the nest is located on the right side of a rectangular space (see Figure 4).
Source and nest directions can be determined by the robots by using a light that
marks the nest. Different ground colours mark the various regions of the environ-
ment. The robots use this cue to determine their location in the environment. The
dimensions of the environment define important parameters as subtask runtime
and depend on the type of the actual experiment. Therefore, the exact size used
will be defined in the appropriate section.

The environment is partitioned into two subparts by what we call the exchange
zone. We refer to the two parts as the harvest area, containing the source, and
the store area, containing the nest. By partitioning the environment in two parts
we also partition the overall foraging task into two subtasks: the harvest subtask
and the store subtask (τh and τs, respectively). Robots working on the harvest
subtask harvest objects in the source, transport them to the exchange zone and
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Fig. 4 Schematic representation of the environment used for the experiments. The light grey
areas are, from left to right, source, exchange zone, and nest. The light, used for navigation, is
marked with “L”. The two parts of the environment stage each a subtask of the overall forag-
ing task. The proportions of these subtasks inherently define, by their runtime, the required
optimal allocation. Here, the ratio of the runtimes of the two subtasks is 2:1, thus requiring a
corresponding allocation.

pass them to the robots working on the store subtask. Only direct transfer of
objects is possible, which means that for a successful transfer both the passing
and the receiving robot need to be present in the exchange zone at the same time.
The robots in the store subtask receive objects in the exchange zone and transport
them to the nest, where they store them. The harvest and the store subtasks have
a sequential interdependency as they have to be performed one after the other in
order to perform the overall task sequence once: delivering an object to the nest.
This basic layout corresponds to the second case shown in Figure 2, with the task
interface being represented by direct transfer of objects in the exchange zone.

Robots can decide to switch from one subtask to the other by crossing the
exchange zone. This creates a task allocation problem: the robots must allocate
themselves to one of the two subtasks, and different allocations yield different
performances at the swarm level. Upon switching, robots must pay a task switching
cost cs, which is a time-cost (i.e., a delay imposed on the robots when switching).
The switching cost cs is a parameter of the environment; its abstract representation
allows us to freely modify it. Common examples of task switching cost in real
systems are tool changes, spatially dispersed subtasks, and inherent losses due to
specialization (or the lack thereof) in a subtask.

In order to evaluate the performance of the method, we need to know the
optimal allocation of the swarm for each experimental setting. As mentioned be-
fore, in terms of experimental design, it is advantageous if the target allocation is
represented by a single parameter of the environment. Thus, the task described
above and the environments have been chosen to accommodate for this fact: the
optimal allocation corresponds to the ratio of the (average) duration of the two
subtasks. The average duration of a subtask, in turn, depends on many factors—
in this problem instance, among others, travel time of the robots, time-cost of
harvesting, storing or transferring an object and losses due to interference or nav-
igation errors. Under the assumption that the time-costs and losses listed above
are small enough to be negligible, the ratio of the length of the areas of the respec-
tive subtasks translates directly to the optimal allocation. Thus, by moving the
position of the exchange zone in the environment, we can conveniently modify the
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Fig. 5 The robot used in the experiments, the s-bot, with the main sensors and actuators.
Most notable is the gripper, which allows the robot to connect to other robots.

relative duration of the subtasks, and therefore the optimal target allocation of an
experiment. This assumption has been successfully verified by the first experiment
described in Section 5.3.

The focus of this work is a self-organized method for the sequential task allo-
cation problem. Thus, for the purpose of this work, we assume a task switching
cost sufficiently high to render partitioning advantageous over non-partitioning.
We therefore do not study the problem of how to decide in which cases it is ad-
vantageous to partition and in which cases it is not. A work published separately
is focusing on this problem [30].

4.2 Robot description

The robot used in this work is the s-bot, a robotic platform that has been developed
within the Swarm-bots project4 [see also 26, 12]. Figure 5 depicts the s-bot and
its main sensors and actuators. The robot is of round shape, with a diameter
of 12 cm. It features a gripper, that can be used to connect to other robots and form
assembled structures [13, 9, 20] or to transport objects [27]. The robot is equipped
with 8 infra-red sensors, used to perceive obstacles up to a distance of 15 cm,
and ambient light intensity up to a distance of 5.0 m. Ground sensors positioned
underneath the robot can be used for detecting ground colour and holes. The robot
features a transparent ring with 8 RGB LEDs that can be used to convey visual
information. An omni-directional camera allows the robot to perceive surrounding
objects up to a distance of about 60 cm. The s-bot can move in the environment
by means of a differential drive system that combines tracks and wheels.

4 http://www.swarm-bots.org/
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go to source go to nest
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subtask

object harvested

object passed object stored

object received

Fig. 6 Simplified state diagram of the controller of the robots. White states belong to the
harvest subtask, grey states to the store subtask. A search in exchange zone state is present
for both subtasks. The obstacle avoidance state has been omitted for clarity, as it is reachable
from all states. The dashed arrows represent switches between subtasks.

The simulation framework we employed is ARGoS [28], developed within the
Swarmanoid project [14].5 ARGoS is an open-source simulation framework that
was specifically designed to support the real-time simulation of large swarms of
robots.6 The simulator included in the ARGoS framework is a discrete time,
physics-based simulation framework, that allows the user to choose the desired
level of detail of the simulation. The simulation detail can range from simple sim-
ulations with few details (i.e., bi-dimensional environments governed by kinematic
rules) to highly detailed and complex simulations (i.e., three-dimensional environ-
ments governed by dynamics). For the work presented in this article, we chose to
employ a kinematics model of the robots in a two dimensional space. A uniform
random noise of 10% is added to all sensor readings at each simulation step.

4.2.1 The controller

All the robots share the same finite state machine controller depicted in Figure 6.
The controller consists of two main parts, each corresponding to a possible subtask
a robot can perform, either the harvest or the store subtask. The behaviour of
each robot is a function of the subtask it is working on. Harvesters not carrying
an object move towards the source, where they can find objects. After picking up
an object, harvesters move to the exchange zone and wait for an available storer.
Upon the arrival of a storer, the harvester passes the object to it. Storers carrying
an object move towards the nest, where they can deposit the object. Storers not
carrying an object head to the exchange zone and search for a harvester with an
object. Robots can detect other robots and objects by the colour of their LED
ring using their omnidirectional camera, and the direction of the nest using their
light sensors. While moving, each robot avoids obstacles (walls and other robots).

Switches between subtasks can occur: a harvester carrying an object can decide
to become a storer, and a storer not carrying an object can decide to become a
harvester. Switches can only happen when a robot is inside the exchange zone.
After switching, the robots must wait for a certain time before they can continue
to work on their new subtask. This time delay represents the task switching cost
cs. The robots use the method introduced in Section 3 for determining when to

5 http://www.swarmanoid.org/
6 http://iridia.ulb.ac.be/argos/
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switch, depending on their individual perception of the performance of each of the
subtasks.

4.3 Objects in simulation and real-world

While the logic related to working on and switching between subtasks is the same
in simulation and real-world experiments, there are some substantial differences
between simulation and real-world in the manner objects are represented. In simu-
lation, objects are simulated as an internal attribute of a robot, and not as physical
objects. This allows us to omit the simulation of complex gripping physics. The
real-world experiments, on the other hand, are meant to prove the feasibility of
the method in a realistic setting, and use therefore real objects.

As the s-bots are designed to grip each other, we decided to employ some of the
available robots as objects. We use the “object” s-bots in an active way: objects and
robots exchange information with each other, by means of active LED signalling.
The use of active signalling simplified the implementation of the controller in an
aspect that is not relevant for the task allocation problem. Signalling is used only
between an object and a robot, and never between two robots. While the robot is
fully autonomous in its behaviour, the object signals are activated by a human-
controlled program that triggers the transitions between the different states. A
detailed explanation of the signals employed by the objects can be found in the
supplementary on-line material [7].

5 Simulation Experiments

The goal of the simulation experiments is to prove that the method proposed in
Section 3.2 allows robots to allocate to two subtasks with a sequential interde-
pendency in a near-optimal way. In addition, we are interested in evaluating the
quality of the allocation, the number of switches between subtasks, and the flex-
ibility of the system. In the rest of the section we describe the parameters of the
environment, the metrics used to evaluate the system, and the results obtained in
the experiments.

5.1 Experimental setup

As mentioned in Section 4, all the simulated experiments are carried out in a
rectangular environment. The size of the environment is 4.5 m by 2.0 m. Nest and
source are 0.3 m wide, while the exchange zone is 0.5 m wide. Each of these lo-
cations are marked with a different ground colour: nest and source are grey, the
exchange zone is black, the harvest area is white, and the store area is light grey.
We run the simulated experiments in two environments that differ in the posi-
tion of the exchange zone. The first environment is partitioned by the exchange
zone into two parts of equal length (2.25 m). We refer to this environment as the
symmetric environment. The other environment is partitioned into two parts of
different length (3.0 m for the harvest area and 1.5 m for the store area), which re-
sults in a task runtime ratio of 2:1. We refer to this environment as the asymmetric
environment.
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In all the experiments the group is composed of N = 18 robots, which are
randomly positioned in the nest area at time t = 0. The average interface delays
d̂hs and d̂sh are initialized with a random value uniformly sampled from the in-
terval [0, 10] seconds. The experiments run for tmax = 60 minutes (18 000 time
steps with a time step length of 200 ms). For each of the experiments we run 100
repetitions, each with a different seed for the pseudo random number generator.
Every 5 seconds we register the total amount of objects harvested by the robots,
and the number of storers and harvesters.

5.2 Metrics and statistical methods

In this section we describe the metrics employed to evaluate the properties of the
self-organized task allocation method presented, as well as the statistical methods
employed to evaluate these metrics. Besides evaluating the quality of the allocation
obtained through the adaptive method, we are also interested in the dynamic
properties of the system such as the robots per subtask (i.e., the number of switches
between subtasks).

We measure the group performance P as the number of objects collected by the
swarm at the end of the experiment. The group performance is used to evaluate the
quality of the allocation of robots to subtasks: the higher the group performance,
the better the quality of the allocation. We define PmaxN as the maximum number
of objects that can be harvested by a group of N robots in a partitioned task using
a static (i.e., the robots are not allowed to switch subtask), optimal allocation.
PmaxN indicates the maximum value that can be achieved in a partitioned system,
and is determined empirically in the first experiment (see Section 5.3).

We express the allocation of robots to subtasks in terms of ratio R = Ns/N ,
with Ns being the number of robots working on the store subtask and N being
the total number of robots in the system. To measure the overall quality of the
allocation obtained using the adaptive method, we take as reference the optimal
ratio Ropt of robots, as determined through the first experiment described below
(see Table 1 for the values for both environments). In particular, we use the mean
absolute error of the allocation ratio:

MAE =
1

M

M∑
i=0

|Ri −Ropt | , (4)

with Ri being the ratio value for the data sample i, and M being the amount of
data samples collected during the experiment. As the MAE is an error measure,
smaller values indicate a better allocation.

Another property of interest is how often robots switch between subtasks. As
switches between subtasks might be costly, an optimal method should provide a
stable allocation of robots to subtasks, with few robots switching between them.
To measure this property, we record the number of switches for a given time
window. We denote this metric as Sx, with x being the size of the time window.
The evolution of the number of switches allows us to evaluate the allocation speed
of the swarm: the faster the robots cease to switch, the faster the swarm reaches
a stable allocation.
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Table 1 The optimal allocation ratios, Ropt , and the comparison values for for the perfor-
mance P , as determined empirically for both environments, after simulating 18 robots for 1
hour. Values are given as 1%/25%/50%/75%/99% quantiles of the distribution.

Value symmetric environment asymmetric environment

Ropt 0.43/0.50/0.50/0.56/0.60 0.52/0.62/0.67/0.67/0.72

Pmax18 234.6/383.5/397.0/404.0/415.0 191.7/366.0/386.0/394.5/414.0

As the underlying distributions for the different metrics are not known, we
employ a non-parametric approach. For each metric, we always report the quantiles
of the distribution in the text in the format 25%/50%/75% (the value set in
bold text indicates the median for easy reference). In the plots, the 25%-75%
quantile is represented as a dark grey area with the median as a black line in it.
Where necessary, we additionally report the 1% and 99% quantiles (represented
by 1%/25%/50%/75%/99% in the text, and by a light grey area in the plots).

5.3 Results and discussion

In the following, we present and discuss the results of the various simulation exper-
iments. We first validate the basic assumptions of our system as discussed above.
Then, we study the effect of the task switching cost on the system. Next, we study
the parameters and their influence on the performance of the method. Last, we
study the scalability and adaptability of the proposed method.

Unless explicitly mentioned otherwise, we only present the results for the asym-
metric environment. In case the results for the symmetric environment are not
explicitly mentioned, they are analogous to the results of the asymmetric environ-
ment. They have therefore been included in the supplementary on-line material
only [7].

5.3.1 Basic assumptions

As mentioned in Section 4, we assume that the relative length of two areas of the
arena defines the relative (average) duration of the harvest and store subtasks.
Thus, we assume that the relative position of the exchange zone defines the op-
timal allocation. The first experiment is dedicated to verify this assumption. To
this end, we use different positions of the exchange zone for each of the different
experimental settings, thus changing the relative length of the harvest and store
areas. Should the assumption be correct, this change translates into a different
relative duration of the corresponding subtask, and therefore a different optimal
allocation. The area ratio ranges from a minimum of 0.1 (i.e., the harvest area is
0.5 m long and the store area is 5.0 m long) to a maximum of 0.9 (i.e., the harvest
area is 5.0 m long and the store area is 0.5 m long), by steps of 0.1. We use differ-
ent allocation ratios and group sizes in each of these experimental settings, and
evaluate each resulting configuration (R ∈ [0.0, 1.0] by steps of 0.1, N ∈ [10, 30] by
steps of 1). Note that the allocation ratio R remains fixed during a single experi-
mental setting, that is, the robots cannot switch between subtasks. The result of
the experiment is that the assumption is correct—the ratio of the relative length
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of the two areas matches the optimal allocation. The optimal allocation ratio Ropt

coincides with the ratio of the two areas of the environment. Thus, we know the
optimal ratio in every studied environment. The optimal ratio can be used to qual-
ify the performance of the system by relating it to the maximal performance for
N = 18, Pmax18 . The results of the experiments for the comparison values intro-
duced in Section 5.2 can be found in Table 1. Detailed results and a plot showing
the performance of the different ratios for each group size evaluated can be found
in the supplementary on-line material [7].

5.3.2 Task switching cost

In the second experiment we evaluated the influence of the task switching cost cs
on the performance of the system. To this end, we vary cs from 0 to 25 seconds by
steps of 1 second in two different swarms: 1) in which robots always switch from
subtask to subtask, and 2) in which robots use the proposed method to reach a
stable allocation of robots to subtasks. In the first swarm, robots are primarily
affected by the time they have to wait when switching between subtasks. In the
second swarm, robots are primarily affected by the time cost of object transfer.
This creates a trade-off between switching cost and transfer losses. As shown in
Figure 7, the performance of the switching swarm linearly decreases with increasing
switching cost, while the performance of the swarm using the proposed method
decreases only slightly. This shows that the proposed method is advantageous in
systems with a higher switching cost, and additionally delivers a performance that
is less affected by the properties of the problem at hand. A swarm in which robots
always switch outperforms a swarm using the proposed method only in those cases
in which the switching cost is less than the losses due to object transfer. In the
following experiments, we set the switching cost to cs = 150 s.

A closely related work published separately studies in which cases it is ad-
vantageous to partition a task or not, and proposes a self-organized method for
deciding between the two cases [30]. Note that, according to the work of Scheidler
et al. [32], the optimal allocation of a two-task system is independent of the task
switching cost—in their work, they have proven that the stability of the allocation
is not affected by this cost.

5.3.3 Parameter study

In the following, we study the influence of the parameters m and k on the proposed
method; more specifically, on the function θ defined by Equation 2. We explore the
parameter space as follows: the parameter k (steepness) is taken from the interval
[0,5] by steps of 0.5, and the parameter m (shift) is taken from the interval [0,50]
by steps of 5. Figure 8 shows the results of the experiments for the symmetric
environment (left column) and the asymmetric environment (right column). The
properties of the system are evaluated using the metrics proposed above: a) mean
absolute error MAE , b) number of total task switches Stotal , and c) number of
objects harvested P relative to the optimum Pmax18 . In the plots, a darker square
indicates a better value in terms of the relative metric. The plots show that the
performance is mainly influenced by the shift parameter m, while the steepness
parameter k has almost no impact. As we can see in a), the mean absolute error is
lowest around a value of m ∈ [5, 10]. Similarly, the number of task switches in b) is
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Fig. 7 The effect of the switching cost cs on the performance P of the system in the asym-
metric environment, evaluated using two different swarms: 1) in which robots always switch
from subtask to subtask, and 2) in which robots use the proposed method to reach a stable
allocation of robots to subtasks. Results are given as observation median (black line) and the
25%-75% quantiles (grey area).

high for larger values of m, which is not the case for low values of m. The relative
number of objects in c) behaves slightly differently, with low values of m giving
best results. We can clearly identify a “ridge” with good performance across all
three metrics around a value of m ∈ [5, 10]. Additionally, all these observations
hold true for both environments, indicating that the proposed method works well
independently of the environment. Given the results of these experiments, we
eliminate parameter k by setting it to 1, and selecting a default value for m of
8. All results presented in the following refer to a switching function θ with these
parameter values.

In the following, we focus on the effects of the shift parameter m on the system
in more detail. Figure 9 shows the influence of the parameter on the system in the
asymmetric environment, for parameter values 0, 8, and 50 (Figures 9a, b, and c,
respectively).

The left column of Figure 9 focuses on the allocation ratio of the swarm. The
MAE reflects the quality of the allocation: a low value indicates that the system
finds an allocation that is close to the optimum. This is the case in a) and b) with
a MAE of 0.103/0.109/0.118 and 0.053/0.067/0.078, respectively. On the other
hand, as it can be seen in c), a bad allocation leads to a MAE that is higher by an
order of magnitude (0.179/0.222/0.276). While the MAE alone does reflect the
allocation quality, it does not give a measure of the stability of the allocation.

The middle column of Figure 9 represents the number of task switches S2min

observed in a time-window of 2 min. As it can be seen in a), a very low value
of m leads to strong oscillations in the allocation, as the robots tend to switch
between subtasks often. Accordingly, the system never stabilises. On the opposite,
in c), a very large value of m results in a very slow allocation, which is stable but
far from optimal. As we can see, only the combination of the metrics MAE and
S2min allows one to identify a good allocation as shown in b): the robots allocate
themselves quickly in a ratio close to the optimum Ropt . The allocation exhibits
few switches between subtasks and remains stable.
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Fig. 9 Influence of the shift parameter m = {0, 8, 50} shown in a, b, and c, respectively.
The experiment shown is conducted in the asymmetric environment and evaluated using the
three metrics. Left: allocation ratio R, given as observation median (black line) and the 1%-99%
quantiles (grey area). The horizontal dotted line at Ropt = 0.67 indicates the optimal allocation
for this environment. Middle: number of switches between subtasks for a time-window of 2 min,
S2 min. Right: amount P of objects harvested, relative the the maximal performance Pmax18 ,
again as observation median and the 1%-99% quantiles.

The right column of Figure 9 shows the performance P of the system rel-
ative to the optimum Pmax18 = 397 as determined above. The performance in
Figure 9a is suboptimal as it is affected by the frequent task switches of the
robots (P/Pmax18 = 0.79/0.81/0.82). The slow allocation in Figure 9c results in
a strong loss in performance (P/Pmax18 = 0.60/0.68/0.76), as the system is run-
ning constantly with a non-optimal allocation. In Figure 9b however, the method
reaches a near-optimal allocation fast, resulting in a near-optimal performance
(P/Pmax18 = 0.91/0.95/0.97).

5.3.4 Scalability and adaptivity

In the first experiment of this section we investigate the scalability of a swarm using
the proposed method. To this end, we vary the group size N ∈ [4, 30] by steps of
1. Figure 10 shows the results of this experiment as a) absolute performance P ,
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Fig. 10 Scalability of the system for different group sizes for a swarm using the proposed
method in the asymmetric environment. a) Absolute performance P of the group as the number
of objects harvested. b) Individual performance, P/PmaxN . As it can be seen, the performance
of the group scales near-linearly. The absolute performance drops with increasing group size
(most likely because of interference), while at the same time the spread of the distribution
increases. Results are given as observation median (black line) and the 25%-75% quantiles
(grey area). The vertical grey line at N = 18 marks the group size used in all the other
experiments.

measured as the total number of objects harvested, and b) individual performance
P/(NPmaxN ). As can be seen, the system scales well and nearly linearly. As we
can see in Figure 10a), the global performance increases sub-linearly for N ≥ 20,
most probably due to interference (keep in mind that we do not change the size
of the environment). For an in-depth study regarding the effect of interference in
a similar system refer to Pini et al. [29]. The individual performance as shown in
Figure 10b) confirms this effect. Additionally, we can see that small groups exhibit
a incoherent performance as they have difficulties to attain the optimal allocation
due to their small number.

The last experiment we conducted in simulation concerns the adaptivity of the
system. In this experiment, we change the position of the exchange zone at half
time of the experiment (t = 30 min), thus effectively transforming the symmetric
environment into the asymmetric environment. The results are given in Figure 11.
As can be seen, the system quickly adapts to the change in the environment, and
reaches a stable allocation in the new environment. The relative performance is
with 0.90/0.93/0.95 close to the optimum, proving that the method presented is
adaptive and performs well even in environments that change over time.

6 Real Robot Experiments

In this section, we present the experiment we conducted with real robots. The goal
of this experiment is to validate the method proposed in this work in a real world
setting. The results presented in this section serve as a proof of concept, showing
that the method for task allocation can be directly transferred to real robots. To
gather statistical evidence more experiments are required, but this would have
taken several months of time. Thus, we only executed one experimental run. For
more extensive results that provide statistical evidence, please see Section 5.3.
Due to the low wheel speed of the robots, the experiment requires a high amount
of time. The duration of an experiment exceeds the lifetime of the batteries of
the robots by far. We were therefore forced to divide each experimental run in
segments. At the end of each segment we saved the controllers’ states and the
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Fig. 11 Adaptivity of the system when changing from the symmetric environment to the
asymmetric environment at t = 30 min. Left: allocation ratio R, given as observation median
(black line) and the 1%-99% quantiles (grey area). The horizontal dotted line indicates the
optimal allocation for each environment (at Ropt = 0.5 and 0.67, respectively) . Middle: number
of switches between subtasks for a time-window of 2 min, S2 min. Right: amount P of objects
harvested, relative the the maximal performance Pmax18 , again as observation median and the
1%-99% quantiles.

positions of the robots, in order to use them as starting point for the following
segment.

6.1 Experimental setup

As mentioned in Section 4, the real robot experiment uses s-bots in place of objects.
Given the size of the environment and the number of s-bots available, we employ
8 robots for the experiments, half of which are used as objects. For simplicity, in
the rest of the section, we will refer to these robots simply as objects.

The size of the environment used is 2.95 m by 1.25 m. The source, the nest and
the exchange zone are 0.4 m wide. The exchange zone is positioned in such a way
that the robots have to travel approximately the same distance in each subtask.
The ground colour is white, except in the source, nest and exchange zone, which
have been covered with a reflective material to ease detection. The store side of
the exchange zone is marked with a green stripe that is 0.1 m wide. This helps
the robots to sense in which side of the environment they are upon leaving the
exchange zone. The environment is delimited by black tape 0.05 m wide, which is
used to keep the robots from leaving the environment.

At the beginning of the experiment, 4 s-bots are randomly positioned in the
harvest area and 4 objects are positioned in the source, close to the border of the
environment. At the end of each segment, the experiment is stopped and the state
of each robot is saved. We divided the experiment in 18 segments of 5 minutes each,
for a total run time of 90 minutes. At the beginning of each segment the robots
are placed at the same position they had at the end of the previous segment, and
the internal state of each robot is restored. The robots use the parameter values
determined in the simulation experiments, m = 8 and k = 1. The switching cost
has been set to sc = 0.

The experiment has been recorded by a wide-angle overhead camera. The re-
sulting 18 segments have been joined into a single video that can be accessed in
the supplementary on-line material [7]. Figure 12 shows a snapshot of this video.
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(a) t = 0 seconds (b) t = 41 seconds

(c) t = 211 seconds (d) t = 1012 seconds

(e) t = 2722 seconds (f) t = 5337 seconds

Fig. 12 Snapshot of the recorded real robot experiment. Objects are marked by a white
circle on top. (a) all robots start in the harvest area of the arena (i.e., working on the harvest
subtask); (b) the robots start transporting objects to the exchange zone; (c) three robots
already switched to the store subtask (one is delivering an object into the nest, one is from
the nest back to the exchange zone, and one is already waiting in the exchange zone); (d)
the whole swarm switched to the store subtask; (e) robots start switching back to the harvest
subtask; (f) two robots work on each subtask, the swarm reached a stable allocation.

6.2 Results and discussion

In this section we present the results obtained in the single experimental run
performed with the s-bot robots. Figure 13 shows the result of the experiment by
using the same metrics as used in the simulation experiments. Table 2 compares
the detailed results for each subtask of the real robot experiment with a simulated
experiment in the same environmental settings. Here, the task execution times
are reported in components. First, the round-trip-time r (i.e., the time a robot
needs to travel from exchange zone, to the nest/source and back). Second, the
interface delay d. The total task runtime e consists of the sum of these two time-
components. Figure 14 plots the distribution of r and d of the real robots. Detailed
per-robot results have been recorded during the experiment, which can be found
in the supplementary on-line material [7].

As it can be seen on the left of Figure 13, after an initial time in which switches
between subtasks are frequent, the system stabilizes as the robots allocate in an
optimal way: two robots working as harvesters and two robots working as storers.
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Fig. 13 Allocation of robots to subtasks, expressed as ratio R of storers (left) and number P
of objects harvested (right). The dashed line represents the respective simulation result for a
swarm of N = 4. After initial oscillations, the system quickly converges to a stable allocation.

Table 2 Comparison of the real robot experiment with a simulated experiment of the same
size of the swarm and the environment. P : total number of objects harvested; Popt4 : optimal
number of objects harvested when using the optimal allocation; ri: round-trip-time of subtask
i (excluding interface delay); dhs: interface delay of subtask τs when waiting for input from
subtask τh; the task execution time e which is the sum of d and r. All values are given as
25%/50%/75% quantiles of the distribution.

Metric Real Robots Simulation

Overall task sequence (T )
P 40 150.2/158.5/167.0

Popt4 N/A 166.5/172.0/177.5

Harvest subtask (τh)
rh 88.7/113.0/180.5 26.6/27.4/29.0

dhs 30.0/83.0/87.0 8.2/11.6/14.8

eh 118.7/196.0/267.5 34.8/39.3/43.8

Store subtask (τs)
rs 50.5/54.0/66.5 27.2/28.0/29.4

dsh 95.0/188.5/311.2 8.0/11.0/14.2

es 145.5/242.5/377.7 35.2/39.0/43.6

This is the optimal expected allocation for the tested environment: as the two parts
of the environment are equally long, and therefore the time required for the two
subtasks is approximately equal as well, the group should split in a half to obtain
the best performance. During the course of the 90 minutes of the experimental
run, the robots harvested 40 objects.

Despite the fact that the method we propose reaches the optimal allocation of
robots, there are significant differences between the experiments in simulation and
the one with real robots. Most notably, the scale of time is different, and as can be
seen in Figure 13, there are stronger oscillations of the allocation in the beginning
of the experiment.

The difference in time scale can be explained with the fact that the robots
need to actually connect to physical objects, which takes more time and re-
quires a lower wheel-speed than in the simulation experiments. Comparing to
the simulation experiments, in which the robots harvested a maximum of Pmax4 =
150.2/158.5/167.0 objects in 60 minutes, there seems to be a ratio of ∼1:6 be-
tween the group performance P of the two experiments. Looking at the sum of
the subtask runtimes and interface delays as reported in Table 2, we can observe a
similar ratio (∼ 5.0 and ∼ 6.2 for the harvest and the store subtask, respectively).
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Fig. 14 Distributions of the subtask round-trip-time r and the interface delays d as reported
for the real robots in Table 2. Distributions are shown for a time-window of 10 minutes each.
(a) round-trip-time rh of the harvest subtask; (b) round-trip-time rs of the store subtask; (c)
interface delay dhs of the harvest subtask; (d) interface delay dsh of the store subtask.

The reason of the comparably strong oscillations in the beginning of the real
robot experiment (see Figure 13, left) is twofold.

First, there exists a higher variance in the subtask execution times e. For the
harvest subtask, this can be seen in its round-trip-time r1 (see Figure 14a, which
is a result of the necessity of the robots to turn the objects after dragging it into
the exchange zone [cf. video in the supplementary on-line material, 7]. For the
store subtask, the variance lies in the interface delay d21 (see Figure 14d), which
is a consequence of high variance of the robots working on the harvest subtask.
An additional reason for the variability of task runtimes might be the strong
competition among robots when accessing a shared resource as the exchange zone
(i.e., the effect of interference). As the robots exhibit less interference when using
a stable allocation [29], we speculate that this variability during the initial phase
of the experiment has a strong impact on the time it takes the swarm to converge
to a stable allocation (see for example Figure 14a.

Second, the physical handover changed the average task runtimes accordingly,
as can be seen from the total task runtimes e reported in Table 2. The resulting
ratio from these experiments would be Ropt = e1/(e1 + e2) =∼ 0.55. As this ratio
is not attainable with a swarm of 4 robots this explains why the robots exhibit a
tendency to switch more often to the store subtask (see Figure 13, left).

As a result, we have to conclude that the assumption made about the relation of
the length of the two areas does not translate directly from simulation to reality.
Nevertheless, the method presented provides a robust strategy for reaching an
allocation that is the near-optimal allocation with regard of the size of the swarm,
even in settings as diverse as this one.

7 Conclusions and Future Work

The self-organized method proposed in this work allows a swarm of robots to al-
locate themselves to tasks that are sequentially interdependent. Such tasks might
stem from the partition of a given task in multiple smaller subtasks, and are com-
monly found in natural and artificial systems. The proposed method is designed
to allocate the robots of a swarm to sequentially interdependent subtasks. We
evaluated the method in simulation and with a swarm of s-bot robots.
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From the results we can conclude that robots that use the proposed method
are able to allocate themselves in a near-optimal way, and that this ability does
not depend on the parameters of the environment such as the runtime of the
subtasks. More precisely, each robot’s decision to switch between subtasks does
not depend on an absolute measure of the environment, but only on the relation of
task properties. Thus, the method is independent of the environmental properties
as task runtime and can therefore be transferred between environments without
the need of parameter changes. We have also shown that the method is adaptive
and can re-allocate the robots of the swarm whenever the environment changes.
Moreover, the method does not rely on communication. Therefore, the method
does not require communication capabilities and can be used in conjunction with
the most basic robotic swarms.

Although we limited the study presented to a two-task problem instance, we
believe that the method can directly be transferred to problems with more than
two subtasks. We plan to conduct further experiments for such problems, using a
new generation of robots. Additionally, the current work has only been tested on a
foraging task, where the task interface can be represented by a physical area. We
aim at testing the method on other problems where the task interface might be
abstracted or indirect. Another direction for future work will be to quantify the
effect of the variance in subtask execution time during the real robot experiment
on the allocation method. A viable way to accomplish this might be modelling the
problem via, for example, a macroscopic model and analyse the influence of the
variance on the time of convergence of the system.
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