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Abstract
Effective Stochastic Local Search (SLS) algorithms can be seen as being composed of several algorithmic components, each of which plays some specific role with respect to overall performance. In this
article, we explore the application of experimental design techniques to analyze the effect of different
choices for these algorithmic components on SLS algorithms applied to Multiobjective Combinatorial
Optimization Problems that are solved in terms of Pareto optimality. This analysis is done using the
example application of SLS algorithms to the biobjective Quadratic Assignment Problem and we show
also that the same choices for algorithmic components can lead to different behavior in dependence of
various instance features, such as the structure of input data and the correlation between objectives.

1 Introduction
Stochastic Local Search (SLS) algorithms [13] for Multiobjective Combinatorial Optimization Problems
(mCOPs) typically involve the selection and parameterization of many algorithm components whose role
with respect to their overall performance and relation to certain instance features is often not clear. This
problem is even further increased than solved by the recent trend of tackling mCOPs with hybrid methods [6].
In this article, we take a modular perspective on the design and analysis of SLS algorithms for mCOPs
that are solved in terms of Pareto optimality. The SLS algorithm is seen here as a combination of SLS
components that can be coupled together and result in different behaviors when tackling mCOPs. The
effect of these components on the overall performance of the SLS algorithm can then be analysed by means
of experimental design techniques. Hence, each component is considered a factor, i.e., it is an abstract
characteristic of SLS algorithms that can affect random variables such as solution quality and computation
time; each factor has associated levels which are possible instantiations of the SLS component. Since we
are dealing with stochastic algorithms, we also use an empirical methodology for evaluating the solution
quality reached by the algorithms. In particular, we exploit the better relation [12] and attainment function
[10]; the latter allows us to test hypotheses on the performance of two or more SLS algorithms from
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Algorithm 1 Algorithm framework
for all weight vectors ~λ do
s = Choose solution
s0 = SLS(s, ~λ)
Add s0 to Archive
Filter Archive
return Archive

a statistical point of view. Finally, exploratory data analysis is used to illustrate the effects of the SLS
components and their parameter settings in the objective space to derive more fine-grained conclusions.
The analysis carried out in this article allows us to show that different choices for these components
can affect the SLS algorithm in several different ways, and that even the same choices can lead to different
behaviors in dependence of certain instance features. We illustrate these results using SLS algorithms for
the biobjective Quadratic Assignment Problem (bQAP), which is defined as follows: given n facilities and
n locations, one n×n matrix A where aij is the distance between locations i and j, and two n×n matrices
B1 and B2 where b1rs is the first flow and b2rs is the second flow between facilities r and s, the objective
function in the bQAP can be stated as:
 Pn Pn
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where Φ is the set of all permutations of {1, 2, . . . , n}, φi gives the location assigned to facility i in the
solution φ ∈ Φ, and “min” refers to the notion of Pareto optimality. For our analysis, we considered
straightforward extensions of simple SLS algorithms for the single-objective QAP to tackle the bQAP by
solving several scalarizations of the objective function vector for instances of different size, structure of the
input data, and correlations between the flow matrices.

2 SLS Algorithms and SLS Components
In this article, we focus our analysis on SLS algorithms that solve several scalarizations of the objective
function vector. It is known that this approach of tackling mCOPs has as a shortcoming that its efficacy can
depend strongly on the ratio between the number of non-supported solutions, i.e., Pareto optimal solutions
that do not lie in the convex-hull of the optimal set, and the total number of Pareto optimal solutions;
these non-supported solutions are not optimal for any scalarization of the objective function, and a large
such ratio could affect negatively the performance of these SLS algorithms. Despite this, the usage of
scalarizations has been shown to be a very successful strategy to mCOPs [3][7][12][15][21][22][29]. In
a biobjective problem such as the bQAP, an objective function vector is scalarized according to a weight
vector ~λ = (λ1 , λ2 ) with non-negative components. The type of scalarization chosen is based on the wellknown weighted sum formulation given by f (s) = λ1 f1 (s)+λ2 f2 (s). A strong advantage of this approach
is that the same SLS algorithm for solving a single-objective problem can be used for the multiobjective
version; the extension to handle mCOPs mainly lies on a strategy for the change of the weight vectors at
run-time in order to return a well spread set of solutions in the objective space.
Algorithm 1 presents a scheme of the algorithmic framework that was chosen, where SLS corresponds
to the SLS algorithm chosen for tackling each scalarization and Archive is a data structure that maintains
the solutions that are being found during the run; Filter is a procedure that removes dominated solutions
from the Archive. Note that we assume that the set of weight vectors is given a priori and that we leave
open how the initial solution for the underlying SLS algorithm is chosen.
The choice for the underlying SLS algorithm is obviously crucial for tackling an mCOP. One of the
best known SLS algorithms for the QAP is the Robust Tabu Search (RoTS) proposed by Taillard [26],
which is a rather standard Tabu Search algorithm based on the 2-swap neighborhood. RoTS starts from
a random solution and at each iteration the best non-tabu neighboring solution is chosen (even if it is
2

Algorithm 2 Restart search strategy
for all weight vectors ~λ do
s is a randomly generated solution
s0 = SLS(s, ~λ)
Add s0 to Archive
Filter Archive
return Archive

worse than the current one). A neighboring solution that assigns facilities i and j to locations r and s,
respectively, is tabu if in the last tl iterations this same assignment occurred. tl is a parameter of the
algorithm and is called tabu list length or tabu tenure. The tabu status of an assignment can be overridden
by the aspiration criterion, that is, if the tabu neighboring solution is the best solution found so far. Taillard
considered a further rule: if a facility i has not been assigned to a location r during the last u iterations,
any neighboring solution that does not consider that assignment is forbidden. Here, we used the same
parameters as provided by Taillard [26, 27]: the tabu list length is chosen randomly every 2.2 · n iterations
from the interval [0.9 · n, 1.1 · n], while u = 3 · n2 . Our implementation also applies the fast evaluation of
neighboring solutions described by Taillard [26].
The simplicity of this framework allows us to easily identify and parameterize different SLS components. For our particular case, we consider the following four:
Dispersion Policy A usual requirement on the set of solutions returned by SLS algorithms for mCOPs
is that they are spread in the objective space. For this reason, SLS algorithms that deal with scalarizations
of the objective function use maximally
dispersed weight vectors [24], which is also done here as follows:

given Q objectives and z+Q−1
distinct
weight vectors, each ~λ = (λ1 , . . . , λQ ) is normalized such that
Q−1
PQ
i
q=1 λq = 1 and its components has values in { z , i = 0, . . . , z}; in the biobjective case, z corresponds
directly to the number of scalarizations to be performed. The main parameter for the dispersion policy
considered here is the number of scalarizations. In principle, it can be expected that for an increased
number of scalarizations also an increased number of solutions is returned. However, the growth rate of
the number of solutions with the number of scalarizations is not clear in advance and it could depend on
the number of non-supported solutions.
Search Strategy We consider two search strategies: The first starts the underlying SLS algorithm for
each scalarization from a randomly generated initial solution (Restart strategy). The second strategy,
called 2phase, consists of the following two phases. In the first phase, it obtains a high quality solution
for one objective; in the second phase a sequence of scalarized problems is solved and the starting solution
for each scalarization is the best solution found for the previously tackled scalarization—only in the first
iteration, the starting point is the solution returned in the first phase. The change of the weights in the second
phase is done here as follows [21]: given two objectives, the weight vector in the first and last position in
the sequence of weight vectors that are examined are (1, 0) and (0, 1), respectively; two successive weight
vectors differ by only ±1/z in any two components. This approach for generating the weight vectors can
easily be extended to an arbitrary number of objectives using an algorithm to generate all compositions of
z in Q parts in a Gray Code order [16]. Different strategies for changing the weights, for example, allowing
steps larger than size ±1/z, may result in different search behaviour; however, such a study is beyond the
scope of this article. Algorithms 2 and 3 present the pseudo-code for the Restart and 2phase search
strategies, respectively.
Intensification Mechanism Besides spread, also the quality of the individual solutions is important.
High solution quality for each of the scalarizations can be obtained by, for example, increasing the number
of iterations of the underlying SLS algorithm. This can be seen as an intensification mechanism for the
search process, whereas the dispersion policy introduces diversification. In the case of RoTS, this effect is
controlled by the number of iterations before the RoTS for one scalarization stops. However, if there are
3

Algorithm 3 2phase search strategy
s is a randomly generated solution
s0 = SLS1 (s)
/* First phase */
~
for all weight vectors λ do
s = s0
s0 = SLS2 (s, ~λ)
/* Second phase */
Add s0 to Archive
Filter Archive
return Archive

tight time constraints, a trade-off between the degree of intensification and the number of scalarizations has
to be found.
Component-wise Step Since the number of solutions is bounded by the number of scalarizations, a
further step is to accept non-dominated solutions in the neighborhood of each solution returned by each
scalarization; we call this additional procedure component-wise step. Similar ideas have been proposed
before [1][8][11][21][28].
In this article, we want to analyze the contribution of each of these four SLS components on the overall
performance of an SLS algorithm. This type of experimental analysis is studied under the topic of Experimental Design, which are a set of techniques that allows the planning of experiments with the purpose of
comparing the effects of different factors at different treatment levels on a given number of experimental
units [4]. A factor is any feature of the experimental conditions that might affect the output of an experiment and if all possible treatments are applied, the experiment is called full factorial; in our particular case,
each of the four SLS components presented above is considered as a factor that we want to analyze and we
use a full factorial design.

3 bQAP Instances
One goal of this experimental analysis is to relate instance features of the bQAP to algorithm performance.
Three main features of this problem are explored here that take into account different scenarios: structure
of the input data, correlation between flow matrices, and instance size. We used the two instance generators
proposed by Knowles and Corne [17], which are available at http://dbkweb.ch.umist.ac.uk/
knowles/mQAP/. They allow to generate bQAP instances for different combinations of parameters of
the features above. The choices for the generator parameters are given as follows.
Structure of input data One of the generators gives the possibility of generating unstructured instances,
that is, those where each entry of the distance matrix and the flow matrices is randomly generated according
to a uniform distribution within a given range. A second instance generator allows the generation of
instances with some underlying structure, that is, the distribution of the flows is clearly non-uniform and
a significant part of the flows is zero. The parameter values for the instances analyzed in this work were
defined as for the single-objective unstructured instances in the class Taixxa and structured ones as for
Taixxb [27]. For example, for the structured instances this results in flow matrices with about 2/3 of null
entries with a maximum range of 105 .
Correlation between flow matrices Little is known on how the correlation between objectives could
affect the performance of SLS algorithms, and this is an important issue that is analyzed in these experiments. Therefore, we also considered different degrees of correlation between objectives by generating
different correlations between the flow matrices, an option that is offered by the above mentioned instance
generator. Given a value from a flow matrix and a parameter ρ, it generates the corresponding matrix entry
of the second or further flow matrices by influencing the probability of accepting a value taken from a
random distribution. For the purpose of our analysis, we considered ρ ∈ {−0.75, 0.0, 0.75}.
4

Instance size Another aspect to be investigated in this analysis is to understand how the performance of
SLS algorithms scales with instance size. In the case of the bQAP, the number of locations corresponds
to the instance size and we denote it by n. We generated instances with n ∈ {25, 50, 75} and we refer to
these sizes as small, medium, and large, respectively. A QAP instance with more than 30 locations cannot,
in practice, be solved to optimality by exact algorithms.
All the instances are symmetric, i.e., aij = aji and bkl = blk and only two objectives were considered.
For each combination of the instance parameters above we generated 3 instances, resulting in a total of 54
instances, which are available at http://iridia.ulb.ac.be/˜stuetzle/bQAP.tgz.

4 Performance Assessment Methodology
The performance assessment of algorithms for mCOPs is by far more complex than in the single-objective
case and fundamental critics have been raised against the use of unary quality indicators [30]. We avoid the
known drawbacks by the use of the better relation [12, 30], which provides the most basic assertion of performance, and attainment function [10] which allows us to test hypotheses with respect to the distribution
of the solution quality over multiple runs and to detect large differences of performance in the objective
space.
Better relation We say that a set of points A is better than a set of points B if, and only if, A 6= B
and every point in B is weakly dominated by, at least, a point in A. This relation is the most basic of the
outperformance relations [12] that can be established between outcomes of SLS algorithms for mCOPs.
Thus, as a first step, we count how many times each outcome associated to each level of a component
is better than the ones from another level of the same component. However, we restrict the comparison
of outcomes to those that were produced within the same levels of other components, in order to reduce
variability. This allows us to detect if some level is clearly responsible for a good or bad performance. On
the other hand, if no clear cut answer is obtained from this first analysis, we can conclude that the outcomes
are mostly incomparable. However, we do not know to which degree they really differ and this answer can
only be provided by attainment functions.
Attainment functions Fonseca and Fleming [5] associate the performance of an SLS algorithm for multiobjective problems to the probability of attaining an arbitrary point in the objective space in one single
run. This function is called attainment function [10] and it can be seen as a generalization of the distribution
function of the solution cost [13] to the multiobjective case. From the outcomes obtained in several runs
of an SLS algorithm, we can empirically estimate these probabilities to construct the empirical attainment
function (EAF). Using the EAFs of several algorithms for a certain problem instance, we can statistically
test a hypothesis of equality. Our particular statistical tests are based on the maximum absolute distance
between two EAFs for the two-sample case and the maximum absolute distance between k EAFs, for the
k-sample case [2]. In this latter case, if the hypothesis of equality is rejected, pairwise comparisons between the k EAFs must be performed and the returned p-values must be corrected by Holm’s procedure
[14]. Due to the nature of these tests, permutation tests [9] are required and the permutation procedure has
to be changed according to the experimental design chosen [23, 20].
Location of differences If the previous analysis indicates that the null hypothesis of equality should be
rejected, a visual inspection of the largest differences of performance can be done by plotting the points
in the objective space where the absolute difference of the corresponding EAFs is higher than a certain
value. We assume here that differences below 20% are negligible. Finally, the sign of the differences
tells us which level or configuration presented better performance in which points in the objective space.
Figure 1 illustrates an example. The two plots in the top, (a) and (b), show the EAFs associated to two
algorithms, where the darker the color, the higher is the probability of obtaining these points. At each
plot in the top, the bottom-left dark line corresponds to the attainment surface associated to the solutions
found by the algorithm with the minimum probability, any point below it was never attained. The white
line in the top right corresponds to the the attainment surface associated to the solutions dominated with
5
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(b)
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Figure 1: Attainment functions (top) and location of differences (bottom).
probability one by the same algorithm, the region above this line was always dominated. The two plots
in the bottom, (c) and (d), indicate the location of the positive differences in favor of the two algorithms,
where the darker the color, the higher is the difference. The line in the bottom-left corresponds now to the
attainment surface associated to the solutions found by both algorithms with minimum probability, while
the line in the top-right corresponds to the attainment surface associated to the solutions found by both
algorithms with probability one. Hence, any difference would be within these two lines. We can see that
the algorithm associated to the left plots has a much higher probability of attaining the region towards the
minimization of the second objective, whereas the other algorithm is able to attain a wider region of the
trade-off curve towards the center and towards the minimization of the first objective.
CPU time In our experimental set-up, also the CPU time taken by a configuration was measured as a
response variable; hence, in dependence of the particular parameters of components, the CPU time may
vary significantly and it is also our goal to investigate the dependence of this time from the parameters.
Differently from solution quality, the CPU time taken from several runs is described by a univariate distribution and it can be analyzed by parametric statistics, if the assumptions of independence of error terms,
equal variance and normality are verified [4].

5 Experimental Results
A full factorial design was considered, that is, we ran all possible combinations of parameters of the four
SLS components described in Section 2. The two search strategies we tested were Restart and 2phase;
6

the second phase of 2phase starts from the solution returned by the first phase, whose length was fixed
to 10n2 tabu iterations, for the second objective. The number of scalarizations were defined in dependence of the instance size as {n, 5n, 10n}, respectively. For the intensification mechanism we considered
{50n, 100n} number of tabu iterations of the underlying RoTS algorithm plus the usage of an iterative
improvement algorithm based on the 2-swap neighborhood (II). Finally, we also considered the effect of
using or not the component-wise step. This resulted in a total of 36 configurations that were ran each 5
times for each instance on an Intel(R) Xeon(TM) 2.4 GHz CPU with 2 GB of RAM running under Debian
GNU/Linux.
In the following, we describe results of the analysis with respect to the solution quality associated to
each of the four SLS components under study using the methodology outlined in the previous section. The
results for the better relation were computed as percentage of all pairwise comparisons, averaged over the
three instances of the same type, size and correlation. Each permutation test for the hypothesis test with
respect to the equality of the EAFs consisted of 10, 000 permutations and the significance level was set to
α = 0.05.

5.1 Search Strategy
Better relation We detected only for medium and large unstructured instances with positively correlated
flow matrices some evidence that the 2phase strategy performs better than the Restart strategy. All
the remaining results were inconclusive.
Attainment functions The null hypothesis was always rejected and we can fairly conclude that the
2phase and Restart search strategies produce statistically different outcomes on all instances.
Location of differences Figure 2 shows the location of the differences above 20% on few unstructured
and structured instances. We detected differences higher than 20% associated to both search strategies
which means that the Restart and 2phase strategies are performing better in different regions of the
objective space. Common to all plots in which differences in favor of the 2phase strategy were identified
is the fact that they occur towards the improvement of the objective where the second phase of the 2phase
strategy starts (second objective). The correlation seems to play a strong role on the shape of the approximation to the efficient set in those instances. Moreover, the differences in favor of the Restart strategy
cover a wider region for instances with negatively correlated flow matrices. Finally, we observed large
differences between the search strategies in structured instances; the differences in favor of the Restart
strategy cover a wider region than the differences in favor of the 2phase strategy.

5.2 Number of Scalarizations
Better relation The increase on the number of scalarizations does not correspond to a noticeable better
performance, and exceptions can only be found for unstructured instances with positively correlated flow
matrices.
Attainment functions The null hypothesis is mostly rejected, except when comparing 5n against 10n
scalarizations on large, structured instances, an observation which seems to be independent of the correlation between flow matrices. This result indicates the existence of some limiting behavior above 5n
scalarizations.
Location of differences Figure 3 gives the location of differences above 20% in unstructured and structured instances, respectively. Given are the differences between n and 5n scalarizations in favor of the
latter and between 5n and 10n scalarizations in favor of the latter (differences in favor of n scalarizations,
on the first case, and 10n scalarizations, on the second case, were below 20%). The differences between
n and 10n scalarizations are not shown since they are slightly larger than the two cases above. It can be
seen that the increase of the number of scalarizations corresponds to a slight improvement of the solution
quality.
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Figure 2: Location of differences between the search strategies; examples are given for an unstructured
instance with ρ = −0.75 in favor of Restart (top-left) and 2phase (top-right) and for two structured
instances with ρ = 0.75 in favor of Restart (center-left) and 2phase (center-right) and with ρ = −0.75
in favor of Restart (bottom-left) and 2phase (bottom-right); all instances have n = 50.
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Figure 3: Location of differences between the different number of scalarizations; examples are given for
an unstructured instance with ρ = −0.75 between n and 5n in favor of the latter (top-left) and between
5n and 10n in favor of the latter (top-right); for an structured instance with ρ = 0.0 between n and 5n
in favor of the latter (bottom-left) and another with ρ = −0.75 between n and 5n in favor of the latter
(bottom-right). all instances have n = 50.

5.3 Tabu iterations
Better relation For this SLS component, the analysis of the better relation gives a clearer result and we
could conclude that the RoTS approach (any of 50n and 100n tabu iterations) is preferable to using only
an iterative improvement algorithm (II) for all unstructured instances, while only little differences could be
found between 50n and 100n tabu iterations. This latter observation indicates some limiting performance
after 50n tabu iterations. However, for structured instances no strong conclusion can be taken since almost
every pair of outcomes is incomparable. In addition, size and correlation seems to not interfere with these
observations in both structured and unstructured instances.
Attainment functions Most of the statistical tests indicated a rejection of the null hypothesis on unstructured instances; the few exceptions occur when comparing 50n with 100n tabu iterations. The null
hypothesis was also frequently rejected when comparing the outcomes on structured instances of size 25,
differently from what happened on the larger instances. Different correlations of the flow matrices do not
influence these observations.
Location of differences Figure 4 gives the location of large differences in terms of EAFs for an unstructured and a small structured instance, respectively. They show the differences between II and 50n tabu
iterations in favor of the latter (left plots), and between 50n and 100n iterations in favor of the latter
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differences for the former are found between II and 50n tabu iterations, for the structured instances these
occur between 50n and 100n tabu iterations. In addition, the difference between II and RoTS seems to
be higher for unstructured instances (see ranges of values in the top-left plot of Figure 4).
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Figure 4: Location of differences between II and 50n tabu iterations in favor of the latter (left) and
between 50n and 100n tabu iterations in favor of the latter (right) for an unstructured instance with
n = 50 (top) and a structured instance with n = 25 (bottom), each with ρ = 0.0.

5.4 Component-wise Step
Better relation The comparison between the use or not of the component-wise step with respect to the
better relation was inconclusive, since every pairwise comparison resulted in an incomparable case.
Attainment functions In most of the cases, the null hypothesis was rejected, which is in contrast with
the results obtained by the better relation. The null hypothesis was not rejected only on two unstructured
instances of size 25 and on all unstructured instances of size 50 and 75 with positively correlated flow
matrices.
Location of differences Figure 5 gives the location of the differences above 20% in unstructured (left
plots) and structured (right plots) instances. Only the differences in favor of the use of this step are shown,
since all the differences above 20% were in its favor. The top-left plot of Figure 5 shows their location for
an unstructured instance with size 25 and with positively correlated flow matrices. These differences are
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almost imperceptible and are confined to a very small part of the trade-off. However, as the correlation
of the flow matrices decreases in unstructured instances, the benefit of using this component-wise step
becomes more relevant. The same result applies for structured instances, although the relation between the
correlation of flow matrices and the performance of this component is not so evident as for the unstructured
instances.
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Figure 5: Location of differences for the use of the component-wise step for unstructured (left) and structured (right) instances with n = 25 and ρ = 0.75 (top) and ρ = −0.75 (bottom); all differences are in favor
of the use of component-wise step.

5.5 Summary
The strength of the underlying SLS algorithm, here represented by the number of tabu iterations, has a
strong effect on the overall performance in unstructured instances, that is, the more intense is the search,
the better is the solution quality. On the other hand, this fact seems to be irrelevant on medium size and large
structured instances. The addition of the component-wise step and the increase from n to 5n scalarizations
corresponds, in general, to an increase of solution quality; the only exception occurs in unstructured instances with positively correlated flow matrices, where no significant improvement was found. Finally, the
increase from 5n to 10n scalarizations did not correspond to a clear increase of performance, indicating
some limiting behavior.
The statistical difference observed between search strategies on all the instances indicates that the
Restart and 2phase strategies are far from producing similar outcomes. A noticeable difference is
found on structured instances, which indicates a better performance of the Restart strategy. This behavior is actually very different from the one found for the TSP [19], where 2phase very clearly outperforms
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Table 1: Summary of the results of the experimental analysis.
Unstructured

Structured
• Restart covers wider region than 2phase;

• 2phase is better than Restart on larger instances;

0.75

• addition of component-wise step is not significant;
• high no. of tabu iterations is better but few differences above 5n;
• high no. of scalarizations is better.

• addition of component-wise step is better;
• high no. of tabu iterations is better on small
instances;
• tabu iterations not significant on medium and
large instances;
• high no. of scalarizations is better on small instances;
• no. of scalarizations not significant on medium
and large instances.

• addition of component-wise step is better;
0.0

• high no. of tabu iterations is better but few differences above 5n;

• as above.

• high no. of scalarizations is better.
• Restart covers wider region than 2phase;
• addition of component-wise step is better;
−0.75

• high no. of tabu iterations is better but few differences above 5n;

• as above.

• high no. of scalarizations is better.

Restart). However, the 2phase strategy performed reasonably well for unstructured instances with
positive correlation, although this is mainly due to the longer first phase of this search strategy.
Finally, the instance structure and the correlation between flow matrices have a strong effect on the
performance of the SLS algorithms tested here. The differences observed between search strategies seem
to be strongly associated to the underlying structure of the input data. In addition, different correlations
between flow matrices on unstructured instances are also influential on the choice for the component-wise
step. Interestingly, the instance size has little effect on performance. A summary of the analysis is also
given in Table 1, where we indicate the main findings classified according to correlation and instance class
(structured vs. unstructured).

5.6 Computation time
In our experimental design, we allow for different settings of the levels of several algorithm components
and we treat the computation time as a variable whose value depends on the particular configuration tested.
There is also one more specific reason of leaving the computation time variable: When fixing computation
time, without an exact cost model for the dependence between computation time and parameter settings, it
is very difficult to choose the algorithm components and parameter settings in such a way as to guarantee
termination of the algorithm within the given time limits and to still have a balanced experimental design.
When analyzing the computation time, it is obvious that if some components are fixed except, for
example, the number of tabu search iterations, the computation time clearly changes for different iterations.
While some of these trade-offs are clear, we are more interested in analyzing the interactions between
components or to answer particular questions like whether the component-wise step does give a significant
overhead in computation time if it is used.
To answer these questions, we performed an ANOVA with respect to computation time. In order to meet
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the required assumptions for the ANOVA analysis, we divided the computation times recorded into ones
obtained on structured and unstructured instances; in addition, we defined instance size and the correlation
of the flow matrices as crossed blocks [4].
Two interactions in common to both analysis were detected. These are (i) tabu iterations × scalarizations × size and (ii) tabu iterations × scalarizations × search strategy. The meaning of interaction (i) is
the following: since the instance size affects the size of the neighborhood, this is reflected in the computation time resulting by changes in the number of tabu iterations or the number of scalarizations. Interaction
(ii) means that search strategies behave differently with the change of tabu iterations and the number of
scalarizations. Rather obviously, as also indicated by ANOVA, the number of iterations and scalarizations
have the largest effect on the computation times, whereas, interestingly, the component-wise step has very
little effect.
Two more observations are noteworthy. The first is that Restart is faster than 2phase under the
conditions set here. The reason is mainly due to the long first phase of 2phase. The second is that, when
using II as the underlying algorithm, there do not exist statistically significant differences between the
2phase search strategies with an increasing number of scalarizations (between n and 5n on unstructured
instances, and among all scalarizations tested here on structured instances).

6 Conclusions and Further Work
In this article we presented results of a sound experimental analysis of a class of SLS algorithms for mCOPs
that allows us to test the effect of choices for different components that can affect the performance of an
SLS algorithm. This experimental analysis of the algorithms’ performance is based on the usage of the
better relation, attainment functions and statistical tests as well as exploratory data analysis techniques that
allow to pin-point the differences between approaches; this methodology avoids the known pitfalls of most
of the measures on the performance of SLS algorithms for mCOPs that can usually be found in the literature
[30]. The results from this study allow us to conclude that the addition of the component-wise step to the
SLS algorithms under study, often results in a significantly improved performance of the resulting overall
algorithm and that this step only incurs a very small additional computation time; only for very highly
positively correlated, unstructured bQAP instances this step did not improve the results.
In general, the results of the analysis indicated also a strong dependency between SLS algorithm performance and certain instance features like the structure of the instance data and the correlation between
specific instance data like, in the case of the bQAP, the correlation between the flow matrices. Hence, these
dependencies need to be taken into account when designing and implementing SLS algorithms for mCOPs.
Finally, some of the algorithms tested in this experimental analysis presented already, under the same
experimental conditions, a comparable performance to a much more complex, state-of-the-art SLS algorithm for unstructured instances of the bQAP [18]. For structured instances, taking into account the
known better performance of Iterated Local Search algorithms over RoTS [25], by some straightforward
modifications of the 2phase search strategy presented here, state-of-the-art results could be obtained
[19]. Therefore, besides clarifying the effect of several components of an SLS algorithm, a careful experimental analysis of algorithm performance such as conducted in this study can be used for designing
high-performance, yet simple SLS algorithms.
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