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Abstract In this article, we implement a multi-robot
system to demonstrate a decentralized control strategy

for building three-dimensional structures. The multi-
robot system consists of stigmergic blocks and autono-
mous robots. We adapt the control strategy presented

in Theraulaz and Bonabeau (1995), which demonstrated
multi-agent construction using lattice-based simulations.
This control strategy was based on the behavior of so-
cial insects. We discuss the required modifications to

this control strategy in order to implement it on a multi-
robot construction system. Through the use of hard-
ware and simulation, we demonstrate how this control

strategy can be used to perform the construction of a
staircase and a stepped-pyramid without the need for
centralized infrastructure, such as a positioning system.
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1 Introduction

In nature, social insects such as ants, bees, termites, and
wasps cooperate to construct their nests. This construc-
tion occurs without the use of global coordination or

a blueprint. Termites, for example, regulate their con-
struction activity by utilizing locally available informa-
tion such as the structure and pheromone markings of

a partially-built nest (Fouquet et al 2014).

Termites are capable of building nests many times
the size of an individual (see Fig. 1). These nests con-

tain advanced architectural features such as ventila-
tion, thermal regulation, as well as defense mechanisms
against predators (Camazine et al 2003). The approach

used by the termites to regulate construction is com-
pletely decentralized and is considered to be robust,
parallel, and adaptive to the environment. We aspire to
create a multi-robot construction system that embodies

these characteristics of natural construction systems.

We base our approach to multi-robot construction
on the work by Theraulaz and Bonabeau (1995), which

demonstrated a decentralized control strategy for multi-
agent construction based on the behavior of social in-
sects. In this work, simulated agents search a three-di-

mensional lattice for patterns consisting of two types
of bricks. When an agent detects a pattern in its per-
ceptual space, it places another brick at its current lo-

cation. This placement of a brick modifies the lattice,
resulting in different patterns being detected by other
agents, which consequently leads to further brick place-
ment. As the agents influence each other’s behavior by

placing bricks, these agents are, in a sense, communicat-
ing indirectly through the environment. In some cases,
the coordination arising from this indirect communi-

cation results in the agents building structures such as
those shown in Fig. 2. In the field of swarm intelligence,
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Fig. 1: Cathedral Termite mound in Northern Territory,
Australia

Fig. 2: Examples of the structures generated by Ther-

aulaz and Bonabeau1.

this type of indirect communication is called stigmergy.
In Theraulaz and Bonabeau (1995), the agents detect
patterns involving two types of bricks in their local
neighborhood; in Bonabeau et al (2000) the authors

note that no interesting structures could be formed us-
ing a single type of brick.

In this paper, we show how this generic control strat-
egy can be implemented on a multi-robot system. To do
so, we design and build a new multi-robot construction

system comprising of a building material and autono-
mous robots.

Instead of using different types of bricks, we use a
semi-active cubic building material that is programmable
by the robots. Each cube can represent different types

1 Reprinted from the Journal of Theoretical Biology, Vol
177, Issue 4. Guy Theraulaz and Eric Bonabeau, “Mod-
elling the Collective Building of Complex Architectures in
Social Insects with Lattice Swarms”, Pages 381–400, Copy-
right (1995), with permission from Elsevier.

of building material by illuminating the LEDs on its
faces with different colors. As our building material fa-
cilitates indirect communication between our robots, we
call the individual cubes stigmergic blocks. These blocks

are the basic elements of the structures being built by
the robots.

Our autonomous robots are equipped with a manip-

ulator, which is capable of picking the stigmergic blocks
up and assembling them into structures. The robots uti-
lize onboard computer vision to respond to two types of

cues in an environment. We refer to these cues as struc-
ture and markings. Structure refers to how a detected
block is positioned in an environment, while markings
refers to the colors of the LEDs on the faces of a block.

To assist with the development of our multi-robot
construction system, we have developed a number of ex-
tensions to the ARGoS multi-robot simulator (see Pin-

ciroli et al 2012). These extensions enable us to model
our hardware in simulation and are sufficiently general
to model the hardware of other robotic systems. In this
paper, we show that the ARGoS simulator is accurate

by replicating an experiment performed using our hard-
ware. We have designed the ARGoS simulator to be as
efficient as possible as we intend to use it to investigate

how our approach to multi-robot construction scales by
running experiments involving large numbers of robots
and blocks.

Our approach to multi-robot construction uses a
completely decentralized control strategy, relying on
visual cues in an environment to regulate a building
process. Although previous work has demonstrated the

plausibility of this approach, the experiments were lim-
ited to a single planar structure and required human in-
tervention (Jones and Matarić 2004). In this paper, we

present a multi-robot construction system that aspires
to determine whether a decentralized control strategy
based on social insect behavior can be used to auto-
nomously build sophisticated three-dimensional struc-

tures. The contributions of this paper are as follows:

1. the design of the stigmergic blocks and of the auto-
nomous robots;

2. a control strategy that enables our robots to use a
simple form of stigmergic communication to build a
staircase;

3. a number of extensions to the ARGoS multi-robot

simulator that enable us to further develop and de-
bug our decentralized control strategy;

4. a demonstration of the simulator and of our decen-

tralized control strategy using two case studies:
(a) the construction of a staircase, which uses the

same controller as the hardware, showing that
our simulation is realistic enough to replicate the

hardware results;
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(b) the construction of a stepped-pyramid, which
demonstrates how our control strategy may be
extended to a multi-robot construction task.

2 Background

The literature on multi-robot systems describes various

approaches to construction. In this article, we catego-
rize these approaches as centralized and decentralized,
limiting the definition of decentralized to be consistent

with how the term is used in the field of swarm in-
telligence. As such, we do not consider systems that
make use of centralized infrastructure, such as position-
ing systems, as decentralized.

2.1 Construction using centralized infrastructure

Recent work demonstrated various aspects of multi-
robot construction using ground-based and aerial robot
teams (for example, see Worcester et al 2014; Augugliaro

et al 2014). Yun and Rus (2014) developed an algo-
rithm for adaptive partitioning of a construction task,
which they used to assemble structures from 3D printed
parts. Dogar et al (2015) used four KUKA youBots to

assemble a model airplane wing, demonstrating collec-
tive transportation and a hierarchical perception sys-
tem. Worcester et al (2014) and Choi and Rus (2016)

showed how computer vision could be used to verify
whether an assembly task was successfully completed.

Research in multi-robot construction also demon-
strated the use of various types of building materials

such as prefabricated blocks (Bolger et al 2010), trusses
(Lindsey et al 2012), and ropes (Mirjan et al 2016).

The use of centralized infrastructure for multi-robot
construction is practical in structured environments such

as factories, plants, and workshops. In unstructured
environments, however, the dependency these systems
have on centralized infrastructure makes them unsuit-

able for rapid deployment.

2.2 Construction without centralized infrastructure

Avoiding centralized infrastructure in a multi-robot con-
struction system increases the required complexity of a
control strategy. This increase occurs as robots must

coordinate their activities based on local information.
This information may include: perception of the sur-
rounding environment using onboard sensors, direct com-

munication with nearby robots, and indirect communi-
cation with other robots through the environment.

Indirect communication through the environment is

also known as stigmergy and was first observed in na-
ture during a study of the collective construction be-
havior of termites (Grassé 1959). Grassé noted that

termites communicate indirectly through modifications
of a shared environment. These modifications become
stimuli that influence the behavior of other termites,
constituting feedback loops that lead to coordinated

construction behavior.

Although recent work demonstrated multi-robot con-

struction that did not rely on centralized infrastructure,
it was typically limited to single pick and place opera-
tions (Stroupe et al 2006; Yun and Rus 2011), or to the
construction of rudimentary structures such as clusters

(Beckers et al 1994; Maris and Boeckhorst 1996; Mar-
tinoli et al 1999; Song et al 2012), walls (Wawerla et al
2002; Stewart and Russell 2006), and sorted patches

(Holland and Melhuish 1999; Wilson et al 2004; Verret
et al 2004; Vardy et al 2014). In related work, Parker
and Zhang (2006) used blind bulldozing to clear an area

for construction.

To the best of our knowledge, there are only three
multi-robot construction systems that are capable of

building sophisticated structures without relying on cen-
tralized infrastructure. In the remainder of this section,
we discuss these three systems in detail, including the

corresponding simulation tools.

Jones and Matarić (2004) created a tool for the au-
tomatic synthesis of multi-robot controllers. They pre-

sented a case study which demonstrated multi-robot
construction in simulation and with real hardware us-
ing colored blocks and ActivMedia Pioneer 2DX robots.
They used the Gazebo simulator, which included a re-

alistic model of the robots, as well as the three-dimen-
sional dynamics of the environment. The robots used
their on-board camera to detect colored pairs of blocks

in either a corner or a flush configuration. When a
known configuration was detected, the controller re-
quested the simulation engine or the human operator

to place a block into the planar structure, as the robots
themselves had no manipulation capabilities. In this
case study, Jones and Matarić also used direct commu-
nication between the robots to improve coordination.

They reported that the addition of direct communica-
tion improved the success rate of the task from 0.9%
to 29.4%. They did not, however, provide an explana-

tion to why the initial success rate was so low, or why
the addition of communication led to such a significant
improvement.

Werfel et al (2014) achieved three-dimensional con-
struction using TERMES, an autonomous construction
system consisting of passive blocks and robots. The

robots traversed a partially-built structure by climb-
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ing on top of it. Prior to construction, an offline com-
piler was used to convert a target three-dimensional
structure into a graph, which consisted of transversable
paths and the height of the structure at each location.

The robots localized themselves by always entering the
structure from a fixed location. With the exception
of two videos (see Werfel et al 2014, supplementary

materials), there was no published information on the
simulation. From our analysis of the videos, we con-
cluded that the simulation was probably lattice-based

and three-dimensional.

Sugawara and Doi (2016a) studied how robots and
communicating blocks could be used to build planar

structures. In their work, a generated structure was a
function of the rules stored in the blocks. The robots
picked up blocks randomly in the environment and placed

them near other blocks that emitted a signal. They
demonstrated the construction of a line and a triangle
using a robot and three blocks. They used a cylindrical
robot, which perceived its environment and the blocks

using infrared sensors. In Sugawara and Doi (2016b),
the authors used a two-dimensional lattice-based sim-
ulation to demonstrate construction with up to 300

robots and 500 blocks.

2.3 Summary

The control strategies in recent work often relied on

centralized infrastructure, which is unsuitable for rapid
deployment. To the best of our knowledge, there are
only three decentralized systems capable of building so-

phisticated structures.

The case study in Jones and Matarić (2004) on multi-

robot construction demonstrated the plausibility of im-
plementing the decentralized control strategy from Ther-
aulaz and Bonabeau (1995) on a multi-robot construc-
tion system. This work, however, required human in-

tervention and only demonstrated the construction of a
single planar structure. It is currently unknown whether
this decentralized control strategy can be used for au-

tonomous three-dimensional construction, what types
of structures can be built, and whether this approach
scales to larger structures with larger groups of robots.

3 Hardware and control strategy

In this section, we discuss our approach to mapping
the decentralized control strategy used by the simu-

lated agents in Theraulaz and Bonabeau (1995) onto
our multi-robot construction system.

As noted in Bonabeau et al (2000), no interesting
structures can be formed using the decentralized control

strategy described in Theraulaz and Bonabeau (1995)

with a single type of brick. To realize a physical sys-
tem that uses more than one type of building mate-
rial requires a robot that either carries multiple types

of building material or retrieves a given type of build-
ing material on demand. Inspired by how termites use
pheromones to mark soil pellets during construction,
we propose a particular type of building material that

we call stigmergic blocks. Stigmergic blocks share the
same physical shape, but their type can be changed by
setting the color of their LEDs. In our implementation,

the robots set the color of the LEDs using a wireless in-
terface. An example construction scenario using three
robots to construct a wall is shown in Fig. 3.

In Theraulaz and Bonabeau (1995), the agents per-

formed construction when they recognized a predefined
spatial arrangement of bricks in the simulated environ-
ment. The autonomous robots in our system implement
a similar behavior, using onboard computer vision to

respond to two types of visual cues in their environ-
ment. These cues are structure and markings. Struc-
ture refers to the spatial arrangement of the stigmergic

blocks, while markings refers to the type of block rep-
resented by the colors of the LEDs. The autonomous
robots are equipped with a manipulator that is capa-

ble of attaching a stigmergic block to a partially-built
structure.

In the following sections, we summarize the design
of the stigmergic blocks and the autonomous robots.

For a more comprehensive overview of the hardware,
electronics, and software, we refer the reader to the on-
line supplementary material.2

3.1 Stigmergic blocks

In a nutshell, a stigmergic block is an advanced cubic
building material capable of computation, data storage,

and communication over multiple interfaces.

We have designed the blocks to simplify the ac-
tuation and sensing requirements of the autonomous
robots so that we can focus our work on developing de-

centralized control strategies for multi-robot construc-
tion. This is partially achieved by attaching the local-
izable tags presented in Olson (2011) to the stigmergic

blocks, which enable the robots to accurately locate a
block in an environment. Furthermore, we have added
a freely-rotating, spherical magnet into each corner of
a block to enable self-alignment and reduce cumula-

tive misalignment during construction. The magnetism
also increases the structural integrity of a structure.

2 Online supplementary material: http://iridia.ulb.ac.
be/supp/IridiaSupp2017-004/index.html
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Fig. 3: Three of our autonomous robots building a wall using the stigmergic blocks.

The blocks have a side length of 55 millimeters and are
printed using selective laser sintering.

The work presented in Theraulaz and Bonabeau
(1995) made use of two types of bricks. The use of ad-
ditional types of bricks increases the number of unique

detectable patterns, which can be used to trigger a con-
struction action. We represent different types of bricks
by configuring the colors of the LEDs on the faces of
a block. We have selected four colors which represent

four types of blocks.

We have based the selection of these four colors

on the default configuration of the drivers used in the
robot’s image processing pipeline. By default, the drivers
provide images in the YUV format. As shown in Fig. 4,
we select the four colors from the four quadrants of the

UV color space. For this reason, we refer to the colors
as Q1, Q2, Q3, and Q4. This selection of colors enables
a robot to detect the color of an LED by thresholding

the U and V values.

The software running on the blocks currently only
implements the required functionality for the case stud-

ies presented in this article. Following initialization, the
blocks wait indefinitely for a message to be received over
the NFC interface installed on each block face. When

a block receives a message, it uses the first byte to set
the colors of the LEDs on all its faces.

u

v

Q1Q2

Q3 Q4

Fig. 4: The YUV color space with Y = 0.5, showing the
four colors used to represent different types of blocks.

At the time of writing, we are improving this soft-
ware to enable block-to-block communication. This func-
tionality will allow for future experiments involving au-

tonomous construction and maintenance of smart struc-
tures.
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3.2 Autonomous robots

The autonomous robots (see Fig. 5) are an upgraded

version of the BeBot mobile robotics platform (Her-
brechtsmeier et al 2009).

Each autonomous robot is equipped with a special-

ized manipulator, which can pick up an unused stigmer-
gic block and assemble it into a structure. The manipu-
lator operates by controlling the vertical position of an

end-effector consisting of four semi-permanent electro-
magnets. The electromagnets enable a robot to attach
and detach a block to the end-effector, using the spher-
ical magnets in the corners of a block. When a block is

attached to the end-effector, a robot may use its NFC
interface to change the block’s type by setting the colors
of its LEDs. We have constructed the manipulator from

off-the-shelf components and 3D printed parts. The ma-
nipulator is mounted on top of the BeBot chassis and
provides access to its sensors and actuators over a serial
interface.

A camera is mounted on the end-effector at 45 de-
grees to the horizontal. This camera captures the scene

directly in front of the robot. To locate a stigmergic
block in an environment, the robot uses a tag detec-
tion algorithm to find the localizable tags on the faces

of a block. As the microprocessor in the original design
did not run the tag detection algorithm fast enough, we
have upgraded the hardware of the BeBot to use a later
generation microprocessor.

Our robots operate by searching their environment
for unused blocks. Once an unused block is found, a

robot picks it up and begins to search the environment
for a partially-built structure. When such a structure
is found, the robot inspects it to determine if a pattern
of blocks with an associated construction action can be

found. If such a pattern is found, the robot performs
the construction action. Otherwise, the robot continues
searching for another partially-built structure.

In our software, patterns are defined by matching a
set of conditions, which are expressed in terms of struc-
ture and markings. For example, a condition may take

into account: the number of adjacent blocks, the color
of a block or the colors of its adjacent blocks, as well
as the absolute height of a block from the ground. A

construction action instructs a robot to place a speci-
fied type of block at a location relative to the existing
blocks. We are currently developing our software to gen-

eralize the pattern recognition such that a robot is able
to detect substructures in a partially-built structure.

Fig. 5: Our autonomous robot.

4 The ARGoS simulator

In our work, we use simulation to support the develop-
ment and debugging of our decentralized control strate-

gies. In order to gain meaningful insights, simulations
must be realistic and therefore require accurate model-
ing of the robots and of the three-dimensional dynam-

ics of our system. We also require simulations to be
accurate as we intend to use them to gather data from
experiments with large numbers of robots and blocks.
This requirement, in turn, demands that the simulator

is efficient and capable of running such experiments. Fi-
nally, we require a simulator that is modular in order
to ease the implementation of any missing aspects of

the simulation that we require. For instance, the mag-
netism that enables the self-alignment of the stigmergic
blocks.

ARGoS is a modular, multi-engine multi-robot sim-
ulator designed for running experiments with large num-
bers of robots (Pinciroli et al 2012). Benchmarks for
ARGoS using the ODE physics engine3 have demon-

3 Open Dynamics Engine – http://www.ode.org/
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strated the simulation of 10,000 robots running faster
than real-time. We have selected ARGoS as it is both
modular and efficient. In the rest of this section, we pro-
vide a brief overview of the components of the ARGoS

simulator. For further information on ARGoS, we refer
the reader to the simulator’s website4.

To run an experiment in ARGoS, a user provides a
configuration file containing a description of the simu-

lation at initialization. ARGoS uses the configuration
file to initialize the space, a data structure representing
the current state of a simulation. The space contains

groupings of properties and states called entities. These
entities are arranged through inheritance and composi-
tion to represent robots in the simulation.

The behavior of a simulated robot in ARGoS is im-
plemented using a controller. A controller is associated

to a robot using the experiment configuration file, which
also defines the sensors and actuators used by the robot.
Upon initialization, these sensors and actuators create

links to the associated entities in the space. For exam-
ple, a camera sensor links to a camera entity and a
wheel actuator links to a wheel entity. These links en-
able a camera sensor to determine its pose in the simu-

lated space and a wheel actuator to update the target
angular velocity of the robot’s wheels.

In addition to the representation of a robot in the
space, the user must provide the robot’s physics model.

Physics models are used by the physics engines in AR-
GoS to simulate the kinematics or dynamics of a robot.

It is also possible to provide ARGoS with a loop
function, which can monitor and modify many aspects

of the simulation. For example, loop functions can be
used to log the global state of the simulation, to add
or remove robots, or to modify the configuration of the
simulation.

A visualization model for a robot can be added

to enable monitoring and debugging of the simulation.
The main visualization plugin used in ARGoS is based
on Qt5 and OpenGL6. It provides an interactive en-

vironment where robots rendered in OpenGL can be
selected and moved around. This visualization provides
an additional plugin layer, which supports customiza-

tion of the user interface and the appearance of the
simulated environment. Plugins for this layer are called
user functions.

4 ARGoS – http://www.argos-sim.info/
5 Qt – Cross-platform software development for embedded

and desktop – https://www.qt.io/
6 OpenGL – The industry standard for high-performance

graphics – https://www.opengl.org/

5 Our extensions to the ARGoS simulator

To support our work in simulation, we have imple-
mented several plugins for the ARGoS simulator. These

plugins are open source and available to the research
community. The plugins provide three-dimensional dy-
namics and magnetism, a multi-camera framework, ra-
dios for robot-to-block communication, and a prototyp-

ing entity for rapid development and testing. In the fol-
lowing sections, we describe these plugins in detail.

5.1 The 3D dynamics plugin

To simulate the physical interactions between robots

and blocks, we require the simulation of 3D dynamics.
To this end, we developed a physics plugin that is a
wrapper around the Bullet physics engine7. In this plu-

gin, the physics model of a robot is represented by a
collection of bodies connected by joints.

The 3D dynamics plugin by default only supports
collision-based interactions between bodies. To enable

the simulation of gravity and magnetism, we have made
our 3D dynamics plugin extendable by implementing an
additional plugin layer. This enables plugins to apply

forces and torques to bodies in the simulation.

5.2 The magnetism plugin

The autonomous robots use four semi-permanent elec-
tromagnets to couple with the four freely-rotating spher-

ical magnets in a stigmergic block during transporta-
tion of the block. This magnetism also enables self-
alignment and reduces the cumulative misalignment be-

tween blocks during construction.
To implement magnetism in ARGoS, we start by

defining an entity that represents an electromagnetic
object. This entity consists of an electrical current, a

passive magnetic field vector and an active magnetic
field vector, which is multiplied by the electrical cur-
rent. This configuration enables the simulation of per-

manent magnets, electromagnets, and semi-permanent
electromagnets.

To calculate and apply the magnetic forces, we im-
plement the algorithm presented in Thomaszewski et al

(2008) as a plugin for the 3D dynamics plugin. This
algorithm uses finite element analysis (FEA) to calcu-
late the forces and torques on all magnetic elements in

the simulation. The total force and torque on a mag-
netic body are the vector summations of the forces and
torques on its elements. In our current implementation,

7 Bullet Physics – Real-time physics simulation – http://

bulletphysics.org/
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we use a single dipole approximation where each mag-
netic body is represented by a single FEA element. This
approximation is sufficient for the magnetism used in
our system, as the spherical magnets in the blocks are

similar to the FEA elements used in the algorithm. As
a further optimization, we limit the effective distance
of the magnetic field to be just short of the distance

between two spherical magnets in the corners of the
same block. This optimization is effective as the mag-
netic forces between the magnetic spheres in the same

block are negligible.

5.3 The multi-camera framework

In contrast to the existing camera sensors available in
ARGoS, our new multi-camera framework supports at-

taching multiple cameras to a robot. We have designed
the multi-camera framework to be compatible with Open-
CV8, the most widely used computer vision library.

To simulate the imperfections of real camera sys-
tems, the framework allows the user to specify the in-
trinsic parameters of a camera (i.e. the principal point

and focal lengths) as well as its distortion parameters.
These parameters are identical to those used in the cam-
era calibration module of OpenCV.

For each simulated camera, it is possible to load a
number of simulated computer vision algorithms. These
algorithms imitate the output of a computer vision al-

gorithm by simulating feature extraction. Feature ex-
traction is simulated by calculating if an entity associ-
ated with a given feature is visible by the camera. This
approach is more efficient and uses fewer resources than

simulating a real computer vision algorithm, which re-
quires a scene from the perspective of a camera to be
rendered to a virtual frame buffer using accurate light-

ing and models.

An update of a camera sensor proceeds as follows.
We start by calculating the bounding planes of a frus-

tum, which represents a camera’s field of view. This
frustum is then used to calculate its enclosing axis-
aligned bounding box (AABB). After the camera sensor

has precomputed the frustum and the frustum’s enclos-
ing AABB, it passes control to each loaded algorithm
to update its readings.

A typical algorithm detects a feature by querying
an index of spatially-hashed entities by passing it the
precomputed AABB and a check operation. The index
runs the check operation against every entity found in

the AABB. This operation determines whether an en-
tity is visible to the camera and can include (i) checking

8 OpenCV – http://opencv.org/

if the entity is completely inside the frustum, (ii) check-
ing if the angle of observation between the camera and
the entity is within a given range, and (iii) checking if
the object is occluded by other objects in the simula-

tion.

Once an algorithm determines that a feature is vis-
ible to the camera, it stores a reading, which can be
accessed by the controller of a robot. The contents of

this reading depend on the algorithm and may include
the coordinates of pixels in a virtual image, colors, as
well as other types of data.

5.4 The radio plugin

To realize the NFC communication between a stigmer-
gic block and an autonomous robot, we have imple-

mented a generic radio plugin. This plugin supports
attaching multiple radios to a robot.

A transmission between two robots occurs as fol-
lows. The controller on the transmitting robot writes

one or more messages using its radio, each containing
an arbitrary number of bytes. During an update of the
simulation, data is transferred from all transmitting ra-
dios to all receiving radios within a configurable trans-

mission range. A receiving radio is defined as a radio
that is not transmitting or that is in full-duplex mode.
The transmitted messages are then available to the con-

troller on the receiving robot.

5.5 The prototyping plugin

The prototyping plugin was originally developed to test

the 3D dynamics plugin, but we have since developed it
into a solution to quickly describe a robot to the simula-
tor using an experiment’s configuration file. The plugin

allows for rapid prototyping of new robots without the
need to manually code and compile new classes.

In the space, the prototyping plugin defines a robot
entity as a collection of bodies connected by joints.

These are populated based on the description of the
robot in the experiment’s configuration file. The bodies
are restricted to boxes, cylinders, and spheres. Joints
support any combination of linear and angular degrees

of freedom about any axis. In addition, the plugin pro-
vides a generic physics model for the 3D dynamics plu-
gin and a generic visualization model for the Qt-OpenGL

visualization plugin. The generic visualization model is
useful for debugging as it accurately shows the size, ge-
ometry, position, and orientation of the bodies in the

physics engine.

To enable actuation and sensing in the prototype
plugin, we have implemented generic joint sensors and
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actuators. The sensors enable controllers to measure the
translation or rotation of a joint from its initial posi-
tion and the actuators enable the controllers to apply
translational or rotational forces between bodies. In ad-

dition, the prototyping plugin supports attaching prox-
imity sensors, radios, electromagnets, cameras, LEDs,
and tags to a robot.

5.6 User and loop functions

To ease running our experiments in the simulator, we
have implemented a loop function for the simulation

and a user function for the Qt-OpenGL visualization
plugin. The loop function defines a set of block cache lo-
cations, where the robots can retrieve blocks from dur-

ing an experiment. These locations are automatically
monitored and populated with a block when no other
blocks are located within a fixed distance of the cache
location.

The user function modifies the Qt-OpenGL visual-
ization plugin to include a tabbed plane for each of the
robots in the simulation on the right-hand side of the vi-

sualization window (see Fig. 6). These planes include a
preview window, which displays the extracted features
from the simulated computer vision algorithms. In ad-

dition, we also display the logs from a robot’s controller
to assist with debugging and development.

6 Modeling hardware in simulation

6.1 The stigmergic block

A stigmergic block is modeled using the prototyping
plugin (Section 5.5). It consists of nine bodies: the main

body of a block and its eight spherical magnets. We
have added a joint between the main body of a block
and each spherical magnet to enable unconstrained ro-

tation of the magnets around the X, Y, and Z axes. We
complete the simulated model of a block by adding four
LEDs, a tag, and a radio to each of its faces. We sim-
ulate the software of a block using a Lua script, which

configures the colors of the LEDs on a block in response
to receiving a radio message from a robot.

The dimensions and weight of a block are equal to

those of the real hardware. As we use a single dipole ap-
proximation for magnetism, we have tuned the strength
of the simulated spherical magnets empirically. We ob-

served from the real hardware that placing two blocks
approximately one centimeter apart on a low-friction
surface was sufficient for the spherical magnets inside

the two blocks to turn, align, and pull the blocks to-
gether. We set up a similar configuration in simulation

and adjusted the magnetic field strength of the mag-

netic spheres until we observed a similar response.

There are a few differences between the real hard-
ware of the stigmergic block and its simulated model.
For example, the real hardware has curved edges while

the simulated model is completely cubic. While it is
possible to simulate this geometry more accurately us-
ing meshes, the collision detection for meshes is compu-

tationally more expensive. From empirical testing, we
have found that the differences in edge geometry do not
play a significant role in the physics of our system.

6.2 The autonomous robot

Similar to the stigmergic block, we model the autono-

mous robot using the prototyping plugin. The model of
the robot contains 15 bodies and 15 joints. Four of these
joints have a single rotational degree of freedom and al-
low the robot’s wheels to turn. An additional joint has

a single translational degree of freedom, allowing the
end-effector of the robot to move up and down. The re-
maining joints have no degrees of freedom and are used

to fix the bodies of the robot in place. Geometrically,
the model is similar to the real hardware. We have,
however, made some approximations such as merging
physical bodies to improve collision detection perfor-

mance in the physics engine.

To simulate the computer vision on the autono-
mous robot, we attach a camera sensor to the end-ef-

fector in our model. This camera sensor is provided by
the multi-camera framework (Section 5.3). To configure
the camera sensor, we use the intrinsic and distortion
parameters from the camera used on the real robot,

which we obtained from the camera calibration mod-
ule of OpenCV. The calibration process involves taking
a number of photos of an asymmetrical circle pattern

using the real robot’s camera (see Fig. 7).

To complete the model, we have added twelve prox-
imity sensors around the base of the robot and four
proximity sensors to the manipulator. We have cali-

brated the proximity sensors using the data sheets for
the hardware sensors with some minor adjustments based
on empirical measurements.

We use the radio plugin to simulate the robot-to-
block communication. We configure the radio to oper-
ate in half-duplex mode with a range of two centime-
ters, which matches the performance of the NFC on the

real hardware. We have written a C++ wrapper around
the same state machine used by the hardware so that
the state machine can control the simulated robot in

ARGoS.
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Fig. 6: The Qt-OpenGL visualization plugin customized with a user function

Fig. 7: An asymmetrical circle pattern is used to cali-
brate the camera on the autonomous robot

7 Case studies

In this section, we present two case studies that (i) de-
monstrate the functionality of our simulator, (ii) demon-

strate how our decentralized control strategy can be
used to build structures, and (iii) provide insights to
how our decentralized control strategy scales to multi-
robot construction.

7.1 Staircase demonstration

In this case study, we demonstrate our decentralized
control strategy using a single robot to construct a
staircase. We perform this construction task using both

our hardware and in simulation. The staircase is made
up of three columns descending in height, with each col-
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Fig. 8: High-level state chart for the staircase demon-
stration.

umn using a different type of block. The highest column

contains three Q3 blocks, the middle column contains
two Q2 blocks, and the last column contains a single
Q1 block.

Following initialization, the autonomous robot searches
for an unused block by turning on the spot. After locat-

ing an unused block, the robot approaches and picks the
block up using the electromagnets in its end-effector.
The robot then continues to turn on the spot, search-
ing for a structure. A structure is defined as at least

two contiguous stigmergic blocks. Once a structure is
found, the robot approaches it, configuring and attach-
ing the unused block with respect to the structure and

markings of the stigmergic blocks already in the par-
tially-built staircase. This behavior is depicted in the
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Fig. 9: Snapshots of a robot building a staircase using real hardware and in simulation.

high-level state chart in Fig. 8, which also shows the
error handling transitions for timeouts as well as for

when the tracking of a target block or structure is lost.

During construction, the autonomous robot does
not maintain an internal representation of its environ-
ment or the state of the structure. The construction

activity is regulated using a simple form of stigmergic
communication. By attaching a block to the partially-
built staircase, the robot modifies the staircase’s struc-
ture and markings. These modifications determine the

construction behavior selected by Alg. 1, leading to fur-
ther modifications of the partially-built staircase.

We have completed this demonstration using our
hardware and in simulation. Snapshots of the demon-

strations on the hardware and from simulation are shown
side-by-side in Fig. 9. Videos of these demonstrations
are provided in the online supplementary material for

this article2. Due to issues with the drive system on the
autonomous robot, we had to assemble the video for
the hardware demonstration from multiple runs. This
was not the case in simulation, where the autonomous

robot constructed the staircase without intervention,
using the same state machine.

7.2 Stepped-pyramid demonstration

In this case study, we demonstrate how our decentral-

ized control strategy can be applied to a multi-robot
construction scenario, using four robots to build a step-

set target block to highest block in frontmost column;
switch target block.type do

case Q3 do
if target block.height < 3 then

set unused block.type to Q3;
stack unused block on target block;

else
set unused block.type to Q2;
extend frontmost column with
unused block;

end

end
case Q2 do

if target block.height < 2 then
set unused block.type to Q2;
stack unused block on target block;

else
set unused block.type to Q1;
extend frontmost column with
unused block;

end

end
case Q1 do

shut down;
end

end

Alg. 1: Algorithmic description of the attach block
state from the high-level state chart in Fig. 8

ped-pyramid. The robots in this demonstration are ef-

fectively building four of the staircases from the previ-
ous demonstration with a common central column.
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Fig. 10: High-level state chart for the pyramid demon-
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Fig. 11: Average construction progress for the stepped-
pyramid from five runs.

As the robots do not have an internal representa-
tion of the environment or a notion of the structure
being built, we only need to make minor modifications

to our state machine from the previous demonstration
to include a collision avoidance behavior.

As shown in Fig. 10, we achieve this by adding an

additional transition that causes a robot to abort and
retry its block placement routine if the construction site
is busy. We also add a random delay state, which lowers
the probability that all four robots approach the struc-

ture at the same time and detect that the construction
site is busy.

The plot in Fig. 11 shows the average construction

progress from five runs. Initially, all robots attempt to
construct the common central column, saturating this
construction site. After the robots have built the cen-
tral column, the rate of construction increases as the

robots start building the wings of the stepped-pyramid
in parallel. The rate of construction decreases towards
the end of the demonstration as we have programmed

the robots to shut down once the last stigmergic block
has been placed.

Snapshots of this demonstration are shown in Fig. 12.

A video of the complete demonstration is available in
the online supplementary materials for this article2.

8 Discussion

In this article, we have provided meaningful results from
the testing of our decentralized control strategy on our

new multi-robot construction system consisting of au-
tonomous robots and stigmergic blocks.

We have shown from the staircase demonstration

that the state machine that implements our decentral-
ized control strategy works on our hardware and in sim-
ulation. This portability between hardware and simu-
lation is enabled by our extensions to the ARGoS sim-

ulator, which provide a sufficiently realistic simulation
of our system. In the future, we intend to leverage this
portability to investigate how our decentralized control

strategy for multi-robot construction scales by running
experiments with large numbers of robots and blocks.

As discussed in Section 7.2, we only needed to make
minor adaptations to the staircase demonstration in or-

der to build the stepped-pyramid. This ease of adapta-
tion arises from two factors. Firstly, the robots do not
maintain nor rely on an internal representation of the

environment or of the structures being built. Instead,
the robots react to locally available information such as
the structure of the partially-built staircase and its LED

markings. Secondly, the stepped-pyramid is related to
the staircase through symmetry. This relationship en-
ables the combinations of structure and markings that
regulated the construction of the staircase to also regu-

late the construction of the stepped-pyramid. Looking
forward, we believe that our decentralized control strat-
egy is well suited to construction scenarios in which the

structures exhibit high degrees of symmetry and can be
expressed in terms of recursive patterns.

As shown in Fig. 11, the rate of construction for the

stepped-pyramid starts out slowly due to the conges-
tion of the central column. This congestion is the result
of using a constrained approach to task allocation. In
the stepped-pyramid demonstration, each robot was as-

signed to work only on a single wing of the pyramid. We
may be able to mitigate this congestion by using a more
flexible approach, involving multiple robots construct-

ing several structures in parallel. In this case, a robot
could increment an obstruction counter every time it
encounters a busy construction site. Once this counter
exceeds a specified threshold it could trigger the robot

to search for another partially-built structure to work
on. This behavior may be an approach to implementing
dynamic task allocation in our multi-robot construction

system.
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Fig. 12: Snapshots of four robots building a stepped-pyramid in simulation.

9 Conclusions

We have presented the design of a new multi-robot con-

struction system, consisting of autonomous robots and
stigmergic blocks. We have used this system to demon-
strate how a decentralized control strategy based on

social insect behavior can be adapted for multi-robot
construction. This article has also presented our exten-
sions to ARGoS, a multi-robot simulator that we use
to assist the debugging and development of our control

strategies.

We have demonstrated our decentralized control strat-
egy on our hardware, using a single robot to construct
a staircase. This robot regulated its construction activ-
ity by sensing the structure of the partially-built stair-

case and its LED markings, which the robot modified
over the course of the construction process. We have re-

peated this demonstration in simulation to verify that
our simulation is sufficiently accurate to obtain similar
results. To show how our decentralized control strategy
can be used in a multi-robot construction scenario, we

also demonstrated the construction of a stepped-pyra-
mid.

We are currently working to improve the drive sys-
tem of the autonomous robot so that we can run more

complex experiments using our hardware. These exper-
iments will aim to demonstrate:

1. the types of structures that can be built by a multi-
robot construction system using our decentralized
control strategy;

2. how dynamic task allocation can be used to decrease
congestion at construction sites;
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3. how collective decision making can be used to reg-
ulate construction activity in a multi-robot system;
and

4. how a multi-robot system can react to environmen-

tal changes, potentially leading to adaptive construc-
tion.

We also intend to run these types of experiments in
simulation to investigate how our decentralized control
strategy scales when using large numbers of robots and

blocks. To this end, we are actively working to further
improve the performance of our simulator.
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