
IJCAI-03 Workshop

Stochastic Search Algorithms

Proceedings

Holger H. Hoos & Thomas G. Sẗutzle (eds.)
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Introduction

Stochastic search algorithms strongly use randomised decisions while searching for solutions to a given problem.
They play an increasingly important role for practically solving hard combinatorial problems from various domains
of AI and Operations Research, such as satisfiability, constraint satisfaction, planning, scheduling, and many ap-
plication areas. Over the past few years there has been considerable success in developing stochastic local search
algorithms as well as randomised systematic search methods for solving these problems, and to date, for many prob-
lem domains, the best known algorithms are based on stochastic search techniques. The increasing relevance and
popularity of these methods in AI are reflected by a growing number of publications in journals, such as Artifi-
cial Intelligence and the Journal of Automated Reasoning, and at major AI conferences, such as IJCAI, ECAI, and
AAAI.

Similar in nature and scope to the IJCAI-01 Workshop on Stochastic Search Algorithms, this workshop aims to
bring together researchers from different areas of AI and Operations Research in order to discuss various topics in
stochastic search, including:

� design and implementation of stochastic search algorithms

� metaheuristics, learning techniques, and self-tuning algorithms

� parallelisation and portfolios of stochastic search algorithms

� empirical analysis and evaluation of stochastic search algorithms

� theoretical results on stochastic search algorithms

� stochastic local search vs. randomised systematic search methods

� new applications of stochastic search

The IJCAI-03 Workshop on Stochastic Search Algorithms is intended as a forum for sharing and discussing the
latest results as well as fundamental issues in this highly dynamic and fast growing area of AI research.

The eight technical papers presented in these workshop proceedings address various stochastic search methods and
their applications to combinatorial problems from AI and Operations Research. The papers have been reviewed by
members of the organising committee and, based on the recommendations of these referees, selected for presentation
at the workshop and publication in the workshop proceedings. The organisers gratefully acknowledge the help of
the referees in selecting the papers, and the cooperation of the authors in providing the final versions of their papers.

Darmstadt, May 20th, 2003,

Holger H. Hoos & Thomas St¨utzle
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Abstract

In this paper, we consider the two-dimensional rect-
angular strip packing problem. This problem ap-
pears unamenable to standard local search tech-
niques, such as simulated annealing or genetic al-
gorithms. A standard simple heuristic, Bottom-
Left-Decreasing (BLD), has been shown to handily
beat these more sophisticated search techniques.
In this paper, we introduce and demonstrate the ef-
fectiveness of BLD*, a stochastic search variation
of BLD. While BLD places the rectangles in de-
creasing order of height, width, area, and perimeter,
BLD* successively tries random orderings, chosen
from a distribution determined by their Kendall-tau
distance from one of these fixed orderings. Our ex-
periments on benchmark and randomly generated
problems show that BLD* produces significantly
better packings than BLD after only 1 minute of
computation.
Furthermore, we observe that people seem able to
reason about packing problems extremely well. We
incorporate our new algorithms in an interactive
system that combines the advantages of computer
speed and human reasoning. Using the interactive
system, we are able to quickly produce significantly
better solutions than previous methods on bench-
mark problems.

1 Introduction
Packing problems involve constructing an arrangement of
items that minimizes the total space required by the ar-
rangement. In this paper, we specifically consider the two-
dimensional (2D) rectangular strip packing problem. The in-
put is a list of � rectangles with their dimensions and a target
width � . The goal is to pack the rectangles without over-
lap into a single rectangle of width � and minimum height	

. We further restrict ourselves to the orthogonal variation,


This work done while visiting Mitsubishi Electric Research

Laboratories.�
Supported in part by NSF CAREER Grant CCR-9983832 and

an Alfred P. Sloan Research Fellowship. This work was done while
visiting Mitsubishi Electric Research Laboratories.

where rectangles must be placed parallel to the horizontal and
vertical axes. We consider two variations: fixed orientation in
which the rectangles can cannot be rotated, and variable ori-
entation in which they can be rotated by 90 degrees. Further,
for all our test cases, all dimensions are integers. Like most
packing problems, 2D rectangular strip packing (even with
these restrictions) is NP-hard.

A common method for packing rectangles is to take an or-
dered list of rectangles and greedily place them one by one.
Perhaps the best studied and most effective such heuristic
for the fixed-orientation variation is the Bottom-Left (BL)
heuristic, where rectangles are sequentially placed first as
close to the bottom and then as far to the left as they can fit.
For some problems, BL cannot find the optimal packings [2;
4], nor does it perform well in practice when applied to ran-
dom orderings. However, a very successful approach is to ap-
ply BL to the rectangles ordered by decreasing height, width,
perimeter, and area and return the best of the four packings
that result [9]. We refer to this scheme as Bottom-Left-
Decreasing (BLD).

A natural alternative approach would be to find good order-
ings of the rectangles for BL or other similar heuristics, using
standard search techniques such as simulated annealing, ge-
netic algorithms, or tabu search. Despite significant efforts in
this area, the search space has not proven amenable to such
search techniques; for more details see the thesis of Hopper
[9].

In this paper, we present a variation of the BLD heuristic
called BLD* that considers successive random perturbations
of the original four decreasing orderings. We also present an
apparently novel generalization of BL, and consequently of
BLD and BLD*, for the variable orientation case. Our exper-
iments on both benchmark and randomly generated problems
show that BLD* substantially outperforms BLD, as well as
BL applied to randomly chosen orderings. For example, for
the benchmarks taken from Hopper [9] in the case of fixed
orientation, BLD* reduces the packing height from an aver-
age of 9.4% over optimal by BLD to about 5.24% over opti-
mal after just one minute. These are the best reported results
for these benchmarks that we are aware of. We note that im-
provements of even 1% can be very valuable for industrial
applications of this problem, such as glass and steel cutting.

This work was done as part of Human-Guided Search
(HuGS) project, an ongoing effort to develop interactive op-
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timization systems. The most successful results have been
obtained by allowing users to guide stochastic search algo-
rithms, in particular tabu search [13]. Determining how peo-
ple can effectively interact with powerful stochastic search
algorithms is important because it leverages people’s abilities
in areas in which they currently outperform computers, such
as visual perception and strategic assessment. Furthermore,
involving people in the process of optimization can help them
understand and trust the produced solutions, as well as mod-
ify them on the fly if the need arises.

For the 2D packing problem, we explored people’s ability
to guide our BLD* heuristic. We found that people can reason
about this problem extremely well. People can identify par-
ticularly well-packed subregions of a given packing and then
focus a search algorithm on improving the other parts. Peo-
ple can also devise multi-step repairs to a packing problem to
reduce unused space, often producing packings that could not
be found by the BL heuristic for any ordering of rectangles.
Our experiments on large benchmarks show that interactive
use of BLD* can produce solutions 1% closer to optimal in
about 15 to 25 minutes than BLD* produces on its own in
2 hours. Thus, 2D packing seems to be a problem for which
people and computers can produce better results together than
either can alone.

2 Background
Packing problems in general are important in manufacturing
settings; for example, one might need � specific rectangular
pieces of glass to put together a certain piece of furniture, and
the goal is to cut those pieces from the minimum-height fixed-
width piece of glass. The more general version of the problem
allows for irregular shapes, which is required for certain man-
ufacturing problems such as clothing production. However,
the rectangular case has many industrial applications [9].

The 2D rectangular strip packing problem has been the
subject of a great deal of research, both by the theory commu-
nity and the operations-research community [6; 8]. One fo-
cus has been on approximation algorithms. The Bottom-Left
heuristic has been shown to be a 3-approximation when the
the rectangles are sorted by decreasing width (but the heuris-
tic is not competitive when sorted by decreasing height) [2].
Other early results include algorithms that give an asymptotic
5/4-approximation [3] and an absolute 5/2-approximation
[20]. Recently, Kenyon and Remilia have developed a fully
polynomial approximation scheme [12].

Another focus has been on heuristics that lead to good so-
lutions in practice. There are two main lines of research in
this area. One line considers simple heuristics such as BLD.
Another line focuses on local search methods that take sub-
stantially more time but have the potential for better solutions:
genetic algorithms, tabu search, hill-climbing, and simulated
annealing. The recent thesis of Hopper provides substantial
detail of the work in this area [9; 10].

Exact algorithms have received relatively little considera-
tion. We have developed an exhaustive branch-and-bound al-
gorithm which generally solves problem instances with fewer
than 30 rectangles for which a perfect packing, i.e., one with
no empty space, exists [16]. Work similar to ours has also

been done simultaneously by Korf, who uses branch-and-
bound techniques to determine optimal packings in the gen-
eral case[15].

The fixed-orientation problem has received much more at-
tention than the variable-orientation problem, although some
genetic-algorithm approaches have allowed reorientation as
one of the mutation operations (e.g., [11; 7]). We are un-
aware of any previous work on adapting the BL algorithm for
variable orientations (as we describe below).

2.1 The Bottom-Left Heuristic

The Bottom-Left (BL) heuristic, introduced in [2], is perhaps
the most widely used heuristic for placing rectangles. We
think of the points in the strip to be packed as being ordered
lexicographically, so that point � lies before point � if � is
below � or, if � and � have the same height and � is to the
left of � . Given a permutation of the rectangles, the Bottom-
Left heuristic places the rectangles one by one, with the lower
left corner of each being placed at the first point in the lexi-
cographic ordering where it will fit. There are natural worst-
case ��� � ���

algorithms for the problem; Chazelle devised an
algorithm that requires ��� � ���

time and ��� � � space in the
worst case [5]. In practice the algorithm runs much more
quickly, since a rectangle can usually be placed in one of the
first open spots available. When all rectangle dimensions are
integers, this can be efficiently exploited. Hopper discusses
efficient implementations of this heuristic in her thesis work
[9].

Perhaps the most natural permutation to choose for the
Bottom-Left heuristic is to order the rectangles by decreasing
height. This ensures that at the end of the process rectangles
of small height, which therefore affect the upper boundary
less, are being placed. It has long been known that this heuris-
tic performs very well in practice [6]. It is also natural to try
sorting by decreasing width, area, and perimeter, and take the
best of the four solutions. While usually decreasing height is
best, in some instances these other heuristics perform better.
We refer to this algorithm as BLD.

2.2 Benchmarks

In this paper, we evaluate our algorithm and interactive sys-
tem on both a set of structured benchmarks with known opti-
mal packings and on randomly generated test instances with-
out known optimal packings. The former is a set of bench-
marks recently developed by Hopper. All instances in this
benchmark have perfect packings of dimension 200 by 200.
The instances are derived by recursively splitting the initial
large rectangle randomly into smaller rectangles; for more
details, see [9]. This benchmark set contains problems with
size ranging from 17 to 197 rectangles. We use the non-
guillotinable instances from this set, collections N1 (17 rect-
angles) through N7 (197 rectangles), each containing 5 prob-
lem instances.

The strengths of this benchmark are that a wide range of
algorithms have been tested against it, providing meaningful
comparisons; problem sizes vary from the small to the very
large; and the optimal solution is known by construction. Fur-
thermore, we were unable to find any other substantial set of
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benchmarks in the literature. The benchmark problems, how-
ever, are highly structured, and because all instances have per-
fect packings, they yield limited insight on the performance
of algorithms when perfect packings are not available. We
note that we have developed an exhaustive branch-and-bound
algorithm which can quickly solve the N1-N3 problem in-
stances [16]; therefore we tend to focus on the N4-N7 collec-
tions to evaluate our heuristic methods.

We also generated eight classes of random test instances
that vary in size, skew, and target width of the rectangles (two
variations for each). For all cases, the dimensions of the rect-
angles are integers in the range 1 to 50. Each test instance
consisted of either 50 or 100 rectangles. We compute the
rectangles in one of two ways. Our first method is to ran-
domly choose each dimension uniformly from 1 to 50. Our
second method skews the rectangles by choosing the width �
uniformly at random from 1 to 50. The length is determined
by choosing � uniformly at random from 1 to 50 and fixing
the length to be either � or ������� , whichever is further from� . We refer to the sum of the areas of all the rectangles as
the total area of the problem instance. We compute the target
width given the target ratio of a rectangle that can hold the
total area: the target width equals�
	

total area
ratio ��

We generated instances with ratio 1 and 2. For each class, we
randomly generated 10 problem instances.

Since we do not know the optimal answer for the randomly
generated benchmarks, we evaluate a packing with a given
height in terms of its percentage over ideal, where the ideal is
the nearest integer rounding up from the total area divided by
the target width.

3 Orienting rectangles
We modified the BL and BLD heuristics for the variable ori-
entation problem. Our variation of BL considers both orienta-
tions when placing each rectangle. For each orientation, it de-
termines the first point in the bottom-left lexicographic order-
ing where the rectangle will fit. We experimented with three
orientation-decision methods: compare where the bottom-left
corner of the rectangle is positioned in each orientation, com-
pare the center of the rectangle, or compare the top-right cor-
ner of the rectangle. In each case, we choose the orienta-
tion that places the relevant point at the position that is earlier
in the bottom-left lexicographic ordering. In the case of ties
(which turn out to be very rare), we choose randomly between
the two orientations.

Because the rectangles can be reoriented, it does not make
sense to order them by decreasing width or height. Instead,
we order the rectangles by either their minimum or maximum
dimension.

We ran experiments to evaluate the possible combinations
of orientation-decision methods and orderings of the rectan-
gles on the 20 instances in the N4 to N7 collections. If more
than one ordering is used, then we take the best packing pro-
duced. Table 1 shows the average percent over optimal from
the various combinations. The results indicate that the most

sort by choose by
bottom top

min max area perim. center left right
yes no no no 5.62 15.38 4.43
no yes no no 5.58 6.40 5.98
no no yes no 5.15 8.08 4.60
no no no yes 5.23 5.58 4.70
no no yes yes 5.00 6.28 4.40
no yes no yes 4.83 5.30 4.70
no yes yes no 4.85 5.82 4.53
yes no no yes 4.68 5.58 4.33
yes no yes no 4.85 8.08 4.43
yes yes no no 4.73 6.47 4.38
yes yes yes yes 4.60 6.08 4.23

Table 1: Results of BLD modified for variable orientation.
Each number is an average of the 20 problem instances in the
N4-N7 benchmark collections.

effective orientation-decision method is to chose the orienta-
tion that places the top-right corner as early as possible in the
lexicographic ordering. The most effective ordering is to sort
the rectangles by their minimum dimension.

These results initially seemed counterintuitive. Our cur-
rent understanding of why sorting by minimum dimension
is better than by maximum dimension when the rectangles
are reorientable is best expressed by an example: a �������
rectangle can be oriented so as to only add at most 1 to the
height, and so it is reasonable to place this rectangle towards
the end. Similarly, using the top-right corner to decide orien-
tation most closely approximates the objective function being
used to evaluate an entire packing.

4 Improving the BLD Heuristic
A natural way to improve the BLD heuristic is to apply BL
to other permutation orders. At the expense of more time,
more orders besides the four suggested can be tried to attempt
to improve the best solution found. One standard technique
would be random-repeat: permutations are repeatedly chosen
uniformly at random, and the best solution found within the
desired time bound is used. Random permutations, however,
are known to perform poorly [9]. We tried BL on random per-
mutations on the N4 through N7 benchmark collections. Af-
ter 20 minutes, the average height of the best solution found
was 9.6% over the optimal compared to the 6.4% over opti-
mal generated by the BLD heuristic in a matter of seconds.

Instead, we suggest the following stochastic variation of
BLD, which we call BLD*. Our intuition for why BLD per-
forms so much better than BL with random-repeat is that
the decreasing sorted orders save smaller rectangles for the
end. Therefore, BLD* chooses random permutations that are
“near” the decreasing sorted orders used by BLD, as they
will also have this property. There are many possible ways
of doing this; indeed, there is a deep theory of distance met-
rics for rank orderings [17]. BLD* uses the following sim-
ple approach: start with a fixed order (say decreasing height),
and generate random permutations from this order as follows.
Items are selected in order one at a time. For each selection,
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BLD* goes down the list of previously unaccepted items in
order, accepting each item with probability � , until an item is
accepted. If the last item is reached and not selected, then we
restart at the beginning of the list, again taking an item with
probability � . After an item is accepted, the next item is se-
lected, starting again from the beginning of the list. This ap-
proach generates permutations that are near decreasing sorted
order, preserving the intuition behind the heuristic, while al-
lowing a large number of variations to be tried.

The probability starting from some fixed ordering � of
obtaining some other ordering � is proportional to � � �
� ���������
	�� �� , where ��� � � ��� � � is the Kendall-tau distance be-
tween the two permutations. This is also known as bubble-
sort distance, because it counts the number of swaps bubble-
sort would make transforming � to � .

BLD* first tries the four orders used by BLD and then per-
mutes each of these orders in round-robin fashion.

4.1 Experimental Results
We ran BLD* on the Hopper benchmarks N1-N7 and on
all our random data sets. We used ��� � � � based on a
small amount of preliminary investigation of different values.
For the fixed orientation problem, we used all four orderings
(height, width, area, and perimeter). For the variable orienta-
tion problem, we used our modified version of BLD with us-
ing only the minimum-dimension ordering and the top-right
orientation-decision method.

The results are shown in Table 2. The table shows the re-
sults of running BLD and the results of running BLD* at var-
ious time increments. The numbers represent the percentage
over ideal, as defined above. For all cases, BLD* dramati-
cally improves solutions over BLD even with just one minute
of computation. It continues to improve steadily, though im-
provements taper off with time.

We also ran experiments on the N4-N7 collections to mea-
sure how many permutations BLD* considered before im-
proving upon the best solution by BLD; it considered an av-
erage of only 15.25 permutations to do so.

5 Interactive Packing
Human guidance has been shown to improve the performance
of stochastic optimization algorithms for a variety of prob-
lems (e.g., [1; 13; 14] and the papers cited therein). In order
for human interaction to be justified for an optimization prob-
lem, improvements in solution quality must have high enough
value to warrant investing human effort. This is the case for
packing problems in which manufacturing costs, and thus po-
tential savings, are high. In order for interaction to be appli-
cable to an optimization problem, there must exist effective
visualizations for its problems and solutions. Fortunately, the
obvious geometric visualization for packing problems (e.g.,
see Figure 1) is simple and effective.

In order for human interaction to be beneficial, human rea-
soning must offer some advantages over the best automatic
methods. We have found that people can help overcome many
of the limitations of the BLD* heuristic. People can identify
particularly well-packed subregions of solutions, and focus
BLD* on improving the other parts. Furthermore, people can

readily envision multi-step repairs to a packing problem to
reduce unused space. These repairs often involve producing
solutions that could not be produced by the BLD heuristic.

5.1 Interactive System
We have developed an interactive rectangle-packing system
in Java using the Human-Guided Search (HuGS) Toolkit [14].
The toolkit provides a conceptual framework for interactive
optimization as well as software for interacting with a search
algorithm, logging user behavior, providing history functions
including undo and redo, file I/O, and some other GUI func-
tions. We did not however utilize the human-guidable tabu or
hill-climbing search algorithms provided in HuGS, as we did
not find them effective for this problem in our initial explo-
rations.

In our system, the user is always visualizing a current so-
lution as shown in Figure 1. Given the aspect ratio of a com-
puter monitor, we found it more natural to rotate the problem
by 90 degrees, so that there is a fixed height and the goal is to
minimize the width of the enclosing rectangle.

The user can manually adjust the current solution by drag-
ging one or more rectangles to a new location. The interface
allows the user to cause all the rectangles to be shifted down-
ward or leftward. This basically has the effect of pulling all of
the rectangles in one direction until each touches its neighbor
or an edge of the possible packing area. These functions also
resolve overlaps among rectangles. Additionally, the user can
freeze particular rectangles. Frozen rectangles appear in red
and will not be moved by the computer. Rectangles that are
not frozen appear in green. For the variable orientation prob-
lem, the user has the option of reorienting rectangles, manu-
ally.

The user can also invoke, monitor, and halt the BLD*
heuristic. The user specifies a target region in which to pack
rectangles, denoted by a purple rectangular outline. The user
can then invoke BLD* by pressing a Start button. Any frozen
rectangles within the region are left where they are. BLD*
then tries to fill the region using any rectangles that are not
currently frozen. The system works in the background, and
uses a text display to indicate the value of the best, i.e., most
tightly packed, solution it has found so far. The user can
retrieve this solution by pressing the Best button. The user
can retrieve the current solution the engine is working on by
pressing the Current button. The user can manually modify
the currently visualized solution without disturbing the cur-
rent search. When the search algorithm finds a new best solu-
tion, the Best button changes color to alert the user. The user
can halt the search algorithm by pressing the Stop button, or
reinvoke it by pressing the Start button again.

The user can optionally set a target for the solution she
is trying to reach. For example, the user can indicate that
the enclosing rectangle should be � � � ������� . The system
provides some visual cues for how to meet this goal. More
importantly, the target solution size affects how solutions are
ranked. Rather than using the true objective function (i.e., the
size of the enclosing rectangle), the system ranks solutions
based on the total area of the rectangles that fall within the
target solution size. We found this feature to be extremely
useful. For example, the user typically begins a session by
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Fixed orientation BLD* score after Variable orientation BLD* score after
problem 0(BLD) 1 m. 2 m. 5 m. 10 m. 20 m. 0(BLD) 1 m. 2 m. 5 m. 10 m. 20 m.
Hopper N1 16.40 7.40 6.40 6.40 5.90 5.40 12.50 5.20 4.90 4.60 4.20 4.10
Hopper N2 12.20 6.70 6.40 6.30 5.50 5.40 9.70 5.00 4.80 4.20 4.10 3.90
Hopper N3 12.40 6.30 6.10 5.60 5.60 5.20 10.00 4.70 4.40 4.00 4.00 3.70
Hopper N4 9.00 5.50 5.30 5.10 4.60 4.30 6.10 3.40 3.20 3.00 2.90 2.80
Hopper N5 7.60 4.80 4.50 4.20 4.20 3.90 6.60 3.10 2.80 2.70 2.60 2.60
Hopper N6 5.40 4.30 4.10 4.00 3.80 3.70 3.60 2.60 2.40 2.30 2.10 1.90
Hopper N7 3.00 2.30 2.30 2.20 2.20 2.10 1.40 1.10 1.10 1.00 0.90 0.90
Hopper N1-N7 9.43 5.33 5.01 4.83 4.54 4.29 7.12 3.59 3.37 3.11 2.97 2.84
random,size=50,r=1 9.82 5.75 5.75 5.29 5.12 4.71 6.74 3.85 3.56 3.45 3.39 3.05
random,size=50,r=1,skew 14.20 8.44 8.25 7.85 7.58 6.99 9.31 5.50 5.17 4.90 4.69 4.36
random,size=50,r=2 8.35 5.48 5.18 4.86 4.66 4.58 6.58 3.85 3.65 3.50 3.30 3.14
random,size=50,r=2,skew 13.72 8.73 8.55 7.80 7.47 7.10 11.08 6.22 6.08 5.49 4.93 4.79
random,size=100,r=1 5.14 4.05 3.97 3.70 3.70 3.62 4.33 2.90 2.82 2.62 2.62 2.46
random,size=100,r=1,skew 10.76 7.64 7.47 7.12 6.98 6.93 7.31 5.28 5.18 5.01 4.79 4.52
random,size=100,r=2 6.02 5.01 4.67 4.59 4.43 4.26 5.70 3.77 3.42 3.25 3.16 3.00
random,size=100,r=2,skew 10.75 8.17 7.68 7.26 6.96 6.67 8.70 6.25 5.95 5.40 5.34 5.01
random, all 9.84 6.66 6.44 6.06 5.86 5.61 7.47 4.70 4.48 4.20 4.03 3.79

Table 2: Average results of BLD* on the Hopper benchmarks and on randomly generated problems.

having BLD* try to pack the entire target region. Because
of our modification, the search algorithm might return, for
example, a packing with one rectangle that sticks out of the
target region by several units rather than a packing in which
many rectangles stick out of the target region by one unit. We
usually found the former packings much easier to repair.

5.2 Interaction Experiments

The primary goal of these experiments was to evaluate the
hypothesis that interactive use of BLD* can produce superior
solutions than BLD* can on its own.

We ran our first set of experiments on the fixed-orientation
problem, using the 15 problem instances in the N4-N6 col-
lections in the Hopper benchmark suite. We ran BLD* for
2 hours on on each instance. We then performed one trial
for each instance in which a user attempted to find a solution
1% closer to optimal than the best solution found by BLD*
within 2 hours. The users were two authors of this paper. We
were careful that a user had never before seen the particular
instances on which they were tested. We logged the users’ ac-
tions, but the primary measure was how long it took the user
to reach their target.

As shown in Table 3, the users were able to reach these
targets in about 15 minutes on average. In every case, the tar-
get was reached within 30 minutes. While this is not exactly
a “head-to-head” comparison, since the users had the target
scores to reach, the fact that people were able to improve
on the solutions so quickly confirms our hypothesis. We ex-
pect that BLD* would require a significant amount of time
to match the interactive results: because BLD* is a random-
restart strategy, its improvements taper off over time.

We then ran a second set of experiments for the variable-
orientation problem. In these experiments, the users em-
ployed our variation of BLD* that orients the rectangle and
could also manually orient them. As in the first experiments,
we measured how long it took the users to find solution 1%
closer to optimal than the best solution found by BLD* within

2 hours. We ran these experiments on the N4 and N5 col-
lections, with the same test subjects as the first experiments.
Thus, in this experiment, the test subjects had previously
worked on the problem instances in the fixed-orientation vari-
ation. However, we believe both that there is little transfer
between the problem variations, and that it is extremely hard
to remember anything about a given problem instance. For
these problems, we ran both test subjects on each problem
instance.

We thought this task might be too difficult since the tar-
gets were so much closer to optimal. However, as shown in
Table 4, the subjects were able to reach the targets almost as
quickly as in the first experiments, requiring an average of 23
minutes and 10 seconds.

The N7 problem instances presented a significant challenge
because BLD* was able to produce extremely tight packings,
only 1.8% over optimal on average, even for the fixed ori-
entation problem. In our practice trials, we found it diffi-
cult to improve upon these solutions, interactively, using only
BLD*. The difficulty is that the unused space is distributed
into a great number of tiny gaps throughout the packing. This
makes it harder to pack the remaining rectangles into the
target space. We were able to make steady progress, but it
seemed like it would take hours to get a better solution. In-
stead, we devised a divide-and-conquer algorithm which pro-
duced solutions in which unused space is more concentrated
(described more fully in [16]). Using the divide-and-conquer
algorithm as well as BLD*, our test subjects were able to pro-
duce solutions 1% over optimal (or about 0.8% closer than
BLD* could achieve on average) in 12.5 to 36 minutes of in-
teractive use.

Finally, we also tested our interactive system on the few
other (fixed-orientation) benchmarks we could find in the
literature, including in particular ones without known opti-
mal solutions, referred to by Hopper as D1 and D3. [9; 18;
19]. The best solutions for D1 and D3 in the literature appear
to have height 47 and 114. We were able to find a solution

WS Stochastic Search Algorithms 5 IJCAI-03, Acapulco, Mexico



Figure 1: Interactive system: The image on the left is a screen shot of our system in use. The user has selected a region to apply
BLD* to and has frozen most of the rectangles (frozen rectangles shown in red/dark gray, unfrozen in green/light gray). The
image on the right shows a blowup of the selected portion on the packing, after BLD* has run for a few seconds and the user
has pressed the Best button to see the best solution found.

dataset number of percent over optimal time for users to find
rectangles by BLD* in two hours packing 1% closer to optimal

N4 49 4.3% 3.3% in 14 min., 21 sec.
N5 73 4.1% 3.1% in 13 min., 52 sec.
N6 97 3.3% 2.3% in 17 min., 12 sec.

Table 3: Interaction experiment results with fixed orientation: The second column shows the average percentage over optimal
achieved by BLD* in two hours. These results are at least 2%-3% closer to optimal than the best previously published results.
The third column shows the average time it took interactive use of BLD* to achieve a solution another 1% closer to optimal.
The values are averaged over the five problem instances in the corresponding collection.

with height 46 (or width 46 in our interface) in about 15 min-
utes, as shown in Figure 2. We were able to match the 114 for
D3 in about 20 minutes.

6 Conclusion
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dataset number of percent over optimal time for users to find
rectangles by BLD* in two hours packing 1% closer to optimal

N4 49 2.9% 1.9% in 26 min., 21 sec.
N5 73 2.6% 1.6% in 19 min., 59 sec.

Table 4: Interaction experiment results with variable orientation: The second column shows the average percentage over optimal
achieved by BLD* in two hours. The third column shows the average time it took interactive use of BLD* to achieve a solution
another 1% closer to optimal. The values are averaged over the 2 trials each of five problem instances in the corresponding
collection.

Figure 2: Our solution to the D1 dataset, which is one unit
better than the best previously published solution. The solu-
tion has width 46 in our interface, or height 46 in the standard
formulation.
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Abstract
Recent work has demonstrated that it is possible to
boost the efficiency of combinatorial search pro-
cedures via the use of principled restart policies.
We present a coupling of machine learning and dy-
namic programming that extends prior efforts by
endowing restart policies with knowledge of the
hardness of the specific instance being solved. This
ability allows a restart policy to take into consid-
eration a dynamically updated probability distribu-
tion over hardness as a previously unseen instance
is being solved. We discuss the methods, highlight-
ing their importance for real-world applications of
combinatorial search. Finally, we present the re-
sults of experiments.

1 Introduction
A key observation made over the last decade is that pro-
cedures for solving difficult combinatorial search problems
show great variance in running time [22; 4; 15; 10]. The
large variance in run time has been a significant obstacle to
creating real-time reasoning systems in numerous challeng-
ing domains.

In pursuit of fast and robust search algorithms, investiga-
tors have targeted the uncertainty in run time directly with
techniques including restarts and algorithm portfolios [5; 6;
8; 7; 9]. Portfolio methods allocate portions of the total re-
sources to different solvers, seeking to minimize the risk of
a long run time via diversification. Restart policies work by
limiting the time expended by specific runs, by repeatedly
halting the solution procedure after some period of time is
spent, and re-starting with a different random seed.

We describe new methods that complement recent efforts
on developing sound probabilistic restart policies [11; 13;
21]. The earlier work has centered on the use of machine
learning to inform a reasoner about the probability distribu-
tion over the time required to solve a particular run of an in-
stance drawn from a source distribution or ensemble. The
efforts in predictive modeling to date have not addressed the
challenges of handling the great variation in the hardness of
different instances—as captured for example, by the median
run time required to solve an instance, derived by solving the
instance multiple times.

Developing a means for recognizing the hardness of spe-
cific instances is important for the real-world scenario of
committing to the solution of a particular instance that has
never been seen before. We attack this problem directly by
developing new machinery that allows a solver to continue

to update beliefs about the overall hardness of a specific in-
stance that must be solved, conditioning on information gath-
ered with repeated restarts. The work can be viewed as en-
abling a solver to formulate the best restart policy for an
instance under uncertainty by making inferences about the
hardness of the instance.

Making restart policies aware of the hardness of a new in-
stance drawn from an instance ensemble requires the devel-
opment of methods for solving three challenges: (1) Decom-
posing an instance ensemble into sub-ensembles via an ef-
fective segmentation of the general ensemble into subgroups
of instances with similar hardness, (2) developing predictive
models that provide probabilities that an instance is derived
from each sub-ensembles, and (3) updating the probabilities
in light of information about the history of restarts, observed
on the way to a solution, and using the updated probabilities
intrinsically in a restart policy.

We shall first summarize prior work on restart policies.
Then, we present new methods for clustering an ensemble
of instances into sub-ensembles to decrease hardness vari-
ation within sub-ensembles. The creation of instance sub-
ensembles enables a system to learn and reason about the
probability distribution over the hardness of the specific in-
stance at hand. We next review the dynamic-programming
approach to identifying ideal restart policies [21], now tak-
ing into consideration the likelihood of different hardnesses.
We describe experiments we performed to test the methods.
Finally, we discuss research opportunities.

2 Research on Restart Policies
The run time of backtracking heuristic search algorithms is
notoriously unpredictable. Gomes et al. [8] demonstrated the
effectiveness of randomized restarts on a variety of problems
in scheduling, theorem-proving, and planning. In this ap-
proach, randomness is added to the branching heuristic of a
systematic search algorithm; if the search algorithm does not
find a solution within a given number of backtracks (referred
to as the cutoff), the algorithm is restarted with a new ran-
dom seed. Luby et al. [19] described restart policies for any
stochastic process for two scenarios where runtime itself is
the only observable: (i) when each run is a random sample
from a known distribution, one can calculate a fixed optimal
cutoff; (ii) when there is no knowledge of the distribution,
a universal schedule mixing short and longer cutoffs comes
within a log factor of the minimal run time.

Horvitz et al. [11] showed that it is possible to do bet-
ter than Luby’s fixed optimal policy by making observations
of a variety of features related to the nature and progress of
problem solving during an early portion of the run (referred
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to as the observation horizon) and learning, and then using, a
Bayesian model to predict the length of each run. Under the
assumption that each run is an independent random sample
of one runtime distribution (RTD), [13] used observations to
discriminate the potentially short runs from the long ones and
then adopted different restart cutoffs for the two types of runs.

Ruan et al. [21] considered the case where there are �
known distributions, and each run is a sample from one of
the distributions—but the solver is not told which distribu-
tion. The paper showed how offline dynamic programming
can be used to generate the optimal restart policy, and how the
policy can be coupled with real-time observations to control
restarting. The authors point out that, from the solver’s point
of view, the runs are dependent because they are influenced
by the unknown choice of source distribution. Each run is,
however, still an independent sample from a particular distri-
bution. This analysis characterizes several distinct problem-
solving scenarios, including the scenarios where (i) each dis-
tribution is the RTD for a single instance under a randomized
solver; (ii) each distribution corresponds to an ensemble of
instances with similar RTD’s; or (iii) each distribution is the
RTD of a heterogeneous ensemble, and the solver gets a new
problem instance for each run.

All of these scenarios can be taken to be simplified ver-
sions of the real-world situation where each distribution cor-
responds to a heterogeneous ensemble of instances, and the
same problem instance is used for each run. The analysis
of the real-world scenario requires machinery that relates the
RTD of an ensemble to the RTD’s of its individual instances
under a randomized solver.

This paper addresses the challenge of creating techniques
for tackling the real-world scenario. The method has three
steps as follows:

1. Collecting Data. Training instances are randomly sam-
pled from an ensemble of instances and each training
instance is solved many times with a randomized solver
to obtain its RTD. At the start of each run, we also col-
lect a set of features which will be used for learning a
decision which classifies instances into sub-ensembles,
based on the observed features.

2. Partitioning Ensembles. Next, we partition the training
instances into sub-ensembles so that instances in a sub-
ensembles have similar RTD’s. We employ machine
learning to to build a predictive model that provides a
probability distribution over the parent sub-ensemble for
an instance.

3. Constructing Restart Policies. Then, we compose an op-
timal restart policy harnessing an offline dynamic pro-
gramming approach [21]. As we shall see, such policies
require more than a simple combination of optimal cut-
offs for all RTD’s.

We also undertook a set of experiments. After building
the partitions and composing ideal hardness-aware restart po-
lices, we sample a new set of instances from the ensemble and
use them to test the efficacy of the constructed restart policies.

3 Variability in Problem Hardness
Many problem solving scenarios involve solving instances
drawn from a distribution of problems of mixed hardness
and where every sampled problem must be solved. It has
proven extremely difficult in practice to define realistic prob-
lem ensembles where instances do not vary widely in hard-
ness [14]. Different instances have widely varying RTD’s
(and thus, widely varying optimal fixed cutoffs) even in the

well-known random 3-SAT problem ensembles with fixed
clause-to-variable ratios [15].

We view the problem of deliberating about the RTD of a
new problem instance under uncertainty, given prior experi-
ences with related instances, as a critical challenge for real-
world applications of restart policies. In general, the proper-
ties of the instance may be quite different from those of the
ensemble. For example, the ensemble may be a mix of hard
and easy instances; it may include instances with heavy-tailed
RTD’s, and other instances whose RTD is captured by a fixed,
constant run time.

Ideally, if all instances in an ensemble have the same run-
time distribution, i.e., there is no variability within the en-
semble, the problem of finding the optimal restart policy for
a newly given an instance from the ensemble collapses to the
problem of finding Luby’s optimal cutoff [19] for the run-
time distribution of the whole ensemble. In practice, it is typi-
cal to see high variability in the intrinsic hardness of instances
within an ensemble. Prior work on quasigroup with holes
(QWH) demonstrated that variability in hardness of QWH
instances with the same size of square and same number of
holes is an order of magnitude or more [1]. The high variabil-
ity in hardness remains for this problem even when we im-
pose finer-grained properties on the ensemble. For example,
we see great variation in the time for solving QWH instances
even when we consider only those instances that show a bal-
anced hole pattern [14]. Similar observation have been made
on other domains, e.g., combinatorial auctions [17].

The high variability in the hardness of instances makes it
infeasible to adopt a fixed-cutoff restart policy. If the cutoff is
set too low, some hard instances may have little chance being
solved. On the other hand, if the cutoff is set too high, we may
waste too much time on multiple unfruitful runs. Another
candidate restart policy is Luby’s universal policy. But as
our experimental results will show, this policy is relatively
inefficient.

We approach the problem of the high variability in run
time by decomposing a given ensemble into a mixture of
ensembles. We seek to divide the mixture into several sub-
ensembles such that the variability in hardness within each
sub-ensemble is significantly reduced and the RTD of the
sub-ensemble is a reasonable approximation of the RTD of
instances within the sub-ensemble.

4 Partition of a Problem Ensemble by
Hardness

We can divide an ensemble into sub-ensembles by hardness in
several different ways. We have focused on two approaches:
(1) segmenting the ensemble into sub-ensembles by median
run times of instances, and (2) by clustering instances by Eu-
clidean distances between run-time distributions.

4.1 Median-Based Partition of Ensembles
With the median-based approach, we decompose a mixture of
ensembles into sub-ensembles with methods that consider the
median run times of instances observed after multiple runs.

We employed a straightforward approach to segmenting
the instances: Instances whose median run times are within
certain ranges are clustered into the same sub-ensemble and
ranges are divided such that sub-ensembles have equal num-
bers of instances. We used mean-squared error (MSE) to
measure the variability within an ensemble or sub-ensemble.�������	�
 ��  ����� 
���������� � ������
 ���!���"� � �#�$�$%
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5.1 Restarts without Observations
Let �  be the prior probability of a run being chosen from
distribution

� 
, �  � � � as the probability that a run which has

been selected from
� 

will stop exactly at � , and �  � � � �� ��� ��� �  � ��� � as the cumulative function of �  � � � , where � �� 
%$&$'$'
$� . We shall assume that �  is non-trivial in the sense
that �  � ����� � � � . Each state is a tuple of � � � 
�$'$'$&
 � ( � and
the set of actions for all states is the set of cutoffs. Given an
action � , i.e., cutoff = � , and state

� � � � � 
�$'$'$&
 � ( � , the next
possible state is either the termination state where the prob-
lem is solved, or the a non-terminal state

� � � � � � � 
%$&$'$&
 � �( � ,where � � � 
�$'$'$&
 � �( are the updated probabilities. We denote the
termination state as

��� � � � 
�$'$&
 � � . The termination state is
a cost-free state; once the solver reaches that state it remains
there at no further cost. The objective of restart control policy
is to reach the termination state with minimal expected cost.

As shown in [21], a Markov decision process (MDP) can
be used to derive an optimal restart policy. Following the
derivation described in [21], we define the transition proba-
bility, state transition, and the corresponding cost as follows:

For the next non-terminal state
� � � � � � � 
�$'$&$'
 � �( � , we have� � � �  � � � �

� � � �� (� � � � � � � � � � � � �$�

for � � � 
�$'$&$'
$� .
The expected cost of setting the cutoff to be � at state

�
,

i.e., the expected length of the run at state
�

with cutoff � ,
denoted as 	 � � 
 � � , is

	 � � 
 � � � (�  ��� �

� �� � ��� � � �


� � � ��
 � � � � �


� � � �$� (1)

Given a cutoff � , the transition probabilities from
�

to
� �

and the termination state
���

are

� � � �� � 
 � � � (�  � � �

� � � �


� � �$�

� � � �  � 
 � � � (�  � � �
 �  � � �

The transition probability from
�

to any state other than
� �

and
� �

is 0.
The optimal expected solution time from state

� �
� � � 
�$'$&$'
 � ( � is the optimized sum of the immediate cost	 � � 
 � � and the optimal expected solution time of the two
possible future states, which is given by the following Bell-
man equation:��� � � � � � ������ 	 � � 
 � ��
 � � � �� � 
 � � ��� � � � �
 � � � �  � 
 � � � � � � � ���� � ������ 	 � � 
 � ��
 � � � �  � 
 � � � � � � � ���
where we use the relation of

� � � � � � � � .� � � � � can be computed using dynamic programming. We
employed policy iteration on the discretized state space to
solve the optimization problem. We shall discuss the experi-
ments for the case of runs without observation in Sec. 7. Next
we review the case where we consider observations gathered
during run time in addition to the time taken by previous runs.

5.2 Restarts with Observations
Prior work has demonstrated how observations about problem
solving can be taken into consideration [11; 13]. The basic
idea is that a solver may be able to make observations, beyond
simply noting time expended on an instance, that can update
its beliefs about the likelihoods that an instance being solved
is a sample from each sub-ensemble

� 
. In particular, we

explore the case where an evidential feature � , reflecting the
solver state or solver progress, is observed during a run. �
is a function of the initial trace of the solver as calculated
by a decision tree over low-level variables. � may be binary
valued or multi-valued [21]. To encode � as part of a state, a
state

�
can be denoted as � � � 
%$&$'$&
 � ( 
 � � .Again, following the procedure in [21], we define the tran-

sition probability, state transition, and the corresponding cost
as follows:

In state
� ( � � � � 
%$&$'$&
 � ( 
 � ( � , with cutoff setting to � ,

if a solution is found, the solver will be in the termination
state

� �
, or if no solution is found, in one of the states� (�� � � � � � � 
�$'$&$'
 � �( 
 � (�� � � for all possible values of � (�� � .

The transition probability from
� (

to any other states is 0.
For the next state

� (�� � � � � � � 
�$'$&$'
 � �( 
 � (�� � � , we have� � � � � �

 � ( 
 ! 
 � (�� � �� �  � � !  � ( 
 �

 � � � � (�� �  �
 �� ( � � �  � � !  � ( 
 �

 � � � � (�� �  �
 �

Where ! denotes the event that no solution is found in a run
with cutoff � .

The transition probability from state
� ( � � � � 
%$&$'$&
 � ( 
 � ( �with cutoff � to

� (�� � � � � � � 
�$'$'$&
 � �( 
 � (�� � � is

� � � (�� �  � ( 
 � � �
(�  ��� �

� � !  � ( 
 �

 � � � � (�� �  �
 �

We note that
� � !  � ( 
 �

 � and
� � � (�� �  �

 � can be derived
from the data, assuming we have knowledge of RTD for sub-
ensemble

� 
,
� 

with � as well as probability of observing� in
� 

, for � � � 
�� 
%$&$'
$� .
The transition probability from

� (
to the terminal state is

� � ���  � ( 
 � � � (�  ��� �
 �  � � � (2)

The expected length of the � th run associated with setting
the cutoff to � at state

� (
is given by Eqn. 1. Similar to the

case of no observation, The optimal expected solution time
from state

� ( � � � � 
�$'$&$'
 � ( 
 � ( � is the optimized sum of the
immediate cost 	 � � ( 
 � � plus the optimal expected solution
time of the possible future states, which is given by the fol-
lowing Bellman equation:��� � � ( � � � ���� � 	 � � ( 
 � ��
 � � ���  � ( 
 � � ��� � ��� �
 �

!�"$#&%
� � � (�� �  � ( 
 � � � � � � (�� � ���

Similarly, the restart policy for the case with run-time ob-
servations can be computed with the use of dynamic program-
ming. As mentioned above, the specific series of cutoffs the
policy generates depends upon the features observed during
each run of an instance. Therefore the policy takes the general
form of a tree rather than a list.
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6 Example
The following simple example illustrates clustering instances
by the median runtime. Suppose that the RTD of each in-
stance is a scaled pareto distribution controlled by a parame-
ter � : � � � � ��� ��� � % if ������

if � ���
This is a canonical example of a heavy-tailed distribution.

Furthermore, suppose that � is an integer that is uniformly
distributed in the range � �!� 
 � ���
	 across the problem distribu-
tion. The median run time of any particular instance is � � ,
so we expect that median run times of the sampled instances
would fall uniformly in the range � ��� 
 � ���
	 . A binary cluster-
ing by the median run times of the samples should give one
cluster where the instance medians are in the range � ��� 
 ��� �
	
(equivalently, ���� ��� 
���� 	 ) and another cluster where the
instance medians are in the range � �!��� 
 � ����	 (equivalently,����� ��� 
 � � �
	 ). Each cluster, or sub-ensemble, yields an en-
semble run time distribution. The ensemble distribution RTD
is the normalized sum of the RTD’s of the instances it con-
tains.

Fig. 2 shows the sub-ensemble RTD’s for this example.
The ensemble RTD’s are not simple scaled pareto distribu-
tions, because there is a non-zero probability density to the
left of the maximum points. However, the shapes to the
right are quite similar, and most importantly, restart strate-
gies based on these curves “do the right thing.” As we have
seen, the restart policies assume that one of the sub-ensemble
RTD’s is a good approximation to the RTD of any particular
instance that must be solved. One can show (analytically or
by computer simulation) that the optimal cutoffs for the two
clusters are at ��� and �
��� respectively. Note that, at these cut-
offs, all instances in the cluster have a significant probability
of solution: There is no danger of catastrophic failure by us-
ing an ensemble cutoff which is so low that some instance has
zero probability of solution.

The dynamic programming procedure described above can
then be used to calculate a complete policy—in the case of
the example where there are no run-time feature observations,
this is a sequence of cutoff values to try on any given instance
until solution is reached. In this example, the series of chang-
ing cutoff values are� � � 
 � ��� 
������ 
 ��� � 
 ��� � 
 ����� 
 ����� 
%$&$'$

The constructed restart policy makes intuitive sense. At the
beginning, a problem is selected from the two sub-ensembles
with equal probability. The restart policy starts with a cut-
off, 201 in this case, that is between the two optimal cutoffs
of the sub-ensembles. If the problem is not solved within
the given cutoff, the problem is more likely from the sec-
ond sub-ensemble ( ����� ��� 
 � � �
	 ). Thus the restart policy
increases the cutoff to 222 by considering the updated belief.
This procedure is repeated until a solution is found. Interest-
ingly, the restart policy uses the optimal cutoff of the second
sub-ensemble after several unsuccessful tries, because at that
point the probability that the problem is from the second sub-
ensemble is very high.

Although this example used parameterized distributions for
clarity, in general neither the individual nor the ensemble dis-
tributions have a simple parameterized form, so all calcula-
tions are done via learning and simulation. We also note that
we used a uniform distribution of the parameter � in the ex-
ample for simplicity, even though such a uniform distribution
is not ideal for a binary clustering. We have observed that

most of the real-world problem distributions are relatively bi-
modal, with most instances being either very easy or very
hard. Finally, we note that we have not yet devised analytic
error bounds on the loss incurred by using ensemble RTD’s
to approximate individual RTD’s. Indeed, because one can
construct pathological cases where the policy defined using
the ensemble RTD’s fails to solve some instance, such guar-
antees would have to be conditional on the form of the indi-
vidual RTD’s.

7 Experiments
We performed a set of empirical studies to explore our ap-
proach to finding optimal restart policies with and without
observations. The benchmark domains we considered were
the quasigroup domain (QCP and QWH) [5; 1; 14], graph
coloring problems [3], and
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QCP (CSP) QWH (SATZ) GCP (SATZ) Planning (SATZ)
Restart Policy ERT % ERT % ERT % ERT %
DistQ(4), no predictor 95,846 50 74,191 39 21,172 68 13,502 44
Median(4), no predictor 93,797 51 68,720 43 19,542 70 13,238 45
Median(2), predictor 78,959 59 52,636 57 18,475 72 8,772 64
Median(3), predictor 82,346 57 58,894 52 18,814 71 8,910 63
Luby’s optimal, No sub-
ensemble

� - � - � - � -

Luby’s optimal, RTD of
testing instances

33,869 83 30,084 76 15,083 77 4,005 84

Luby et al. universal 191,060 0 120,363 0 64,793 0 23,723 0

Table 1: Results of comparative experiments of policies for sub-ensembles, with and without observation, with Luby et al.’s
universal restart policy. ERT is the expected run time (choice points) and improvements are measured over Luby et al.’s
universal policy.

� ��������� � � � (
� ��� �	� � � � ) uses median run time (distance between run-time distributions) to cluster instances

into � sub-ensembles.

ensembles leads to a situation where a low fixed cutoff indi-
cated by the policy has little chance of solving hard instances.

We found that the hardness-aware restart policies, taking
observations into consideration, are more efficient than the
restart policies overlooking observations. We attributed the
improvement in solution time, ranging from about ��� to �����
for the domains, to effectively harnessing the predictive mod-
els for identifying the proper sub-ensemble.

We found that for the restart policy with observations, the
expected run times for a partitioning into two sub-ensembles
are slightly better than those for three sub-ensembles. We
believe that the slight degradation associated with the finer-
grained partitioning is based in an induced tradeoff. Because
we held the number of training cases constant, we could gen-
erate more accurate predictive models for the situation of
fewer sub-ensembles; the gains in the predictive accuracy of
models for the smaller partitioning overcame the higher vari-
abilities within the sub-ensembles.

8 Summary and Directions
We introduced a method for constructing restart policies that
leverage a continually updated probability distribution over
sub-ensembles of different hardness during problem solving.
The methods address the high variability in hardness of in-
stances seen in attempts to solve real world problems. To
illustrate the value of the methods, we performed several ex-
periments that compare the new policies with static restart
procedures. We developed learning predictors that can pro-
vide probability distributions over the hardness of a new in-
stance.

Although the dynamic policies that consider the likelihood
of sub-ensembles are significantly more efficient than the uni-
versal restart policy of Luby et al., there is still room for im-
provement, when considering the ideal situation of applying
the optimal restart policy of Luby et al. in the context of
having knowledge of the exact RTD’s of each instance being
solved. Another problem with our offline learning approach
is that collecting run-time distributions for learning is time
consuming.

We believe that embedding a principled characterization of
the hardness of new problem instances within restart poli-
cies will be critical for solving combinatorial search prob-
lems in the real world. In our ongoing work, we are work-
ing to enhance the efficiency of the restart policies through
building more powerful predictive models. We are pursuing
more powerful models for predicting both the hardness of an
instance and the likely execution time of individual runs of

an instance conditioned on different sub-ensembles. We be-
lieve that the key to building more powerful models for both
predictive challenges is the generation of larger data sets and
the integration of additional observations, including custom-
tailored, domain-specific features.

We are particularly interested in tradeoffs associated
with partitioning ensembles into larger numbers of sub-
ensembles. Segmentation of an ensemble into finer-grained
sub-ensembles promises to reduce the uncertainty in hardness
at a cost of increased data collection and cost of optimiza-
tion. In the face of these tradeoffs, we are pursuing methods
for selectively decomposing sub-ensembles into finer-grained
sub-ensembles, seeking to focus data collection and reason-
ing where it will be most effective.
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differs from local search in some subtle ways. Moving from
one state to another in local search typically involves chang-
ing the assignment of one (or two) variables, thus the name
local search. In multi-agent search, any number of variables
can change positions at each move; each agent chooses its
most convenient position (e.g., value). The evaluation func-
tion that assesses the quality of a given state in local search is
a global account of the quality of the state (typically the total
number of broken constraints). In ERA, the value of the state
is a combination of the value of the individual agents (typ-
ically the number of broken constraints of an agent). ERA
appears to decentralize the global control of the selection of
the next state to the individual agents.

2.2 Graduate Teaching Assistants (GTA) problem
As a real-world CSP, the GTA problem is defined as follows.
In a semester, given a set of graduate teaching assistants, a
set of courses, and a set of constraints that specify allowable
assignments, find a consistent and satisfactory assignment of
GTAs to courses [Glaubius and Choueiry, 2002]. In prac-
tice, this problem is over-constrained. Typically there are not
enough GTAs to cover all tasks, and some courses may have
no GTA assigned to them. The goal of the GTA problem is
to ensure GTA support to as many courses as possible. We
measure the quality of a solution primarily by the number of
courses assigned to a GTA. A secondary criterion is to maxi-
mize the arithmetical or geometric average of the assignments
since each GTA expresses a preference value (between 0 and
5) for each course.

In the GTA problem, the courses are modeled as variables
and the GTAs are the values. There are a number of unary,
binary and non-binary constraints that model the rules gov-
erning the assignments. In particular, each course has a load.
The total load of a semester is the maximum of the cumula-
tive load of the individual courses (in our setting, the semester
has two parts that do not always have equal loads). Further,
each GTA has a capacity factor, which is constant through-
out the semester and indicates the maximum course weight
he or she can be assigned at any point in time during the
semester. The sum of the capacities of all GTAs’ represents
the resource capacity. A detailed description of the problem,
the constraints, and the solution derived by using a backtrack
search can be found in [Glaubius and Choueiry, 2002].

2.3 ERA model
An ERA system has three components: an Environment ( � ),
a set of Reactive rules ( � ), and a set of Agents ( � ). The en-
vironment records the number of constraint violations of the
current state for each value in the domains of all variables.
Each variable is an agent, and the position of the agent cor-
responds to the value assigned to this variable. The agent
moves according to its reactive rules. Three assumptions are
made: all agents have the same reactive rules; an agent can
only move to positions in its own domain; and agents move
in sequence and not at the same time.

Environment
An environment � is a two-dimensional array that has �
rows corresponding to the number of courses, and has � ���	��
��

columns where ��	��
 is the size of the largest domain. The
entry � ��� ��� �� ��������������� � in the environment � refers to a po-
sition at row

�
(representing Agent

�
) and column

�
(repre-

senting the value of index
�

in the domain of Agent
�
). It

stores a list of two values for Agent
�

in position
�
, namely do-

main value and violation value. Domain value, � ��� ��� �� �����! � ,
is the current value assigned to an agent. Violation value,� �!� �"� #� ��������������� � , is the number of constraints broken by the
current assignment of an agent. Fig. 1 illustrates the environ-
ment � of in the GTA problem. Each course is an agent, and
each cell records two values of the agent: the domain value
(i.e., a GTA) and the violation value. This violation value

:
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course-n

(GTA5, 15)

(GTA5,8)

Figure 1: The data structure of environment $ .

of an agent is also called its position value. A zero
position is a position for the agent that does not break
any of the constraints that apply to it. That means the current
assignment of the agent is consistent with the other agents’
assignments. Obviously, if agents are all in zero positions,
then we have a full, consistent solution. The information in� is updated when an agent changes position. The goal is to
have each agent find its zero position.

Reactive rules
Liu et al. [2002] define three reactive rules, � , that govern the
interaction between an agent and the environment:

1. Least-move: The agent chooses the position with the
minimal value and moves to it, breaking ties randomly.

2. Better-move: The agent chooses a position at random. If
the chosen position has a smaller value than the current
position value, then the agent moves to it. Otherwise the
agent keeps its current position.

3. Random-move: With a probability % , the agent randomly
chooses a position to move to. This rule avoids the pos-
sibility of the agent getting stuck in a local optimum.

Agent
A variable is represented by an agent. At each state, the
agents choose a position to move to following the reactive
rules. The agents will keep moving until all have reached
zero position or a certain time period has elapsed.

ERA algorithm
The ERA algorithm has the following five main functions:

1. Initialization builds the environment � , gener-
ates a random position for each agent, and moves the
agent to this position.

2. Evaluation calculates the violation value of each
possible position for each agent.

3. Agent-Move checks whether an agent is in zero
position. If it is not, it tries to find a new position
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for the agent and calls Evaluation to update the cur-
rent state. Otherwise, it does nothing.

4. Get-Position uses the applicable reactive rule to
find a new position for an agent.

Initialization
Input: a problem
Output: a random state
1: Build environment $ and initialize its entries
2: for each agent do
3: move to a random position
4: end for

Algorithm 1: Initialization

Evaluation
Input: a state
Output: update position values
1: for each agent � do
2: for each position in the current domain of agent � do
3: Calculate the position value based on the current assign-

ments of other agents’
4: Store this value
5: end for
6: end for

Algorithm 2: evaluation

Agent-Move
Input: a state
Output: a new state
1: for each agent � do
2: if ( ����������	�
 ��������������� =0) then
3: do nothing
4: else
5: ��� Get-Position
6: call Evaluation(state)
7: end if
8: end for

Algorithm 3: Agent-Move

5. ERA loops over the agents and keeps moving them until
they are in zero position or a specified number of
iterations MAX MOVE is reached. When all agents reach
a zero position, the problem is solved and the so-
lution is returned. Otherwise, the best approximate so-
lution encountered to date is returned.

Liu et al. [2002] established that the time complexity of
the ERA algorithm � � ����� � �	��
  and its space complex-
ity is � � ��� � �	��
  . Further, they demonstrated ERA with
two benchmark CSPs: the � -queen and coloring problems.
Both problems have only binary constraints and the instances
tested were solvable. In this paper, we examine the perfor-
mance of the ERA in solving the more difficult, non-binary,
over-constrained GTA problem. Before we describe our ex-
periment, we summarize some possible behaviors of an agent
and the rules that govern the behavior. We also review some
observations presented by Liu et al. [2002].

Get-Position
Input: an agent
Output: a new position
1: calculate a probability �
2: if (�! "�$# ) then
327.12 Td
(5.)Tj
12.4617 0 �5.88 687 Tm
%’&(���fl����)���mo

4: else if (

�! +*$#)then
5:



behaviors 2. Then, using FrBLR as the default behavior of
agents, we solved 8 instances of the GTA problem, including
solvable and over-constrained cases. We conducted four main
experiments: we tested the behavior of ERA (Section 3.1),
compared it to that other search techniques (Section 3.2), ob-
served the behavior of individual agents (Section 3.3), and
identified a shortcoming of ERA which we call the deadlock
phenomenon (Section 3.4). Observations follow each experi-
ment and are numbered accordingly.

3.1 Testing the behavior of ERA
In the following two experiments we recorded the number of
agents reaching zero position at every iteration.

Experiment 1. Solve 100-queen problem with LR, BLR and
FrBLR.
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Figure 2: Agents in zero position in the 100-queen problem.

Observation 1.1. FrBLR exhibits the best performance in
terms of the number of iterations necessary to reach a solu-
tion, see Fig. 2. Indeed:
8 After the first iteration, there are 54 agents in zero
position with LR, 88 with BLR, and 80 with FrBLR.
For BLR and FrBLR, over 80% of the agents are already
in zero position.

8 FrBLR reaches a full, consistent solution after only 5
iterations. BLR requires 17 iterations, and LR 56.

This observation is in agreement with the results of Liu et
al. [2002]. We report the following additional observations.

Experiment 2. Solve the GTA problem for the data-set
Fall2001b using LR, BLR and FrBLR.

Observation 2.1. The number of agents in zero posi-
tion does not grow strictly monotonically with the num-
ber of iterations, but may instead exhibit a ‘vibration’ behav-
ior. This is contrasted with the ‘monotonic’ behavior of hill-
climbing techniques and illustrates how ERA allows agents
to move to non-zero positions to avoid local optima.

2The � -queen problem is not particularly well-suited for testing
the performance of search. However, we use it only to be on a com-
mon level with Liu et al. [2002]. Indeed, they conducted their tests
on the � -queen and the coloring problems, and drew their conclu-
sions from the � -queen problem.
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Figure 3: Agents in zero position for Fall2001b.

Observation 2.2. Fig. 3 shows that the curves for BLR and
FrBLR ‘vibrate,’ highlighting an unstable number of agents
in zero position across iterations, while LR quickly
reaches a stable value. FrBLR, which combines LR and BLR,
achieves the largest number of agents in zero position.

Observation 2.3. After the first few iterations, a large num-
ber of agents seem to reach their zero position with LR
than with BLR. However, the problem seems to quickly be-
come ‘rigid’ and the total number of agents in zero posi-
tion becomes constant.

3.2 Performance Comparison: ERA, LS, and BT
In order to gather an understanding of the characteristics of
ERA, we compared its performance with that of two other
search strategies we previously implemented. The first strat-
egy is a systematic, backtrack search (BT) with dynamic
variable ordering fully described in [Glaubius and Choueiry,
2002]. The second strategy is a hill-climbing, local search
(LS) to be documented in [Zou, 2003]. LS is a combination
of constraint propagation to handle non-binary constraints
and the min-conflict random walk algorithm as presented in
[Barták, 1998].

As stated in Section 2.2, the GTA problem is over-
constrained. We try to find the assignment that covers the
most tasks and, for an equal solution length, one that maxi-
mizes the arithmetic or geometric average of the preference
values of the assignments. In all three searches (i.e., ERA,
BT, and LS), we store the best solution found so far, so that
the search behaves as an anytime algorithm.

Experiment 3. Solve the GTA problem for the real-world
data of Fall2001b, Fall2002 and Spring2003 using ERA, BT
search [Glaubius and Choueiry, 2002], and a hill-climbing,
local search technique [Zou, 2003]. Since all the problems
were difficult to solve (and two of them are indeed unsolv-
able), we boosted the available resources to transform these
problems into solvable ones. To accomplish that, we added
extra resources—dummy GTAs—into the data set. The results
are shown in Tab. 1 and Figs 4 and 5.

We adopted the following working conditions:
8 As soon as BT search becomes unable to find a better

solution after 20 seconds, it is interrupted.
8 The maximum iteration number for LS and ERA is 200.
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8 We increased the number of dummy GTAs, one at time,
until one of the search techniques could find a solu-
tion. The solvable instance thus obtained may have more
GTAs that it is actually needed.

8 The ratio of total capacity and total load
(shown in column 7 in Tab. 1) is an indicator of the tight-
ness of the problem. When it is less than 1, the instance
is over-constrained and guaranteed not solvable. Other-
wise, it may or may not have a full solution.

We compared the search techniques according to five criteria:

1. Unassigned courses: the number of courses that are not
assigned a GTA (col. 8, 13 and 18 in Tab. 1). The pri-
mary goal is to minimize this value.

2. Solution quality: the geometric average of the prefer-
ences, with values ����� ����� (col. 9, 14, and 19 in Tab. 1).
A larger value indicates a better solution.

3. Unused GTAs: the number of GTAs not assigned to any
task (col. 10, 15, and 20 in Tab. 1). This value is useful to
analyze why certain resources are not used by the search
mechanism, useful feedback in the hiring process.

4. Available resources: the cumulative value of the remain-
ing capacity of all GTAs after assignment (col. 11, 16,
and 21 in Tab. 1). This provides an estimate of whether
a search strategy is wasteful of resources.

5. CC: the number of constraint checks, counted using the
convention of Bacchus and Van Beek [Bacchus and van
Beek, 1998] (col. 12, 17, and 22 in Tab. 1).

Observation 3.1. Only ERA was able to find a full solution
to all solvable problems (column 18 of Tab. 1). Both BT and
LS failed for all these instances. In this respect, ERA clearly
outperforms the other two strategies and avoids getting stuck
in useless portions of the search space.

Observation 3.2. When the ratio of total capacity to total
load is greater than 1 (problem may or may not be solvable),
ERA clearly outperforms BT and LS. Conversely, when the
ratio is less than 1 (problem is necessarily over-constrained),
ERA’s performance is the worst, as shown in Fig. 4. Indeed,
we make the conjecture that ERA is not a reliable technique
for solving over-constrained problems.
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Table 1: Comparison between BT, LS, and ERA. strategies O/B in-
dicates whether the instance is original or boosted. CC is the number
of constraint checks.
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Observation 3.3. On average (see Fig. 5), LS performs much
fewer constraint checks than ERA, which performs fewer
constraint checks than BT.

This feature of LS is useful when checking constraints
(e.g., non-binary constraints) is a costly operation.
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Figure 5: Constraint checks

Observation 3.4. ERA leaves more GTAs unassigned than
BT or LS (col. 10, 15, and 20 in Tab. 1), which raises concerns
about its ability to effectively exploit the available resources.

In particular, for Spring2001b (O), 8 GTAs remain un-
used. This alarming situation prompted us to closely exam-
ine the solutions generated, which yielded our identification
of the deadlock phenomenon discussed in Section 3.4. Fi-
nally, we compared the behavior of ERA on solvable and
unsolvable problems in terms of the number of agents in
zero position per iteration. The solvable problems
are: Spring2001b (B), Fall2001b (B/O), Fall2002 (B), and
Spring2003 (B/O) (Fig. 6). The unsolvable ones include
Spring2001b (O) and Fall2002 (O) (Fig. 7).

Observation 3.5. Fig. 6 and Fig. 7 show that the performance
of ERA is more stable when solving solvable problems than
when solving unsolvable problems.
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3.3 Observing behavior of individual agents
Tracking the positions of individual agents at various itera-
tions, we observed the three types of agent movement shown
in Fig. 8. In this figure, we used the index of the agent’s po-
sition to indicate its assigned value.
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Figure 7: ERA performance on unsolvable problems
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8 Variable: the agent changes its position relatively fre-
quently and fails to find its zero position.

8 Stable: the agent rarely changes its position.
8 Constant: the agent finds a zero position at the be-

ginning of the search, and never changes it.

Experiment 4. We set the maximum number of iterations to
500 and tracked the positions of agents over the entire data
set, grouped into solvable and unsolvable instances.

Observation 4.1. In solvable instances, most agents are sta-
ble, and a few are constant. None of the agents is variable.

Observation 4.2. In unsolvable instances, most agents are
variable, and a few are stable. None of the agents is constant.

3.4 The deadlock phenomenon
On our two unsolvable instances of Tab. 1 (i.e.,
Spring2001b (O) and Fall2002 (O)), ERA left some tasks
unassigned (col. 18) and some resources unused (col. 20),
although, in principle, better solutions could be reached.
By carefully analyzing these situations, we uncovered the
deadlock phenomenon, which is a major shortcoming of
ERA and may hinder its usefulness in practice.

Experiment 5. with the Spring2001b (O) data, we examined
the positions of each agent in the state corresponding to the
best approximate solution found, and analyzed the allocation
of resources to tasks.

The best approximate solution for this problem was found
at iteration 197, with 24 courses unassigned and 8 GTAs un-
used. The total number of courses in this problem is 65.
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Observation 5.1. We observed that the unsatisfied courses
can actually be serviced by the available, unused GTAs. ERA
was not able to do the assignment for the following reason.
There were several unsatisfied agents (i.e., courses) that chose
to move to a position in their respective rows corresponding
to the same available GTA, while this GTA could only be as-
signed to as many agents as its capacity would allow. This
situation resulted in constraints being broken and the posi-
tion values never becoming zero positions for any of
the agents. As a consequence, although agents moved to that
position, none could be assigned that position, and the corre-
sponding GTA remained unassigned.

We illustrate this situation in Fig. 9. Each circle corre-

# total agents : 65

# agents involved in deadlock: 24

# unused GTAs: 8

ff

agent in zero position

agent in deadlock

Figure 9: Deadlock state

sponds to a given GTA, note that there is exactly one circle
per GTA. Each square represents an agent. There may be zero
or more squares on a given circle. Blank squares indicate that
the position is a zero position for the agent; these will
yield effective assignments. The filled squares indicate that
although the position is the best one for the agent, it results in
some broken constraints. Thus it is not a zero position,
and the actual assignment of the position to the agent cannot
be made. The circles populated by several filled squares are
GTAs that remain unused.

Definition 1. Deadlock state:When a subset of agents com-
petes for positions that are mutually exclusive but the only
positions acceptable for them, a deadlock occurs that prevents
all agents from being assigned this position.

None of the variables in a deadlock is instantiated, although
some could be. Further, a deadlock causes the behavior of
ERA to degrade. When some agents are in a deadlock state,
one would hope that the independence of the agents would
allow them to get out of the deadlock (or remain in it) without
affecting the status of agents in zero position.

Observation 5.2. ERA is not able to avoid deadlocks and
yields a degradation of the solution. Indeed, subsequent it-
erations of ERA, instead of moving agents out of deadlock
situations, moved agents already in zero position out
their positions and attempt to find other zero positions
for them. The current best solution is totally destroyed, and
the behavior of the system degrades.

This problem was not reported in previous implementa-
tions of ERA, likely because they were not tested on over-
constrained cases. Further, it seriously hinders the applica-
bility of this technique to unsolvable problems. It is important
that ERA be modified and enhanced with a conflict resolution
mechanism that allows it to identify and solve deadlocks.

4 Discussion
We further discuss the performance of ERA.

4.1 Better-move vs. least-move
A key point in iterative-improvement strategies is to identify
a good neighboring state. In ERA, this is achieved by the re-
active rules. In Minton et al. [1992], this is the min-conflict
heuristic. We noticed that better-move provides more op-
portunities to explore the search space than least-move does,
and avoids getting stuck in local optima. With least-move an
agent moves to its best position where it stays. This increases
the difficulties of other agents and the complexity of the prob-
lem, which quickly becomes harder to solve.

4.2 Reactive behaviors
Different behaviors significantly affect the performance of
ERA. We found that FrBLR results in the best behavior in
terms of runtime and solution quality. At the beginning of the
search better-move can quickly guide more agents towards
their zero position. Then least-move prevents drastic
changes in the current state while allowing agents to improve
their positions. Finally random-move deals effectively with
plateau situations and local optima.

4.3 Global vs. local repair
Our implementation of local search, a hill-climbing strategy
with a combination of a min-conflict heuristic and propa-
gation of capacity constraints, does not undo consistent as-
signments. No variable is repaired more than once. Once
a variable has a consistent assignment, this assignment is
never undone. Repairs are done locally, to one variable at
a time, which monotonically increases the number of instan-
tiated variables. In practice, such an approach seems to get
quickly stuck in local optima, which is unlikely to be over-
come even with random restarts [Hoos and Stützle, 1999].

In ERA, however, there is no such restriction. An agent
can undo its assignment as needed, even if it is a consistent
one. This feature of ERA seems to be the major reason why
it is able to solve successfully large, tight problems that re-
sisted the other techniques we tested (i.e., solvable instances
of Tab. 1 were only solved by ERA).

In ERA, each agent has its own local goal—to move to a
minimal violation-value position. During search, each agent
focuses on achieving its local goal. The global goal of mini-
mizing conflicts of a state is implicitly controlled by the envi-
ronment E, through which the agents ‘communicate.’ This
communication medium is effective when the problem is
solvable, because agents are always able to find a ‘better po-
sition’ to move to. It also increases the ‘freedom’ of an agent
to explore its search space, which allows search to avoid local
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optima. This decentralized control is contrasted with the cen-
tralized control used in local search where the neighboring
states are evaluated globally by a centralized function.

4.4 Soft vs. hard assignment
We identify two main strategies to handle deadlocks:

Definition 2. Hard assignment: none of the variables is as-
signed the value.

Definition 3. Soft assignment: using some conflict resolu-
tion strategy, some of the variables are assigned the value in
a manner that respects its capacity constraint.

The former strategy is implemented in ERA and results in
fewer variables being instantiated. The latter is adopted in BT
and LS and results in more variables being instantiated. We
believe that the former strategy is more appropriate in practi-
cal settings because it clearly delimits the sources of conflict
and makes them the responsibility of a subsequent conflict
resolution process. Indeed, conflict identification is a difficult
task (perhaps NP-hard) and ERA may well be an effective
strategy to approach it.

4.5 Stable vs. unstable evolution
As highlighted in Fig. 6 and 7, the evolution of ERA across
iterations, although not necessarily monotonic, is stable on
solvable problems and gradually moves towards a full solu-
tion. On unsolvable problems, its evolutions is unpredictable
and appears to oscillate significantly. This contradicts the
conclusion of Liu et al. [Liu et al., 2002], which claims that
ERA always evolves toward better states. This clearly does
not hold true for over-constrained problems.

4.6 Solvable vs. unsolvable problems
Among the three strategies we tested (we are testing others),
only ERA was able to solve our hard, solvable instances. This
ability can be traced to its decentralized control, which al-
lows it to move out of local optima. However, this feature
is also the cause of the deadlock phenomenon encountered
in over-constrained cases. Indeed, ERA’s performance is un-
stable and leaves many solvable tasks unsolved. This yields
solutions less competitive than those obtained by BT and LS.
We therefore need to develop a more sophisticated inter-agent
communication mechanism to overcome this obstacle, which
is overlooked in the original ERA algorithm [Liu et al., 2002].

5 Future research directions
Our experiments were carried out on the 100-queen problem
and real-world instances of the GTA problem. While our ob-
servations seem generalizable beyond these two problems, we
still need to characterize the behavior of multi-agent search
on random and other real-world CSPs.

We showed that ERA is particularly effective at handling
tight, solvable problems that resisted other search techniques.
However its shortcomings on over-constrained problems (i.e.,
its instability and the degradation of the approximate solu-
tions it finds) significantly undermine its usefulness in prac-
tice. We plan to address this problem from the following per-
spectives:

1. Development of conflict resolution strategies to over-
come deadlocks. Note that the ability of ERA to isolate
the deadlock is a significant advantage in this task.

2. Experiment with search hybridization techniques with
LS, which can reach and maintain a good quality ap-
proximate solution within the first few iterations.

3. Further, we plan to expand our study to include tech-
niques such as randomized systematic search [Gomes
et al., 1998], the squeaky wheel method [Joslin and
Clements, 1999], and market-based techniques [Sand-
holm, 2002], in a setting similar to the ‘algorithm port-
folios’ of [Gomes and Selman, 2001].

4. Finally, we plan on conducting a more thorough empir-
ical evaluation of the behavior of the various algorithms
on randomly generated problems following the method-
ology of [Hoos, 1998; Hoos and Stützle, 1999].
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Abstract

In particle swarm optimization (PSO), each parti-
cle stores a candidate solution, and stochastically
modifies its candidate over time, based on the best
solution found by neighboring particles, and based
on the best solution found by the particle itself. We
present a modification of PSO in which each par-
ticle’s behavior is also influenced by a measure of
the intrinsic “goodness” of each dimension of its
candidate solution; this has similarity to the good-
ness measure used in ant colony methods. We ap-
ply our modified-PSO to several 100-variable 900-
clause instances of weighted max-sat, comparing
our performance to standard PSO and to the GSAT
algorithm. We find that our modified-PSO yields
a significant improvement over standard PSO and
over GSAT. We also offer suggestions for applying
ideas from particle swarm methods to ant colony
methods.

1 Introduction
Particle swarm optimization (PSO) [Kennedy and Eberhart,
1995; Eberhart and Kennedy, 1995; Kennedy and Eberhart,
2001] is a computational paradigm based on an analogy with
models of the social behavior of groups of simple individuals.
When PSO is used to solve a discrete optimization problem,
a group, or swarm, of computational elements, or particles, is
used to explore the solution space of a given instance

�
of the

optimization problem. Each particle � stores a candidate solu-
tion vector ��� for

�
, and stochastically modifies its candidate

over time, based on the best solution found by neighboring
particles, and based on the best solution found by the particle
� itself.

In this paper, we present a modification of PSO in which
each particle � ’s behavior is also influenced by a third factor: a
measure of the intrinsic “goodness” of each element � ��� of � ’s
solution vector. This third factor can be considered to model
the particle’s own natural instinct; this also has similarity to
the � measure that is used in ant colony methods.

We apply our modified-PSO to weighted max-sat, compar-
ing our performance to standard PSO and to the GSAT algo-
rithm [Selman et al., 1992]. An instance of weighted max-sat
consists of a set of � propositional variables, and a set of 	

clauses, where each clause consists of a weight and a disjunc-
tion of literals, where each literal is a variable or its negation.
The objective is to find a truth assignment to the � variables
that satisfies the maximum-weight subset of the clauses.

The instances of weighted max-sat we use in our exper-
iments contain 100-variables and 900 clauses, and are ob-
tained from [Resende et al., 1997]. Keeping the amount of
time allowed to each technique roughly constant, we find that
our modified method reduces the weight of the set of unsatis-
fied clauses by an average of 74.53% relative to standard PSO
and by 66.15% over a generalization of the GSAT algorithm.

A brief description of the PSO algorithm is given in Sec-
tion 2. We then present our modified-PSO in Section 3 along
with a discussion of how it is applied to max-sat. Section 4
presents experimental results and Section 5 concludes with
some directions for future work.

2 Particle Swarm Optimization
Particle swarm optimization (PSO) [Kennedy and Eberhart,
1995; Eberhart and Kennedy, 1995; Kennedy and Eberhart,
2001] is a computational paradigm based on the phenomenon
of collective intelligence exhibited by swarms of insects,
schools of fish, and herds of buffalo, that has been applied
to a variety of domains [Eberhart and Shi, 2001]. PSO can be
used for both discrete and continuous optimization problems;
we restrict our attention here to PSO as a discrete optimiza-
tion technique.

Computation in the PSO paradigm is based on a collec-
tion, called a swarm, of fairly-primitive processing elements,
called particles. Connectivities are defined over the swarm,
whereby each particle has an adjacency relationship with a
subset of the other particles in the swarm. The neighborhood
of each particle is the set of particles with which it is adja-
cent; in standard PSO, adjacencies, and consequently, neigh-
borhoods, have been static, but recent work [Hu and Eberhart,
2002] has investigated neighborhood structures that dynami-
cally change during the computation. The two most common
neighborhood structures are gbest, in which the entire swarm
is considered a single neighborhood, and lbest, in which the
particles are arranged in a ring, and each particle’s neigh-
borhood consists of itself, its immediate ring-neighbor to the
right, and its immediate ring-neighbor to the left.

Suppose we would like to use a swarm of 
 particles to
solve a discrete combinatorial optimization problem whose
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Figure 1: The sigmoid function

candidate solutions can be represented as vectors of bits; let�
be a given instance of such a problem. Let � denote the

number of elements in the solution vector for
�

. Each particle
� would contain two � -dimensional vectors: a boolean vector
� � , which represents a candidate solution to

�
and is called

particle � ’s state, and a real vector � � , called the velocity of the
particle. In the biological insect-swarm analogy, the velocity
vector represents how fast, and in which direction, the particle
is flying for each dimension of the problem being solved.

Let ��� ��� denote the neighbors of particle � , and let � �
denote the best solution ever found by particle � . In each
time iteration, each particle � adjusts its velocity based on a
weighted stochastic average of� its previous velocity,� the difference between its current state and the best state

so far of its neighbors, and� the difference between its current state and its own best
state so far.

Specifically, the new velocity vector is determined by

� �
	������� ������������ ������� �!� ��" � ��� ����#$��� ������� �!�&%'" � �(�*) (1)

where� � , called inertia, is a parameter within the range + ,&) -�.
and is often decreased over time [Shi and Eberhart,
1998a],� � � and � # are two constants, often chosen so that � � �� # 	0/ [Kennedy and Eberhart, 2001], which control
the degree to which the particle “follows the herd” thus
stressing exploitation (higher values of ��# ), or “goes its
own way” thus stressing exploration (higher values of� � ),� �1� ���2�(� is a uniformly random number generator func-
tion that returns values within the range �3,&) -�� ,�54 is the particle in � ’s neighborhood with the current
neighborhood-best candidate solution.

For each dimension �6	7-8) 9 9$9�):� , we then apply

� ���;	
< =&>@?BA CED � ���GF =2>@?BA

� ��� CED " = >*?�AIH � � � H = >@?BA" = >@?BA CED � ���GJK" = >@?BA (2)

where
= >@?BA

is a constant that limits the growth of velocity in
either direction; then, we applyL � � �����;	�-��M	ONP�3� ���1�Q) (3)

where N is the sigmoidal function NP� � �G	 ���R
SUT8V , shown in
Figure 1. Equation (3) can be implemented by generating a
random number W within the range �3,&) -X� and setting � ��� to -
if WYJZNP�[� � �1� and to , otherwise.

We then determine the highest-quality solution within each
neighborhood, according to a domain-dependent fitness mea-
sure, and adjust each particle’s best neighbor pointer accord-
ingly.

In all, the parameters that need to be adjusted in the stan-
dard PSO system we have described are:� the inertia � and its decrease schedule,� the coefficients ��� and ��# ,� the limiting value

=�>@?BA
, and� the neighborhood topology.

There has been some recent work on determining settings of
the inertia and

= >@?BA
parameters [Shi and Eberhart, 1998b],

and of neighborhood topology [Kennedy and Mendes, 2002].

3 Modified-PSO and Weighted Max-Sat
We propose a modification to PSO based on an idea from
ant colony systems [Dorigo and Gambardella, 1997; Dorigo
et al., 1996; Maniezzo and Colorni, 1999; Stutzle and Hoos,
2000]. Instead of the velocity-update Equation (1), which can
be written for each dimension �\	]-^)$9 9 9 ):� , as

� � �_	 ������ ����`�a���b�1� ���������E� � �c" �����1��a� # ��� ������� �!� % � " � � � �Q) (4)

we use

� � �d	 �
�e��� �� �f�g���B�1� ���2�(���E� � �h" � � ����g��#��1� ���2�(���E�&% �c" �����1� �g��i�j �k� ���(�*) (5)

where j �8� ���l� is an instinct function that determines the parti-
cle’s natural tendency towards the �km3n bit of the solution vec-
tor, conditioned on the current solution string � � . In the bio-
logical metaphor, this can be seen as modeling the primitive
instinctive intelligence that even a small insect might have.
We will illustrate this in the context of the weighted max-sat
problem.

An instance of weighted max-sat consists of a set o of �
propositional variables, and a set p of 	 clauses, where each
clause consists of a weight and a disjunction of literals, where
each literal is a variable or its negation. The objective is to
find a truth assignment to the � variables that satisfies the
maximum-weight subset of the clauses. For example, con-
sider the following instance:/k,rq �cs tuswv x ,6q �yszt {}| q �ys v~ ,rq �csztuswv � ,6q tus�v ~ | q tus v
The optimal assignment for this instance, � ���������(�$� ) t;�� ����� ) v@�����k�(�X�^� , leaves two clauses unsatisfied: ( �cs t�s�v )
and ( tswv ).
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In modeling satisfiability problems with PSO, we would let
the number of dimensions be equal to the number of proposi-
tional variables, and a value of - , or , , for a given dimension
would indicate an assignment of true, or false, respectively,
for the corresponding variable. Let � be an arbitrary truth as-
signment for o , and let � be an arbitrary member of o . We
define

� + ��. as the weight of the clauses which are satisfied
by � . Let � ��� )�� � � ����� � be the truth assignment for o that
results when the truth assignment � is modified as follows: if� is assigned to true by � , then � is left unchanged; if � is
assigned to false, then � is flipped to true, and all other vari-
ables are left unchanged. Let � ��� )�� � ���k�(�X� � be similarly
defined. We then define j�� ���&� as

j�� ���&�Q	 � + � ��� )�� � � ����� � .� + � ��� )�� � � ����� � . � � + � ��� ):� � �������X� � . 9 (6)

The function j �k� � � � , whose value will always be between 0
and 1, is a measure of the immediate gain from setting the�8m3n bit to true, assuming other bits retain the values they have
under assignment ��� .

In ant colony systems, an ant stochastically modifies its
state based on a weighted combination of pheromone traces
left by strongly-performing members of the colony, and based
on a measure of “goodness” � , similar to the j function that
we are proposing, of each dimension of the solution vector.

3.1 Hypercube Topology
With the addition of the instinct component, we have found
that better performance is obtained with a hypercube topol-
ogy than with the 4 tB�1� � topology. In a hypercube, the num-
ber of particles must be a power of 2; each particle is given
an index between 0 and �	� "5- , for some 
 . Two particles are
neighbors if the binary representations of their indices differ
in exactly one bit position. The hypercube topology has been
extensively studied as an interconnection network structure
for parallel processing. It has a number of desirable proper-
ties (let � � be the number of particles):� each neighborhood contains exactly 
 particles,� the maximum distance between any two particles (called

the diameter) is exactly 
 ,� if particle � and particle � are neighbors, then � and �
will not have any neighbors in common except for each
other.

These properties suggest that the hypercube topology pro-
vides a good balance between effective communication (thus
facilitating exploitation) and allowing independent solution
trajectories to develop (thus facilitating exploration).

4 Experimental Results
We use a 64-particle swarm for the modified-PSO. Since
the computation of j causes our method to take more time
than standard-PSO, we adjust the number of particles in the
standard-PSO to give the two methods roughly the same
amount of time. We also adjust the MAX-TRIES parame-
ter for GSAT to allow it roughly the same amount of time as
the two PSO methods.

Table 1: Average and best solution obtained, and solution
standard deviation, over 100 runs, with standard PSO, using
two different parameter pairs, for jnh301.

parameters average best std dev��� 	�� 9 , and ��# 	�� 9 , 1741.42 443 711.20��� 	O,&9  and ��# 	�-89 - 3618.99 1651 877.72

Table 2: Average and best solution obtained, and solution
standard deviation, over 100 runs, with modified PSO, using
the 4 tB�1� � and the hypercube topologies, for jnh301.

topology average best std dev4 tB�1� � 313.65 64 183.95
hypercube 183.28 12 98.87

We compare the performance of our modified instinct-
based PSO, to standard PSO, and to a generalization of
the GSAT algorithm, on five 100-variable, 900-clause in-
stances, obtained from [Resende et al., 1997] (filenames:
jnh301.sat through jnh305.sat), of weighted max-
sat. We run each method 100 times, with a different random
initialization each time, and record the weight of the unsat-
isfied clauses (we feel this is more useful than the weight of
the satisfied clauses) for each run of each of the three meth-
ods. We then compare the average solution obtained and the
best solution obtained, over the 100 runs, for each of the three
methods.

GSAT is a standard algorithm for maximum satisfiability;
it can be generalized to weighted max-sat as follows:� Repeat for MAX-TRIES iterations:

– Start with a randomly initialized truth assignment.
– Repeat for MAX-FLIPS iterations:
� For each variable, find the weight of the clauses

that would be satisfied if this variable was
flipped, i.e. set to the opposite of its current
value.� Find the variable which if flipped would cause
the maximum improvement in the weight of sat-
isfied clauses. Break ties randomly.� Flip the variable identified in the previous step.

– Record the best solution obtained so far.� Return the best solution obtained so far.

The two user-set parameters of the GSAT algorithm are
MAX-TRIES and MAX-FLIPS. [Selman et al., 1992] sug-
gest setting MAX-FLIPS based on the number of variables.

Table 3: Parameters used for standard and modified PSO.

parameter standard PSO modified PSO� ��� ) ��# � (2.0,2.0) (0.6,1.1)��i —- see Equation (8)
topology 4 tB�1� � hypercube
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Table 4: Average and best solutions obtained, solution standard deviation, and average CPU time, for 100 runs, for GSAT,
standard-PSO, and modified-PSO, on each problem instance. Solution quality is measured in terms of the weight of clauses left
unsatisfied.

instance GSAT Standard PSO Modified PSO
avg best s.d. time avg best s.d. time avg best s.d. time

jnh301 1342.83 330 520.42 49.01 1741.42 443 711.20 39.27 183.28 12 98.87 48.87
jnh302 2713.51 1056 600.16 47.90 3298.54 2024 681.21 39.27 838.13 395 205.59 49.42
jnh303 2157.76 1048 523.55 46.85 2736.04 1289 718.98 41.49 754.96 516 160.28 48.32
jnh304 2460.91 1066 664.37 47.38 3260.60 1550 801.79 40.18 835.57 352 170.87 46.12
jnh305 2684.37 1602 475.54 25.00 3918.40 2099 756.10 40.97 1496.61 1079 251.60 48.29

Table 5: Average improvement, over the five instances, of
modified PSO over both standard PSO and GSAT. For each
method, the table presents the five-instance average improve-
ment in average solution cost (over 100 runs), best solution
cost (over 100 runs), and standard deviation of the cost. Solu-
tion cost is taken as the weight of the clauses left unsatisfied.

GSAT Standard PSO
improvement in average cost 66.15% 74.53%
improvement in best cost 61.87% 72.73%

We therefore set MAX-FLIPS to the number of variables, and
adjust MAX-TRIES based on the amount of time taken by
the PSO methods. Based on this, setting the number of par-
ticles for modified PSO to 64 results in setting the number
of particles in standard PSO to 256, and setting MAX-FLIPS
and MAX-TRIES to 100 and 10, respectively. Experiments
were run on a Pentium III 500MHz processor with 132 MB
of RAM.

For standard PSO, � � 	 � , � # 	 � , and
=2>@?BA 	� , as rec-

ommended in [Eberhart and Shi, 1998b]. The entire swarm
is considered a single neighborhood, the 4 tB�1� � topology. For
both standard and modified PSO, the inertia � is set to an ini-
tial value of 1, and is steadily decreased in every iteration, but
is not allowed to go below 0.4. Its value in the

� m3n iteration is
equal to:

� 	���-@" ,&9 /�� � -X,^,^,c" �
-X,^,^, � , 9 /69 (7)

For modified PSO, a decrease schedule is used for the new
parameter ��i ; it is set to an initial value, denoted � �����i , of -89 , ,
and its value after

�
iterations is:

� i 	 � �����i � -$,8,^,c" �
-$,8,^, 9 (8)

The idea behind a decreasing � i is that as the collective intel-
ligence of the swarm increases with the passage of time, the
need for primitive instinct-level intelligence decreases.

We find that values of (0.6,1.1) for � �
� ) ��# � work better for
modified PSO and we use those values. If (0.6,1.1) are used
for standard PSO, they would give inferior results to (2.0,2.0).
Table 1 presents the average and best solution, over 100 runs,
for standard PSO with values of (0.6,1.1) and of (2.0,2.0), for
jnh301.
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Figure 2: Plot of weight of unsatisfied clauses (log-scale) ver-
sus iteration number, for the one of the best-performing runs
of the modified-PSO method

For modified PSO, the hypercube neighborhood structure
is used in place of 4 tB�1� � . To isolate the effect of the j in-
stinct factor from the effect of the hypercube topology, Ta-
ble 2 presents the average and best solution, over 100 runs, of
modified PSO with 4 t���� � and with hypercube, for jnh301.

Table 3 summarizes the parameters used for standard and
modified PSO.

Table 4 presents the average, and the best, solutions ob-
tained for each run by each of the three methods for each
problem instance.

For all five instances, modified PSO improves the 100-run
average over both GSAT and standard PSO; modified PSO
also improves on the 100-run best over GSAT in four out
of the five instances and over standard PSO in all five in-
stances. Table 5 shows the percentage improvement in aver-
age solution cost and best solution cost. Figure 2 shows a plot
of solution cost versus iteration number for one of the best-
performing runs of the modified-PSO method for jnh301.

5 Discussion and Future Directions
In this paper, we have found that our modified-PSO, with an
additional term modeling instinct-level intelligence, performs
better than standard-PSO on several benchmark instances of
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weighted max-sat. In the future, we would like to compare the
performance of our method to the walk-sat algorithm [Selman
et al., 1994].

Ant colony and particle swarm methods are based on re-
lated biological metaphors. In this paper, we use an idea
from ant colony methods to propose a modified version of
particle swarm optimization. There is also room for cross-
fertilization in the reverse direction. In current elitist ant
colony methods, such as [Stutzle and Hoos, 2000], only the
best-performing ant in each iteration is allowed to update the
global pheromone trace array. This has the potential of lead-
ing to too much exploitation at the expense of exploration.

One way to increase state space exploration, which would
require additional storage but not too much additional compu-
tation time, is to give each ant its own local pheromone trace
array, in addition to the global trace array. Some topology
would be defined over the ants, so that each ant would have
a pre-determined set of neighbors. In each iteration, the local
trace array for each ant is updated by the best ant in its neigh-
borhood. The behavior of each ant would then be dependent
on a weighted combination of three factors: the global trace
array, the local trace array, and the intrinsic goodness of the
solution.
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Abstract

A new general-purpose heuristic for finding high-
quality solutions for many hard optimization prob-
lems is explored. The method is inspired by recent
progress in understanding far-from-equilibrium
phenomena in physical systems. This method,
called extremal optimization, successively replaces
the value of extremely undesirable variables in
a sub-optimal solution with new, random ones.
Large, avalanche-like fluctuations in the cost func-
tion ensue, effectively scaling barriers to explore
local optima in distant neighborhoods of the con-
figuration space while eliminating the need to tune
parameters. Drawing upon models used to sim-
ulate the dynamics of self-organization in evolu-
tion, extremal optimization complements approxi-
mation methods inspired by equilibrium statistical
physics, such as simulated annealing. This method
is widely applicable, quickly adapted to real-world
problems, and so far has proved competitive with
– and even superior to – more elaborate general-
purpose heuristics on testbeds of constrained opti-
mization problems with up to

�����
variables, such

as bipartitioning, coloring, and satisfiability, often
finding all degenerate optima. This heuristic is par-
ticularly successful near phase transitions in com-
binatorial optimization, which are deemed to be the
origin of the hardest instances in terms of computa-
tional complexity. Theoretical analysis predicts the
only free parameter of the method in accordance
with all experimental results.

1 Introduction

Extremal optimization (EO) [9; 5] is general-purpose local
search heuristic based on recent progress in understanding
far-from-equilibrium phenomena in terms of self-organized
criticality (SOC) [3]. It was inspired by previous attempts
of using physical intuition to optimize, such as simulated an-
nealing (SA) [24] or genetic algorithms [16]. It opens the
door to systematically applying non-equilibrium processes in
the same manner as SA applies equilibrium statistical me-
chanics. EO is a powerful addition to those Meta-heuristics

[32] in its generality and its ability to explore complicated
configuration spaces efficiently.

Despite original aspirations, even conceptually elegant
methods such as SA or GA did not provide a panacea to
optimization. The incredible diversity of problems, few re-
sembling physics, just would not allow for that. Hence, the
need for creative alternatives arises. EO provides a true alter-
native approach, with its own advantages and disadvantages,
compared to other general-purpose heuristics. It may not be
the method of choice for many problems; a fate shared by
all methods. Based on the existing studies, we believe that
EO will prove as indispensable for some problems as other
general-purpose heuristics have become. Other researchers
have picked up on our initial results, and have successfully
applied EO to problems as diverse as pattern recognition in
natural images [28], signal filtering of EEG noise [35], � -SAT
[27], and ��� spin glasses [15; 34].

In the next section, we will motivate EO in terms of the
evolutionary model by Bak and Sneppen [2]. In Sec. 3, we
discuss the general EO-implementation on the example of
graph bipartitioning. In Sec. 4, we describe implementations
for other problems and some results we have obtained.

2 Bak-Sneppen Model
The EO heuristic was motivated by the Bak-Sneppen model
of biological evolution [2]. In this model, “species” are lo-
cated on the sites of a lattice (or graph), and have an associ-
ated “fitness” value between 0 and 1. At each time step, the
one species with the smallest value (poorest degree of adap-
tation) is selected for a random update, having its fitness re-
placed by a new value drawn randomly from a flat distribution
on the interval 	 ��
��� . But the change in fitness of one species
impacts the fitness of interrelated species. Therefore, all of
the species connected to the “weakest” have their fitness re-
placed with new random numbers as well. After a sufficient
number of steps, the system reaches a highly correlated state
known as self-organized criticality (SOC) [3]. In that state, al-
most all species have reached a fitness above a certain thresh-
old. These species possess punctuated equilibrium [17]: only
one’s weakened neighbor can undermine one’s own fitness.
This coevolutionary activity gives rise to chain reactions or
“avalanches”: large (non-equilibrium) fluctuations that rear-
range the system, potentially making any configuration ac-
cessible.
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Although coevolution does not have optimization as its ex-
clusive goal, it serves as a powerful paradigm for EO [9]. EO
follows the spirit of the Bak-Sneppen model in that it merely
updates those variables having an extremal (worst) arrange-
ment in the current configuration, replacing them by random
values without ever explicitly improving them. Large fluctu-
ations allow to escape local minima to efficiently explore the
configuration space, while the extremal selection process en-
forces frequent returns to near-optimal configurations. This
selection against the “bad” contrasts sharply with the “breed-
ing” pursued in GAs.

3 Extremal Optimization Algorithm
Many practical decision-making problems can be modeled
and analyzed in terms of standard combinatorial optimization
problems, the most intractable ones provided by the class of
NP-hard problems. These problems are considered hard to
solve because they require a computational time that in gen-
eral grows faster than any power of the number of variables,� , in an instance to discern the optimal solution, in close anal-
ogy to many real-world optimization problems. Study of such
problems has spawned the development of efficient approxi-
mation methods called heuristics, i. e. methods that find ap-
proximate, near-optimal solutions rapidly [32].

One example of a hard problem with constraints is the
graph bi-partitioning problem (GBP) [24; 20]. Variables ���
are given by a set of � vertices, where � is even. “Edges” con-
nect certain pairs of vertices to form an instance of a graph.
The problem is to find a way of partitioning the vertices into
two subsets, each constrained to be exactly of size ����� , with
a minimal number of edges between the subsets. In the GBP,
the size of the configuration space � grows exponentially

with � , 	 �
	������������ , since all unordered divisions of the �
vertices into two equal-sized sets are feasible configurations��� � . The cost function ��� ��� (“cutsize”) counts the num-
ber of “bad” edges that need to be cut to separate the subsets.
A typical local-search neighborhood ��� ��� for the GBP arises
from a “1-  !��"$#�% �'&  ” of one vertex from each subset.

To find near-optimal solutions on a hard problem such as
the GBP, EO performs a search on a single configuration�(� � for a particular optimization problem. Characteris-
tically,

�
consists of a large number � of variables �)� . Theses

variables usually can obtain a state from a set * which could
be Boolean (as for the GBP or + -SAT), , -state (as for , -
partitioning or , -coloring), or continuous (similar to the Bak-
Sneppen model above). We assume that each

�
possesses a

neighborhood ��� ��� , originating from updates of some of the
variables. The cost ��� ��� is assumed to be a linear function
of the “fitness” -�� assigned to each variable �'� (although that
is not essential [9]). Typically, the fitness -�� of variable ���
depends on its state in relation to other variables that � � is
connected to. Ideally, it is

��� ��� �/. �0 �21�3 - ��4 (1)

For example, in the GBP, Eq. (1) is satisfied, if we attribute
to each vertex � � a local cost - � �5.76 � ��� , where 6 � is the

number of its “bad” edges, equally shared with the vertex on
the other end of that edge. On each update, a vertex ��8 is
identified which possesses the lowest fitness - 8 . (If more than
one vertex has lowest fitness, the tie is broken at random.) A
neighboring configuration

�:9)� ��� �:� is chosen by swapping�;8 with a randomly selected vertex from the opposite set.
For minimization problems, EO proceeds as follows:

1. Initialize configuration
�

at will; set
�=<?>A@CBED � � .

2. For the “current” configuration
�

,

(a) evaluate -�� for each variable ��� ,
(b) find F with -;8HGI- � for all J , i.e., �K8 has the

“worst fitness”,
(c) choose

��9L� ��� ��� such that �K8 must change,
(d) accept

�MD � � 9
unconditionally,

(e) if ��� ���ON ��� � <!>A@PB � then set
� <?>A@CB D � �

.

3. Repeat at step (2) as long as desired.

4. Return
� <?>A@CB

and ��� � <!>A@PB � .
The algorithm operates on a single configuration

�
at each

step. Each variable � � in
�

has a fitness, of which the “worst”
is identified. This ranking of the variables provides the only
measure of quality on

�
, implying that all other variables are

“better” in the current
�

. In the move to a neighboring config-
uration

�Q9
, typically only a small number of variables change

state, such that only a few connected variables need to be re-
evaluated [step (2a)] and re-ranked [step (2b)]. Note that there
is not a single parameter to adjust for the selection of better
solutions aside from this ranking. In fact, it is the memory
encapsulated in this ranking that directs EO into the neigh-
borhood of increasingly better solutions. On the other hand,
in the choice of move to

� 9
, there is no consideration given to

the outcome of such a move, and not even the worst variable� 8 itself is guaranteed to improve its fitness. Accordingly,
large fluctuations in the cost can accumulate in a sequence
of updates. Merely the bias against extremely“bad” fitnesses
enforces repeated returns to near-optimal solutions. A typical
“run” of this algorithm for the GBP [9] is shown in Fig. 1. It
illustrates that near-optimal configurations are often revisited,
although large fluctuations abound even at late times.

Tests have shown that this basic algorithm is very com-
petitive for optimization problems where EO can choose ran-
domly among many

��9R� �M� ��� that satisfy step (2c) such
as for the GBP [9]. But, as we will see below, sometimes
the neighborhood � chosen for a problem turns EO into a
deterministic process: selecting always the worst variable in
step (2b) leaves no choice in step (2c). Like iterative im-
provement, such an EO-process would get stuck in local min-
ima. To avoid these “dead ends,” and to improve results
generally[9], we introduce a single parameter into the algo-
rithm. This parameter, S , remains fixed during a run of EO-
algorithm and varies for each problem only with � .

The parameter S allows us to exploit the memory contained
in the fitness ranking for the ��� in more detail. We find a
permutation T of the variable labels J with-VU�W 3YX GZ-VU[W � X G 4$4\4 GZ-VU[W � X 4 (2)
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Figure 2: Plot of the average costs obtained by EO, for a ��� spin glass (left) and for graph bipartitioning (center), as a function
of S . For each size � , a number of instances were generated. For each instance, 10 different EO runs were performed at each S .
The results were averaged over runs and over instances. Although both problems are quite distinct, in either case the best results
are obtained for S � ���

for � � � . This corresponds exactly to the theoretical results (right) from Ref. [7], see Eq. (4).

Table 1: Best cutsizes (and allowed runtime) for a testbed
of large graphs. GA results are the best reported [26] (at
300MHz). The S -EO results out-pace the GA results by al-
most an order of magnitude for large � . METIS is a partition-
ing program based on hierarchical reduction [23], obtaining
extremely fast but poorer results (both at 200MHz).

Large Graph � GA S -EO p-METIS
Hammond 4720 90(1s) 90(42s) 92(0s)
Barth5 15606 139(44s) 139(64s) 151(0.5s)
Brack2 62632 731(255s) 731(12s) 758(4s)
Ocean 143437 464(1200s) 464(200s) 478(6s)

ied first for � - and � -COL. Here, we used EO to completely
enumerate all optimal solutions

�! #" $
near the critical point

for � -COL of random graphs. Instances of random graphs
typically have a high ground-state degeneracy, i. e. possess
a large number of equally optimal solutions

�* #" $
. We gen-

erated a large number of random graphs and explored � for
as many ground states as EO could find. (We fixed runtimes
well above the times needed to saturate the set of all

�  #" $
in

repeated trails on a testbed of exactly known instances.) For
each instance, we measured the optimal cost and the “back-
bone fraction” [30; 13] of fixed pairs of vertices. In Ref. [30]
it was shown that at the phase transition of � -SAT the back-
bone,i. e. the fraction of constrained variables that are found
in an identical state in almost all

�! #" $
, discontinuously jumps

to a non-zero value. The results in Fig. 4 allow us to estimate
the location of the 3-COL transition (in agreement with the-
ory [31]) and the scaling behavior of the cost function [10].
The 3-COL backbone also appears to jump discontinuously.

4.3 “Spin Glasses” (or MAX-CUT)
Of significant physical relevance are the low temperature
properties of “spin glasses” [29], which are closely related
to MAX-CUT problems [21]. EO was originally designed
with applications to spin glasses in mind, and some of its
most successful results were obtained for such systems [10].
Many physical and classic combinatorial optimization prob-
lems (Matching, Partitioning, Satisfiability, or the Integer
Programming problem below) can be cast in terms of a spin

glass [29].
A spin glass consists of a lattice or a graph with a spin

variable � � ��� . � 
 ���
placed on each vertex J , � G JRG � .

Every spin is connected to each of its nearest neighbors F via a
fixed bond variable ���
	 8 , drawn at random from a distribution
of zero mean and unit variance. Spins may be coupled to an
arbitrary external field # � . The optimization problem consists
of finding minimum cost states

�  #" $
of the “Hamiltonian”��� �:� ����� �'3 
 4\4$4 
 � � � � . �� 0 �	 8 ���
	 8 ��� � 8 . 0 � ��� #�� 4 (5)

Arranging spins into an optimal configuration is hard due to
“frustration.” The cost function in Eq. (5) is equivalent to
integer quadratic programming problems [21].

We simply define as fitness the local cost contribution for
each spin, - � � � ��� �� 0 8 � �
	 8$�K8 % # ��� 
 (6)

and Eq. (5) turns into Eq. (1). A single spin flip provides a
sufficient neighborhood for this problem. This formulation
trivially extends to higher than quadratic couplings.

We have run this EO implementation for a spin glass with#���� �
and random ���	 8 ��� �

for nearest-neighbor bonds on
a cubic lattice [10]. We used S � � 4 � � on a large number of
realizations of the � � 8 , for � ����� with �M� � 
�� 
�� 
���
�����
�� � .
For each instance, we have run EO with 5 restarts from ran-
dom initial conditions, retaining only the lowest energy state
obtained, and then averaging over instances. Inspection of the
results for convergence of the genetic algorithms in Refs. [33;
19] suggest a runtime scaling at least as � � – � � for consis-
tent performance. Indeed, using

� � � � ��� � updates enables
EO to reproduce its lowest energy states on about 80% to
95% of the restarts, for each � . Our results are listed in Ta-
bles 2. A fit of our data for the energy per spin,  �� � � � N��� � �?� , with  E� � � �( E� � �&% ' � � for � ��� predicts E� � � � � 4 ��� � �K� � � , consistent with the findings of Refs. [33;
18], providing independent confirmation of those results with
far less parameter tuning.

To gauge S -EO’s performance for larger � , we have run our
implementation also on two ��� lattice instances, �"!�#�$&%�,(' 3-
8-50 and �"!�#�$&%�,(' 3-15-50, with � � � � � � � � and � �
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Figure 3: Plot of the error in the best result of SA relative to EO’s on identical instances of random graphs (left) and geometric
graphs (right) as function of the average connectivity " . The critical points for the GBP are at " � � ��� � � � 4 � � � and at "�� ��4 � ,
resp. SA’s error relative to EO near the critical point in both cases rises with � .

Table 2: EO approximations to the average ground-state en-
ergy per spin  E� � � of the ��� spin glass in � � � , compared
with GA results from Refs. [33; 18]. For each size � � ���
we have studied a large number * of instances. Also shown
is the average time � (in seconds) needed for EO to find the
presumed ground state on a 450MHz Pentium.
�  E� � � � Ref. [33] Ref. [18]
3 -1.6712(6) 0.0006 -1.67171(9) -1.6731(19)
4 -1.7377(3) 0.0071 -1.73749(8) -1.7370(9)
5 -1.7609(2) 0.0653 -1.76090(12) -1.7603(8)
6 -1.7712(2) 0.524 -1.77130(12) -1.7723(7)
8 -1.7796(5) 22.1 -1.77991(22) -1.7802(5)

10 -1.7832(5) 424. -1.78339(27) -1.7840(4)
12 -1.7857(16) 9720. -1.78407(121) -1.7851(4)

� � � � ��� � � , considered in the 7th DIMACS challenge for
semi-definite problems [21]. Bounds [22] on the ground-
state cost established for the larger instance are ��� ��� >�� �. ��� � � 4 � � (from semi-definite programming) and �
	��� >�� �. � � � � (from branch-and-cut). EO found �
���M� . � � � � (or
� � � � . � 4 ��� � � ), a significant improvement on the upper
bound and already lower than found above. Furthermore, we
collected

��� �
such states, which roughly segregate into 3 clus-

ters with a mutual Hamming distance of at least 100 distinct
spins. For the smaller instance the bounds given are -922 and
-912, resp., while EO finds -916 (or � �?� � . � 4 ������� ) and
was terminated after finding

� � �
such states. While this run

(including sampling degenerate states) took only a few min-
utes of CPU (at 800MHz), the results for the larger instance
required about 16 hours.

More recently, we have used EO to verify for the first time
theoretical predictions of “replica symmetry breaking” [29]
to 0.1% accuracy by finding the spin glass ground states of
sparse random graphs up to � � � ��� � [6].
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Abstract

We present a method for using knowledge gained
from solving an instance of a search problem to
solve a similar instance using tree-based search.
The basic idea is to couple some standard control
with a component preferring decisions similar to
the successful decisions in the search for the sim-
ilar instance. We propose to use this method to add
to a stochastic search by using it for one probe of
the search space.
We applied this suggestion to shift scheduling as
search problem and compared the probe based on
exploiting the knowledge from the similar instance
to a stochastic probe. Even using a rather crude
method for determining similarity, on average the
stochastic probe produced solutions of worse qual-
ity, although with growing difference of the source
problem instance and the instance to solve, the av-
erage time required for the knowledge-based probe
gets worse than for the stochastic one.

1 Introduction
The basic idea of many stochastic search algorithms of ran-
dom probes of the search space also opens up the way for
adding in more knowledge-based probes of the search space.
Even more, as long as such a knowledge-based probe really
is limited with regard to the number of search transitions or
the amount of processor time spent on it, the knowledge used
can be rather specialized and/or too risky for usage in more
conventional, non-stochastic search controls. A very good
candidate for such knowledge is knowledge gained by learn-
ing from solutions to search instances similar to the instance
at hand.

On the one hand side, such knowledge offers the potential
for huge gains in efficiency, because it can lead the system
to a very good or even optimal solution very quickly. On
the other hand, if the similarity between the search instance
at hand and the search instance from which the knowledge
has been learned is not high enough or does not measure the
right features, then the use of the learned knowledge will, in�
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fact, lead away from very good solutions and therefore will
slow down the search process quite a lot if the search sys-
tem uses conventional means to recover from the misdirec-
tion. But seeing the use of learned knowledge as just one
among many probes (with limitations on the effort spent for
the probe) clearly reduces the risk enormously, while still al-
lowing for the potential gains.

In this paper, we present a general method to make use
of knowledge learned from a previous search run to another
search instance for tree-based search models. The basic idea
is to modify the control of the search system, so that its search
is guided by the decisions that led to a good solution for the
previous search instance. This fits very nicely into stochas-
tic searches that modify search controls to allow for random
decisions. In this ongoing work, we instantiated our general
method to branch-and-bound-based search for shift schedul-
ing problems and compared the quality of random probes and
probes based on learning from a source problem. In this first
experiment, the learning probe offers approximately a solu-
tion 15 percent better than what one random probe accom-
plished, while needing approximately the same amount of
time to do so (for rather similar instances and more and more
time the less similar we get). And this despite a rather crude
mechanism to generate somewhat similar search instances
starting from random instances.

2 Basic Definitions
In this section, we will provide general definitions for tree-
based search. Search in general is commonly described by
a set � of states that the search can traverse and a set ���
�	�
� of transitions that describes for every possible state the
possible successor states.

As the name tree-based search suggests, the basic data
structure used to represent states are trees and the search pro-
ceeds by selecting an open leaf in the tree representing the
actual state and either closing it or adding in the tree that rep-
resents a successor state a set of successor nodes to this leaf.
The connection to the particular application is the problem
description contained in every node (out of a set ������ ) and a
relation ������������� that defines what problems can be the suc-
cessors of a problem.

Definition 2.1 (tree-based search model)
Let ������ be a set of problem descriptions and ���������������
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�������� a relation on these descriptions. Then the set � ����� =
� ����� ( ������ ) is recursively defined as follows:

(pr,sol) � � ����� for pr � ������ , sol ��� yes,no,? �
(pr,sol,b � ,...,b � ) � � ��� � for pr � ������ , sol ��� yes,no,? � ,

b � ,...,b � � � ����� .
Let further 	�
� and 	�
��� be relations on � ����� defined by

	�
�� ((pr,?), (pr,yes)), if pr is solved

	�
�� ((pr,?), (pr,no)), if pr is unsolvable

	�
�� ((pr,?), (pr,?,(pr � ,?),...,(pr � ,?))), if
������������� ((pr,pr � ,...,pr � ) holds

	�
�� ((pr,?,b � ,...,b � ), (pr,?,b � ’,...,b � ’)), if it holds for an i that
	�
� (b � ,b � ’) and b � = b � ’ for all j �� i.

and

	�
�� ��	�
���
	�
���� ((pr,?,b � ,...,b � ), (pr,?,b � ’,...,b � ’)), if for all i either

	�
��� (b � ,b � ’) or b � = b � ’ holds.

The pair � = ( � , � ) is called a tree-based search model, if
� � � � ����� and
� � = � (s � ,s � ) � s � ,s ��� � and 	�
� (s � ,s � ) or 	�
��� (s � ,s � ) � .

So, the search model just defines what states look like and
what possibilities we have to go from state to state (while 	�
��
extends the tree, for some tree-based searches we also need
the possibility to intelligently backtrack, which is realized by
	�
��� ). Since � is a relation, in order to implement a search
system we have to control what transition is chosen in any
given state. This is done by a search process:

Definition 2.2 (search process)
Let � be a search model. The pair � = ( ����� ) is a search
process to � , if � : ��� � is a function with � (s) ��� s’ �
(s,s’) � ��� for all s � � . � is called the control of the search
process.

For tree-based search models there are many different
search processes. Most of them realize � by using two func-
tions �! #"%$'& and �("%)'* . �! #"%$'& selects a leaf (pr,?) of the tree
and � "%)'* then selects an extension of the tree using this leaf
(i.e. using one of the first three cases in the definition of 	�
� ).
The transition that represents this extension is then the result
of � (if backtracking is part of the particular search model,
then � invokes it whenever there is a leaf in the actual state
that has “no” as sol-entry).

A stochastic search lets �( #"%$+& select randomly a node from
the set of leafs that were generated by the last transition per-
formed. If no new leafs were generated, it chooses from the
leafs generated by the next to last transition and so on. �,"-).*
naturally prefers extensions that close the leaf (i.e. the first
and second case in the definition of 	�
� ) and if it has to
choose only among extensions that use different elements of
������������� , the decision can again be at random, but also other
selection criteria can be used thus allowing for a variety of
stochastic search controls.

The search model and search process describe the static
parts of a search. A real search needs an instance of the prob-
lem we designed the model and process for. In addition to

having the instance provide a starting point (i.e. a start state/.0 ), we also have to define when we consider the search fin-
ished. With regard to this end criterion 1 , we can distinguish
a spectrum of possibilities and therefore keep the following
definition rather general.

Definition 2.3 (tree-based search instance)
Let � be a tree-based search model. Let further pr � ������
be a problem to solve. The tree-based search instance 243 / =
(s 0 �51 ) to � and pr is defined by

s 0 = (pr,?) and 1 (s) = true if s represents a solution to pr.

Obviously, if we feed a search instance to a search process,
a process is started that produces a sequence of states that
either ends with a state fulfilling 1 or goes on forever. This
sequence is the search derivation:

Definition 2.4 (search derivation)
Let � = ( � , � ) be a search model and � = ( � , � ) a search
process to � . Further, let 243 / = (s 0 �51 ) be a search instance
to � and a problem instance pr. The sequence D = (s � ) �76 IN,
s � � � , is the search derivation to 283 / produced by � .

Analyzing search derivations is a good way to determine
the efficiency a search control has for a particular search in-
stance. Nearly always we can identify transitions as either
wrong (i.e. they produce a successor of a state leading in the
wrong direction so that the state will come up again later in
the derivation) or as not contributing to the solution we found
(for example, transitions that extend leafs in parts of the tree
that do not represent the information forming the solution).
This “inefficiency” that becomes obvious from the derivation
is why we use the term “search”. It also allows for the possi-
bility to define (stochastic) probes of the search space, which
is defined as the space formed by all possible search deriva-
tions (regardless of the search control) to a given search in-
stance. Naturally, such an a posteriori analysis does not help
us very much if we are interested in just getting a solution
to a particular problem instance, but if we have to repeat the
search for a solution to the instance or if we often will have
to find solutions for somewhat similar instances, the analysis
might help to speed-up these future searches considerably.

The definitions we have presented in this section are very
general and instantiations of them can differ a lot. For ex-
ample, the relation ������������� can define all alternatives how to
tackle solving the problem in the first argument by stating the
problems remaining after each alternative is applied. We usu-
ally refer to this as an or-tree and as end criterion 1 we then
have that a state must contain a leaf with a sol-entry equal to
“yes”, indicating that the leaf is or has a solution.

A rather different type of tree is an and-tree. Here, ������� �����
indicates that in the tuple ������������� (pr,pr � ,...,pr � ) pr � ,...,pr �
are subproblems of pr and that their solutions might be com-
bined to produce a solution of pr. Consequently, the end cri-
terion 1 has to be that each leaf of the state has as sol-entry
“yes” and that the solutions to the leafs are compatible so
that they can be combined to solutions to the problems in the
inner nodes. Often, in and-trees there are several tuples in
������������� with the same first argument and choosing a partic-
ular one might later result in unsolvable subproblems so that
backtracking has to be applied.
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For many optimization problems, something in between
and- and or-trees is used, if there is a limit on the given run
time. While, in general, optimization algorithm schemes, like
branch-and-bound, are pure and-trees, the subproblems being
formed by the problems resulting from making one decision,
limits on the time may prevent us from being able to solve all
these subproblems and therefore the goal of the control has to
be to direct the search towards a leaf representing a very good
solution. And this directing towards a good leaf is also typical
for controls in or-tree-based search. Due to the importance of
optimization problems in general and this being in-between
and- and or-trees, we have chosen an optimization problem
(with limited time for solving it) for our case study.

3 Applying Information from a Source
Instance

In this section, we will present our general idea of how to
use the experience from previous search runs to enhance the
efficiency of a tree-based search process applied to a partic-
ular problem instance, the target instance. For this, we en-
vision a search system that has a knowledge base consisting
of selected search instances solved in the past with the gen-
erated search derivations. The system also has a component
that, given a target instance, selects one instance, the so-called
source instance, from this knowledge base.

3.1 Storing and Retrieving Source Instances
If we want to include the data from a search run for a par-
ticular problem instance pr ���������-" into the knowledge base of
our system, then we have to decide what parts of the available
information we really need. Obviously, we need pr ���������-" as
key for the new entry in the knowledge base. All the informa-
tion we have at this moment is a search derivation D �	�
�����-" =
(s 0 ,...,s � ), where s 0 = (pr �	�
�����-" ,?) and 1 (s � ) = true, that has
been produced by our system employing some control. Also,
we know that D ���������-" contains a lot of unnecessary transi-
tions, because this is the reason why we want to include this
instance into our knowledge base (if the standard search con-
trol is already very good for an instance, then enhancing it
for a similar problem is not necessary, although for stochastic
search controls, since we performed several search runs and
consider only the derivation of the best one here, the num-
ber of unnecessary transitions might not be as high as with
conventional controls).

Depending on the particular search problem, search model
and search process, the definition of what an unnecessary
transition is in a search derivation is different. For our high
level description in this section we assume that we have a
predicate

� �� � / /�� ��� available, that identifies the necessary
steps in a search derivation. If we just filter out all s � in
D ���������-" with

� �� � / /�� ��� (s � ) = false, then the result is usu-
ally not a search derivation anymore. In the knowledge base,
we do not need a real search derivation, because we are in-
terested in the sequence of processed leafs that produce the
filtered derivation.

If D’ ���
�����-" = (s 0 ,s ��� ,...,s ��� ) is the sequence of states in
D ���������-" that are necessary, then there is in each s ��� a leaf
(pr ��� ,?) that is still a leaf in the successor of s ����� � in

D ���������-" and that was selected by �( #"%$+& in this succes-
sor to generate s ������� . Let ����������
�����-" be the sequence of
the problems in these leafs, i.e. ������ ���
�����-" = (pr ���
�����-" ,
pr ��� ,...,pr ��� ). Then we store in the knowledge base the pair
(pr �	�
�����-" , ����������
�����-" ).

If we want to retrieve a source instance pr ���������-" for a given
target instance pr � $�� , naturally we want to find the most simi-
lar instance pr ���
�����-" in the knowledge base. The definition of
similarity in this regard depends on the general search prob-
lem to be solved and the search model that we apply. Again,
this means that in our high-level description we just have to
assume the existence of a function  �!-��" : ������ �������� � IN
that computes the similarity of two problem descriptions. For
a given target instance pr � $#� and a set of possible source in-
stances � pr ������$ � ,...,pr ���
�%$  � , we will select as pr ���
�����-" the in-
stance & , such that  %!-��" (pr � $#� ,pr �	�
��$ � ) is minimal (so a small
 !-��" -value indicates high similarity and 0 that the problems
are identical).

By using problem descriptions, there is more informa-
tion about  !%��" that we can provide for looking for a good
 !-��" -function. Usually, such a problem description con-
sists of several parts that suggest the possible decisions the
search process has to make. And the problem descriptions
in ������ ���
�����-" instantiate these decisions. Consequently, a
 !-��" -function has to assign the parts of the target instance de-
scription to parts of the source instance description and then
measures for such an assignment how similar the pieces are.
Such an assignment can be described as a function  %� �5$��%!
that transforms a source part into a target part. The use of
such a function  � � $+�%! does not only allow us to specify how
pr ���������-" is transformed into pr � $#� , it can also be generalized
to transform the problem descriptions in ������ ���������-" into de-
scriptions that we would like to encounter during our search
starting with (pr � $#� ,?).

3.2 Using a Source Instance for Guidance
It is our goal to use pr ���
�����-" and ����������
�����-" to guide the
search for the target instance (pr � $#� ,?) in order to reduce the
unnecessary transitions that are performed during the search
and therefore generate a very good probe of the search space,
if we only search until one leaf has sol-entry “yes”. Our ba-
sic idea for using this knowledge is rather simple: we modify
the search control we employ to include aspects of a standard
control and aspects measuring the closeness of a transition to
the transitions that were successful when solving the source
instance. More formally, let � leaf � ,...,leaf " � be the leafs of
the tree representing the state s with leaf � = (pr  #"%$+&�$ � ,?). In
order to select a leaf, �! "%$+& has to measure each of them and
then selects the one with the smallest measure, i.e. �� #"%$'& (s)
= (pr  #"%$+&�$ ' ,?) with meas  #"%$+& (pr  #"%$+&�$ ' ) minimal of all leafs
in � leaf � ,...,leaf "(� . For defining �! "%$+&�$  #"%$���� , as part of our
modified control �( #"%$#� � , we define a measure of similarity
meas !-��" of a leaf and the problem descriptions in ������ ���
�����-"
as follows:

meas !-��" (leaf � , ����������������-" ) =
min( � f !-��" (f � �5$��%! (pr,pr  #" $+&�$ � )) � pr in ����������
�����-".� )

So, meas !%��" measures how similar the problem in the leaf is
to any of the problems in ������ ���
�����-" .

For combining two measures, there are a lot of ways known
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in literature (adding them up, multiplying them, and so on).
For our case study, we use a weighted sum of the normalized
values of both measures, i.e.

meas  #"%$+&�$  "%$#� � (leaf� , ������ ���
�����-" ) =" "%$�!��������	�# #"%$+& ��

" � �� " " $�! ��� " � param ! * $�����$ � +
" "%$ !��������  #"%$'& � $ � �������������� ��
&�������� &�!"� ��# ����$ ���������� � $ $ ��! � � 
%
 � param  #"%$#� ��$ �

where param ! * $�����$ � and param  #"%$#� ��$ � are the weights used
to adjust the influence of the two measures and the normal-
ization is done by dividing through some instance-dependent
measure values. �  #"%$+&�$  "%$#� � then selects the leaf with mini-
mal meas  #" $+&�$  #"%$#� � -value.

Similar to �  #"%$'& , � "-).* has to compute some measure in-
dicating the quality of the extensions that are possible for
a given leaf that has as problem description pr  #"%$'& . If
(pr  #"%$+& ,pr � ,...,pr � ) � ������������� , then the standard measure of
it is meas "-).* . In order to get meas "-).* $  #"%$#� � , we employ again
meas !-��" and use a weighted sum of normalized values, i.e.

meas "-).* $  #"%$#� � ((pr  #"%$'& ,pr � ,...,pr � ), ����������
�����-" ) =" "%$ ! ��&�' ��$ � ������� $ $ �
��$�(�(�( $ $ ��� 

" � �� "-)'*)� " "%$�! ���5" � param ! * $+�"��$ � +* ��,+ � " "%$�!����-�.����$ ��� $ / 
 $ � �������0�1���� ��
&����-�2� &�!"� ��# ����$ ���0�1���� � $ $ ��! � � 
%
 � $'$�� $#" ���1� � #	3 ��

Normalizing by dividing by � is used to treat extensions with
different numbers of successors the same. Again, �,"-).* $  #"%$#� �
will select the extension with minimal meas "-).* $  #"%$#� � -value,
while preferring extensions that just change the sol-entry.

4 Case Study in Shift Scheduling

A very good example for the kind of search problems we tar-
get is shift scheduling of workers in a factory or a hospital.
The preferences of particular workers are the same most of
the time and if there is some change due to unexpected events
(illness of a worker, for example) then usually there is not
much time available for producing the new schedule. Our
variant of this problem is based on the requirements of the
Foothills Hospital in Calgary, Canada.

More formally, we have a list of shifts sh � ,...,sh  and a num-
ber /54 3 telling us how many workers are needed for each
shift. Each of our workers w � ,...,w � works at least min-nr(w � )
shifts and at most max-nr(w � ) shifts. Also, each worker w �
provides us for each shift sh � with a number /�� � & / (w � ,sh � )
between 0 and 9, where 0 indicates that he cannot do the shift,
while 1 to 9 indicate how satisfied w � is with the shift, with 9
indicating the highest possible satisfaction.

The optimization problem to solve is to find an assignment� / / : � w � ,...,w � � � � sh � ,...,sh  � � such that* ��,+ � * !�6 6 $�! !��,7 � 
 /�� � & /98%: � � /;4=< is maximal, provided
that the assignment fulfills a certain set >�� 3 / of additional
hard constraints. Among these constraints are min-nr(w � ) ?
� � / /98%: � < �@? max-nr(w � ) and legal constraints (for example,
that the same worker cannot have two shifts immediately fol-
lowing each other).

There are several tree-based search models for our applica-
tion, even several that are based on and-trees and branch-and-
bound. We have chosen the following model:
������ : each element of ������ contains the initial problem in-
stance (i.e. the sets of shifts, workers, the satisfaction func-
tion and so on) and the partial assignment already made (a list

of pairs sh �BA w � ).
	�
� : The sol-entry of a leaf with problem pr can be changed,
if the correct number of workers have been assigned to all
shifts, or if one of the hard constraints is violated by the par-
tial assignment, or if an upper bound f � ��� �"� (pr) on the best
solution that can be achieved with the partial assignment is
smaller than the best solution found so far (as usual in branch-
and-bound-based search, although in our later experiments
we will only look for one solution, so that f � �
� ��� does not
matter with this regard). In both cases we change the sol-entry
to “yes”. The relation ������������� used for generating successor
nodes is defined by selecting one shift that in the problem
of the node has not been assigned the necessary number of
workers and generating a successor node for each worker that
is not above its maximal number of shifts and does not rate
this shift by 0.

For this search model, a search instance for guaranteeing
finding the optimal solution uses as end criterion 1 that all
leafs of the tree have as sol-entry “yes”. In our case, we want
to use search model and process to produce one probe (and
run it them several times, assuming that the control uses some
randomness) and therefore the end criterion 1 is that one leaf
has as sol-entry “yes” (and we will not consider search in-
stances for which there is no solution fulfilling >�� 3 / .

Our learning control needs some standard control to im-
prove upon. We used for our experiments the standard control
employed by most branch-and-bound-based systems: �� #"%$+&
selects the leaf with the best (highest) f � �
� �"� -value and � "-).*
selects the transition that addresses the most constrained re-
source with the partial assignment represented by this leaf.
For our application, the f � ��� �"� -value of a node is computed
by assigning to each remaining shift the remaining worker
with the highest satisfaction for this shift (and ignoring all
hard constraints). Naturally, this relaxation of the problem
almost always does not produce a real solution, as usual.
The most constrained resource is the shift with the least
number of still available workers. So, meas  #"%$+& (pr,?) = -
f � �
� �"� (pr) (remember that we want to maximize satisfaction,
while �  "%$+& selects the leaf with minimal meas  #"%$'& -value)
and meas "%)'* ((pr,pr � ,...,pr ' )) = k (which also means that tran-
sitions just changing the sol-entry are preferred).

4.1 Instantiating our Concept
We need to define f � � $���! and f !%��" . f � � $���! is supposed to
match parts of the source problem instance description with
fitting parts of the target instance description, which for shift
scheduling boils down to matching shifts and workers in both
instances. While in general each shift in one instance can be
assigned to each shift in the other instance and the same is
true for workers, testing all such assignments and finding the
best one is a search problem, again, and potentially very time
consuming.

Fortunately, for our application there exists an obvious
match in most of the cases, because usually the shifts do not
change and also the set of workers does not change much. By
matching the identical shifts in both instances and the work-
ers that are identical in both instances, only a few workers
remain in both instances that have to be matched. It often is
even the case that no change in workers takes place or that

WS Stochastic Search Algorithms 40 IJCAI-03, Acapulco, Mexico



one new worker comes in for one specific old worker, so that
f � �5$��%! does not cause any problems at all.

Even if we have f � �5$��%! , constraints and especially the/�� � & / -values of workers for certain shifts can change, which
can make the solution of the source instance invalid for the
target instance forcing a new search using the guidance of
the source instance. And then a good definition for f !-��" is
needed. As stated before, a problem description consists of
two parts, the description of the initial problem instance and
a partial assignment. While for fixed source and target in-
stances the value of the similarity for the first part obviously
will be the same for all follow-up descriptions (and is elim-
inated out of our formulas, if f !-��" just multiplies the values
for the first and second part), the similarities between par-
tial assignments indicate how similar the decisions leading to
these assignments have been and hence how much we have
followed the guidance of one description in the other.

Formally, this means that we have a partial assignment
pass �	�
� = � sh ���
�%$ � A : ���
��$ � ,...,sh ������$ � A : �	�
��$ � � from
an element of ������ ���
�����-" and a partial assignment pass � $��
= � sh � $���$ � A : � $#�
$ � ,...,sh � $#�
$ " A : � $#�
$ " � in a leaf of
the state for the target instance (after appropriately applying
f � �5$��%! ). Then f !-��" = � � sh � sh A w � pass � $#� , sh A w

��
pass �	�
� � � , i.e. we count all shifts that have been assigned a
different worker than in the source problem description.

While this definition of f !-��" has quite some impact on
meas  #" $+&�$  #"%$#� � , by preferring leafs that have more deci-
sions in common with the source solution, the impact on
meas "-).* $  #"%$���� is not very big. This is because usually each
possible transition based on ������������� will produce one leaf
following the source further and all the others are similar to
the parent node with this regard. So, meas "-).* will always be
the dominating factor, but this is not very important, because
the leaf selection is the really crucial decision here. Conse-
quently, the exact values of param ! * $+�"��$ � and param  "%$#� ��$ �
do not matter much and we set them both to 1. We selected
param ! * $��"��$ � =1 and param  #"%$�����$ � =-0.1. As for the normal-
ization factors, we set � & 3���� � � /�� ��� to the f � ��� �"� -value
of the root (i.e. f � ��� �"� (pr � $#� )) and due to the small influence
of the source instance on meas "-).*)(  #"%$���� , we did not bother to
normalize, i.e. min-ext-measure=1.

4.2 Set-up of the Experiments
Our goal in this report is to show how good one probe using
our control using learned knowledge is compared to a ran-
dom probe and how much such a “learned” probe costs com-
pared to a random probe. In order to get a feeling how quality
and cost develop for different levels of similarity, we gener-
ated target search instances out of randomly generated source
instances by adding constraints making a certain number of
assignments in the solution for the source instance invalid in
the target instance (by setting the /�� � & / -value of the particu-
lar worker for the assigned shift to 0). The assignments were
selected at random, so that the similarity measure achieved
by this is really very crude, since additional constraints often
make the problem instances easier to solve.

We have generated 26 random problem instances of hav-
ing to fill 30 shifts with 2 workers each (i.e. /54 3 = 2). For
each of these source instances, we did an exhaustive search

Table 1: Experimental results: solution quality

blocks quality learn vs random (in percent)
average min max

5 115.98 109 129
9 114.65 107 127
13 114.56 105 125
17 114.92 108 129

Table 2: Experimental results: runtime

blocks runtime learn vs random (in percent)
average min max

5 99.53 41 185
9 133.14 40 370
13 201.96 44 1250
17 255.43 42 1666

to find the optimal solution to be used by our control as the
learned knowledge. Then we created for each source target
instances resulting from “blocking” 5, 9, 13 and 17 assign-
ments of workers to shifts out of the source solution. For each
target instance we ran the probe using learned knowledge and
one probe based on a randomly selecting �� #"%$+& .

4.3 Experimental Evaluation

As Table 1 shows, the quality of the probe using the learned
knowledge is on average 15 percent better than the random
probe we performed. Using the learned knowledge always
led to a better quality result, but as the min-values show, the
gain can also be rather small. The max-values are in the 25
to 29 percent range, which is very promising for these first
results. What is a little bit surprising at first is that even if
the “similarity” gets worse the average quality gain does not
change very much. But we have to remember that due to the
method we applied to create the similar targets on the one
hand side the target instances are getting more constraint and
on the other hand our solutions require 60 assignments, so
that 17 blocks still constitute only a small change.

Table 2 shows that while the improvement in average qual-
ity is rather constant, the average runtime of the probe using
learned knowledge rises quite a lot with more blocks being
put in as additional constraints. Given the nature of how we
produced the “similarity”, this is not surprising, since addi-
tional constraints mean more unsuccessful paths in the search
tree and especially on the paths that are similar to the solution
path in the source problem solution. And having to explore
more nodes before finding a valid solution naturally requires
more time. As the min- and max-values show, the probe us-
ing learned knowledge can still be quicker (i.e requiring only
around 40 percent of the time of the random probe at best),
but the gap on the max side opens up quite a bit (and much
more than what we see on the average). As stated before, the
way we constructed the similar target instances is rather crude
(and developing a good  %!-��" -function is obviously the impor-
tant next goal for us) so that better results should be possible.
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But on the other side, we also have to consider that we com-
pared only one random probe with a learned probe (although
for quite a variety of instances), so that there is some poten-
tial for drawbacks. But all in all, our results show that even
for a crude similarity, there are gains to be had by adding a
probe using learned knowledge to the probes performed by a
stochastic search.

5 Related Work

The use of learning to improve problem solving has been
often suggested. A whole area, case-based reasoning (see
[Kolodner, 1992]), is devoted to this, but in contrast to our
method, case-based reasoning approaches do not use a stan-
dard search model for the search problem to solve, but de-
velop search models and processes that transform the solu-
tion of the source instance into a solution for the target. Our
method of how to use the previous experience was inspired
by the cooperation methods presented in [Denzinger et al.,
1997] and [Denzinger and Offermann, 1999]. In the former,
the idea to modify the search control using a source prob-
lem instance was described for set-based search, which due
to the less structure in the search state is easier to influence
than tree-based search. In the latter, a cooperation concept
for heterogeneous search processes is presented, that allows
for the exchange of different kinds of knowledge. In contrast
to these approaches that define a way how to use experiences
of other search processes with the same problem instance to
guide the search of a search process, we enhanced the method
to use experiences from a different instance. But similar to the
distribution concepts, we suggest to use our method together
with another method.

The idea of using previous search experience to influence
the search control is also featured in [Ruml, 2001], but there
the previous experience comes from the actual search run
(consisting of a series of random probes deep into the po-
tential search tree) and the search control is completely based
on the experience gathered. Potentially, the resulting controls
could be transfered to a similar problem instance (employ-
ing f � � $���! - and f !-��" -functions), but then concepts have to be
developed to deal with similarity breakdowns.

A totally different approach for dealing with problem in-
stance groups that are the result of slight changes in con-
straints was presented in [Ginsberg et al., 1998]. Here the
idea is to search for a solution to the “source” problem that
is not optimal but very good and rather robust against such
slight changes. This robustness was introduced as a rather
large additional set of constraints, so that even small instances
of the original search problem would get rather big after such
an transformation. The number of changes that were looked
at were much lower than in our experiments.

6 Conclusion

We presented a method to use knowledge from a previous
search run to a somewhat similar search instance to enhance
the performance of tree-based search. Given a sufficient sim-
ilarity (and in our tests differences up to nearly 25 percent of
the problem descriptions could be coped with), our method

boosts the performance of a search probe considerably com-
pared to a random probe. Thus, in cases where a search in-
stance is very similar to a previously solved instance, employ-
ing our method as one additional probe together with other
probes offers quite an improvement regarding the potential
quality of the result.

Our research has just started. Obviously, future work has to
focus on getting more experimental data (for bigger problem
instances and instances that are very difficult to solve con-
ventionally) and on coming up with a real similarity measure
instead of just generating targets with some idea of similarity
in mind. We also have to explore more the influence of other
parameters in our general method. And, naturally, the general
framework has to be tested for other search problems.
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Abstract

Applying restarts to complete search algorithms for
constraint satisfaction is an effective method for
improving their expected performance on some dif-
ficult problems. An issue with restarts is that com-
pleteness



though it may be possible for the solver to prove unsatisfiabil-
ity within a given time window between restarts, the guaran-
tee of completeness is lost, because the solver could always
end up restarting before a proof of unsatisfiability is com-
pleted.1

A second problem is the loss of systematicity, the property
that nodes in the tree are visited at most once. Systematicity
is at least theoretically desirable, since revisiting search states
is intuitively “inefficient”. Unfortunately, after a restart, there
is no guarantee that a state which was visited in a previous
invocation of BacktrackSearch in Figure 1 will not be
re-examined in subsequent iterations.

One approach to guaranteeing completeness suggested in
[Gomes et al., 1998] is to use a restart schedule where the du-
ration of each run in between restarts is gradually increased,
so that eventually, the final uninterrupted, “restart” will result
in a complete, search of the tree. A drawback of this approach
is that if the underlying solver does not use a mechanism such
as clause learning, then each restart essentially throws away
all of the work done in the previous restarts, which can be
wasteful. Note that although they proposed gradually increas-
ing cutoffs, Gomes et al actually used a constant cutoff value
between restarts [Gomes et al., 1998] because the strategy
of rapid random restarts maximizes the of hitting a “lucky”
restart (i.e., exploiting any significant mass in the good part
of the runtime distribution).

Another approach is to rely on a conflict-clause record-
ing mechanism. Some modern SAT-solvers such as Chaff
[Moskewicz et al., 2001], GRASP [Marques-Silva and
Sakallah, 1999], and relsat [Bayardo and Schrag, 1997] in-
corporate a learning mechanism that adds new clauses to
the clause set. Usually, these solvers implement a policy
which periodically eliminate some of the learned clauses
based on the age and/or “relevance” of the clauses. Lynse
and Marques-Silva [2002] show that if all recorded clauses
are kept between restarts, or if a policy gradually caused all
clauses to be kept (e.g., by gradually increasing the size-
bound or relevance-bound of the retained clauses) then then
completeness can be guaranteed. A problem with this second
approach is that for a large enough problem instance, it will
be impractical to keep all clauses for the duration of the run
without running out of memory/storage. In addition, at some
point, the overhead introduced by the presence of all learned
clauses can slow down the search algorithm.

A third approach proposed by Baptista, Lynce and
Marques-Silva [2001] for a SAT solver based on conflict-
directed backjumping is to use a search signature that sum-
marizes the subtree that has been explored prior to a restart.
The search signature is a set of clauses added to the formula
during conflict-directed backtracking representing the based
on the causes [Marques-Silva and Sakallah, 1996] for back-
tracking of the variables representing the current search path.
Search signatures use significantly less memory than keeping
all clauses learned by conflict analysis.

1The same problem exists for satisfiable problems, but it is more
likely to be a problem for unsatisfiable problems because in general,
solving unsatisfiability requires proving that the whole tree does not
contain a solution.

In the rest of this paper, we propose path-recording, an al-
ternate approach based on compactly representing the por-
tions of the search space that have already been explored.
Path-recording is similar to search signatures, but is more
general, in that it is an extension to backtracking, and is to-
tally independent of any conflict analysis mechanism. Be-
cause it depends only structure of the search tree, it can be
applied to any backtracking-based algorithm. We show how
path-recording can be implemented for satisfiability testing,
and report some preliminary empirical results that show that
path-recording can be used to improve the performance of
backtracking satisfiability solvers with restarts.

2 Path-Recording
We now propose a simple method which restores both com-
pleteness, and (to some extent) systematicity to randomized
restart algorithms, at very little cost. The key insight is that is
possible to exploit the structure of the search trees explored
by backtracking algorithms in order to compactly and quickly
record which portions of the search tree have already been ex-
plored in the form of new constraints. These constraints are
added to the system in such a way as to prevent the search
algorithm from re-visiting the states encoded by these con-
straints.

The technique will first be demonstrated using a simple ex-
ample.

Suppose we have a SAT instance with 4 variables,�����������
	
.

Assume a standard chronological backtracking algorithm
(i.e., depth-first search)that searches the space of variable-
value assignments. For simplicity, assume that conflicts are
not detected until all variables are assigned a value, i.e., there
is no constraint propagation. Furthermore, assume that vari-
ables are selected in lexicographic order, and values are as-
signed in an arbitrary order (first � is tried, then � ).

The algorithm will start at the root (all variables unas-
signed). First, the algorithm assigns

�� � . Then it would
assign

�� � , then
�� � , then

	� � . At this point,
having failed to find a solution, it would backtrack on

	
and

assign it a value of � . If that fails, it would backtrack on
	

and
�

, assigning � to
�

and � to
	

.
Using an abbreviated notation, this can be described as:�� � ���� � ���� � �
	� � ; fail; backtrack on

	
.�� � ���� � ���� � �
	� � ; fail; backtrack on
	

, then
backtrack on

�
.

...and so on, until either a solution is found or we reach the
state:

�� � �
�� � ���� � �
	� � , at which point the
search tree is exhausted and we return UNSATISFIABLE.

Figure 2 illustrates a partially completed search tree for this
example.

Now, suppose that the search is interrupted after the eval-
uation of the state:

�� � �
�� � ���� � �
	� � . That
is, a restart is triggered after the 6th leaf node from the left in
Figure 2 is expanded.

We can inspect Figure 2 and try to summarize the nodes
that have been expanded so far. The nodes that have already
been expanded are exactly the nodes to the left of the current
path (the sequence of decisions marked by the dark lines). It
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Figure 2: Partial search tree for a backtracking SAT solver

should be clear that we have proven that any state with the
partial assignment

�� � ���  � have been completely
exhausted. Thus, we can conclude: � � �  ��� �� ���

In addition, we can also conclude � � �� ��� �� ��� ��
�	� 	� ���

Therefore, the constraint which exactly summarizes the
subtree which has been explored so far (and proven not to
have a solution) is: � � � � � �
� � � � � � � � � � 	 ) which,
expressed in conjunctive normal form is:

� � ��� � � �� � � ������ � ����	 � The two clauses
���  � � ��� � � � and���  � � ��� ��� � ��� 	 � are added to the original for-

mula.
Now, consider what happens after a restart. If we ever

reach a partial assignment which sets
�  � �
�� � , then� �

is violated, forcing a backtrack.
From this example, we can see intuitively that summariz-

ing the explored portion of the search space requires us to
record one clause for every right-branch taken by the current
path. We now present the path recording algorithm.

Let the decision stack be a list ��� � ��� ����� �! which encodes
the decisions made in the search tree.

Figure 3 shows a chronological backtracking algorithm
which maintains a decision stack. The push and pop oper-
ators add and remove assignments to the decision stack.

When a restart takes place, the solver invokes the Pro-
cessPath algorithm (Figure 4), The call to Process-
Path(CurrentPath,NULL) adds the necessary clauses
required to record the portion of the search space explored in
this current invocation of the backtracking algorithm.

The number of clauses learned by path recording after each
restart is linear in the number of decision variables, " . More
precisely, it is no more than the number of right-branches in
the current path. Thus, after # restarts, there will be at most#�" new clauses. In addition, there is a small, $ � "�� space
requirement for maintaining the current path.

The call to ProcessPath(CurrentPath) clearly
takes $ �&%('*),+�-/.0� �21
343 '5)6-87�9�-/. �/� time, which is $ � ":� , lin-
ear in the number of decision variables. Since ProcessPath
only needs to be called just before a restart, the overhead in-

BacktrackSearch(Vars)
If solution-found
Return solution
v= Select a variable from Vars
for each value a in Domain(v)
Assign(Vars=a)
DecisionStack.push front(pair(v,a))
BacktrackSearch(Vars-v)
DecisionStack.pop front()
Return failure (no solution)

Figure 3: Example backtracking algorithm with an explicitly
maintained decision stack

ProcessPath(path remaining,path-above)
Decision = Pop from back(path remaining)
If Decision = right branch
C = NewClause()
Add Literal(C,Decision)
For each Decision in Path Above
Add Literal(C,Opposite(Decision))

Add Clause To Clause Database(C)
ProcessPath(path remaining,

path-above+Decision)

Figure 4: A Path-Recording algorithm for SAT

troduced into the overall solver will be negligible, assuming
that restarts are relatively infrequent.

The other overhead is incurred when adding/removing de-
cisions to the current path (Figure 3). However, both of these
operations can be done in constant time per decision if the
current path is implemented as a stack. Profiling the SAT
solver used for our experiments in Section 3 showed that this
overhead is negligible.

The above model and examples assumed a very sim-
ple depth-first backtracking algorithm with static (lexicogo-
raphic) variable and value orderings. However, it is easy to
see that even with more sophisticated variable/value order-
ing, path-recording still retains completeness. Also, the usual
extensions to backtracking such as constraint propagation and
conflict-directed backjumping do not affect its correctness.

Also, in our examples we assumed that the restart took
place immediately after some leaf node was opened. Path-
recording is correct even if the restart takes place in an in-
terior node of the search tree, because the nodes which are
eliminated from future consideration correspond to the leaf
nodes to the left of wherever the current path is.

The above algorithm for propositional SAT can be gener-
alized in a straightforward manner for arbitrary trees. Figure
5 shows part of a search tree for a problem on a tree with
branch factor three (e.g., a constraint satisfaction problem
where variables are assigned one of 3 possible values). Given
the current path marked by the dark line, the constraints to be
added in this case are:
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Figure 5: Partial search tree for a backtracking algorithm ap-
plied to a 3-valued search problem

� � �  �*� ,� �/� �� � � �� �4� � � �� � � �� � � � ,� �/� �� � � �  � ���  �*��� � �� � � �  � ���  � � �
3 Empirical Study: SAT
We now empirically study path-recording applied to the do-
main of SAT. Backtracking algorithms based on the Davis-
Putnam-Logemann-Loveland (DPLL) algorithm [Davis and
Putnam, 1960; Davis et al., 1962] represent the current state
of the art in complete, SAT solvers. Gomes et al extended
two systematic DPLL solvers, satz and relsat, with random
restarts and found significantly improved performance com-
pared to the complete, deterministic original versions on
some problem instances. Random restarts are now com-
monly used in modern DPLL-based solvers such as Chaff
[Moskewicz et al., 2001].

We implemented a systematic, DPLL based SAT-solver. It
uses conflict-directed backjumping, 1-UIP clause learning,
and the VSIDS variable selection heuristic as implemented
in zChaff [Zhang et al., 2001]. The current implementation
is a prototype, lacking several features found in state-of-the-
art solver implementations. It uses a counter-based scheme
for unit propagation [Crawford and Auton, 1993] rather than
a watched literal scheme, and we have made no attempt to
optimize data structures for cached memory accesses; both
of these was found to have a significant impact on perfor-
mance [Moskewicz et al., 2001; Zhang and Malik, 2003]. Fi-
nally, our solver is implemented in Common Lisp with only
moderate hand-coded optimizations (e.g., type declarations,
user-level memory management), which imposes some per-
formance penalties for the sake of enabling rapid prototyping.
Nevertheless, the overall performance of our solver seems to
be competitive with reasonably efficient solvers such as rel-
sat. All of our experiments were performed on a 2.78GHz
Intel Pentium 4, 512K L2 cache, and 1GB memory.

As a further optimization which exploits path-recording,
a simple subsumed-clause elimination scheme was imple-

mented. A clause � is subsumed by another � � if the liter-
als in � are a strict subset of the literals in � � . For example,�(9 ����� � ��� is subsumed by

�(9 � � ��� . Note that if � � sub-
sumes � , then � is redundant and can be removed from the
database without affecting the search algorithm behavior. Re-
moving subsumed clauses can speed up the search (by remov-
ing the overhead associated with maintaining the subsumed
clauses in the clause database). During a restart, when the
path clauses are added to the database, all previously existing
clauses are compared to the path clauses, and any subsumed
clauses which are found are removed from the database.

When restarting, the solver uses the algorithm described
in Section 2 and adds the derived path clauses to the clause
database.

We tested the following configurations:
� Forget-everything
� Path-Recording (PR)
� PR+1UIP+Forget-Conflicts
� PR+1UIP
� 1UIP

These configurations are composed of different combina-
tions of clause learning and forgetting strategies, as shown
in Tables 1 and 2. Path recording indicates whether path
recording was turned on. 1-UIP indicates the use of the 1-
UIP conflict-based learning algorithm. Forget conflicts indi-
cates that even when 1-UIP was activated, all conflict clauses
were deleted during each restart. Thus, in our experiment,
conflict clauses are either not learned at all, learned and
never forgotten, or deleted after each restart. We have not
yet experimented with various policies for periodically re-
moving clause databases,such as relevance-based, age-based,
and length-based policies (c.f. [Bayardo and Schrag, 1997;
Zhang et al., 2001]).

Tables 1 and 2 and summarizes the results. The “clauses
at end” column indicates the numbe of clauses in the clause
database at the end of each run, including all clauses learned
by 1-UIP and path-recording. We observe that:
� The utility of path-recording depends on the class of

problem instance, as well algorithmic features (e.g.,
restart strategy, whether clause-learning was enabled).

� When 1-UIP is not used, path-recording significantly
improves performance over not learning anything at all.

� When 1-UIP is used, path-recording does not signifi-
cantly reduce the number of backtracks, but eliminating
conflict clauses subsumed by the recorded path results in
a smaller clause database, resulting in somewhat faster
runtime than 1-UIP alone.

For the constant restart schedule, PR+1UIP+Forget-
Conflicts outperformed pure path-recording. However, in Ta-
ble 1, it is worth noting that path-recording by itself is suffi-
cient to allow all of the instances to be solved, even though
none of the Forget-Everything runs succeeded in proving
unsatisfiability of the formulas within the backtrack bound
(100,000 total backtracks) bound, for an � ) � 3 '�� '5)6- value of
either 100 or 1000. This demonstrates a case where the risk
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configuration path 1-UIP forget restart restart backtracks assignments clauses runtime
name recording conflicts policy increment at end

Forget-Everything n n n/a constant 1000 no successes
Path-Recording (PR) y n n/a constant 1000 18510 610789 809 4.96

Forget-Everything n n n/a constant 100 no successes
Path-Recording (PR) y n n/a constant 100 20024 656354 1917 7.90

PR+1UIP+Forget-Conflicts y y y constant 100 12951 431668 1458 5.52
1UIP n y n constant 100 8203 276376 8766 10.50

PR+1UIP y y n constant 100 8201 278132 1950 8.98
Forget-Everything n n n linear 100 97724 3235352 645 25.41

Path-Recording (PR) y n n linear 100 17384 575339 798 4.74
PR+1UIP+Forget-Conflicts y y y linear 100 9365 318631 1398 3.79

1UIP n y n linear 100 7861 267469 8493 7.15
PR+1UIP y y n linear 100 7922 270536 3415 6.52

Forget-Everything n n n doubling 100 29040 961636 645 7.50
Path-Recording (PR) y n n doubling 100 17313 571734 709 4.64

PR+1UIP+Forget-Conflicts y y y doubling 100 8703 297254 3106 4.70
1UIP n y n doubling 100 7952 270652 8590 7.94

PR+1UIP y y n doubling 100 8027 273136 5033 6.60

Table 1: Comparison of restart strategies on 150 variable, 645 clause unsatisfiable formulas (100 instances from the uuf150
dataset at satlib). Mean ove100 instances. (Timeout after 100000 backtracks)

of applying a rapid restart strategy is mitigated by restoring
completeness using path-recording.

Two sets of test formula were used: The first set was a
set of 150 variable, 615-clause unsatisfiable formula (100
instances) from the uuf150 benchmark set at the satlib
(www.satlib.org) database (hard, random unsatisfiable in-
stances from the phase transition region [Mitchell et al.,
1992]). The second set was the Superscalar Suite 1.0a bench-
mark set (9 instances, all satisfiable) by Miroslav Velev, avail-
able at http://www.ece.cmu.edu/ mvelev.

Three restart policies were used, all of them using a
� ) � 3 '�� '*)6- parameter:
� constant - restarts every � ) � 3 '�� '*)6- backtracks.
� doubling - The

)
th restart occurs after � )6-8' 3�� 9!%�� �  

backtracks. E.g., if � )6-8' 3�� 9!% =100, restarts occur at 100,
200, 400, 800, 1600...backtracks.

� linear - The first restart occurs at $ 3 � + � ) 9�%�� )6-8' 3�� 9�% 
� ) � 3 '�� '*)6- backtracks. The next restart occurs

)��

� ) � 3 '�� '*)6- backtracks after the current restart. E.g., if$ 3 � + � ) 9!%�� )6-8' 3�� 9!% =100, then restarts occur at 100, 300,
600, 1000, 1500... backtracks.

4 Discussion
We described path-recording, an algorithm for generating
constraints summarizing the subtrees explored by a back-
tracking algorithm. Path-recording can be implemented as an
extension to most backtracking algorithms for constraint sat-
isfaction and optimization. Preliminary experiments indicate
that it can help the performance of a restarting, SAT-solver.
For any particular domain, there will be tradeoffs between 1)
the benefits of completeness and limited systematicity offered
by the technique, and 2)the overhead associated with gener-
ating and representing these new constraints.

Path-recording is quite similar to the search signature tech-
nique proposed by Baptista et al [2001]. The main idea of

remembering sufficient constraints to summarize the subtree
that has just been searched is the same. The main difference
is that path-recording generalizes this key idea and presents
it in a framework independent of conflict-directed backtrack-
ing. As a result, it can be applied to many other domains to
which systematic tree-search algorithms can be applied.

In addition to its application to restarts, the path-recording
technique can be used to share/broadcast the exhausted re-
gions of the search space among processes in an algorithm
portfolio or distributed problem-solving system. For exam-
ple, if two backtracking-based solvers are executed in parallel
on the same problem instance, they can succinctly commu-
nicate to each other which regions of the search space have
already been exhausted, without having to explicly list every
single state that has been explored.

Although we have focused on constraint satisaction, path-
recording can be applied to other tree-search domains. For
example, in branch-and-bound algorithms for optimization
(e.g., traveling salesperson), path-tracking can be used to en-
able restarts without losing completeness and systematicity.
This will allow short, rapid “probes” of the search space in
order to try to quickly obtain good upper bounds that can be
used to increase pruning and decrease the overall search ef-
fort. However, in some of these domains, the overhead in-
curred by adding the constrain-checking infrastructure nec-
essary to enable path-recording may overwhelm the poten-
tial reduction in search effort, while in CSP domains such
as SAT, there is very little additional overhead incurred by
path-recording because efficient representation of constraints
is already a necessary part of state-of-the-art solvers. An-
other promising application seems to be branch-and-bound
algorithms for integer programming, which, like CSPs, read-
ily supports the insertion of new constraints derived by path-
recording.
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configuration path 1-UIP forget restart restart backtracks assignments clauses runtime
name recording conflicts policy increment at end

Forget-Everything n n n/a constant 1000 6919 1137654 36982 10.8
Path-Recording (PR) y n n/a constant 1000 6634 1082914 37099 11.2

PR+1UIP+Forget-Conflicts y y y constant 1000 3654 579406 37417 8.4
1UIP n y n constant 1000 2597 433470 39576 6.3

PR+1UIP y y n constant 1000 2625 437258 39457 6.7
Forget-Everything n n n/a doubling 1000 18482 2368821 36982 25.2

Path-Recording (PR) y n n/a doubling 1000 13862 1879868 37063 19.6
PR+1UIP+Forget-Conflicts y y y doubling 1000 2123 352206 37517 5.7

1UIP n y n doubling 1000 1319 223317 38299 3.0
PR+1UIP y y n doubling 1000 1346 224185 38244 3.2

Forget-Everything n n n/a linear 1000 10706 1660774 36982 16.3
Path-Recording (PR) y n n/a linear 1000 7667 1150884 37110 11.9

PR+1UIP+Forget-Conflicts y y y linear 1000 2312 393093 37242 5.3
1UIP n y n linear 1000 1349 236247 38327 3.4

PR+1UIP y y n linear 1000 1345 234301 38241 3.3

Table 2: Comparison of restart strategies on sss1.0a dataset (9 instances). Mean of 10 randomized runs on the batch of 9
instances (e.g., expected runtime to solve all 9 instances sequentially)
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Abstract
Nowadays, many real problems can be solved us-
ing local search strategies. These algorithms in-
crementally alter inconsistency value assignments
to all the variables using a repair or hill climbing
metaphor to move towards more and more com-
plete solutions. Furthermore, if the problem can be
modeled as a distributed problem, the advantages
can be even greater.
This paper presents a distributed model for solving
Constraint Satisfaction Problems (CSPs), in which
agents are committed to sets of constraints. The
problem constraints are ordered and partitioned, by
a preprocessing step, so that the most restricted
constraints are studied first. Thus, each agent
solves a subproblem by means of a stochastic local
search algorithm. This constraint ordering, as well
as value and variable ordering, can improve effi-
ciency because inconsistencies can be found earlier
and the number of constraint checks can be signifi-
cantly reduced.

1 Introduction
Nowadays, many real problems in Artificial Intelligence (AI)
as well as in other areas of computer science and engineering
can be efficiently modeled as Constraint Satisfaction Prob-
lems (CSPs). Some examples of such problems include: spa-
tial and temporal planning, qualitative and symbolic reason-
ing, diagnosis, decision support, scheduling, real-time sys-
tems and robot planning.

General methods for solving CSPs include Generate and
test [Kumar, 1992] and Backtracking [Kumar, 1987] algo-
rithms. Many works have been carried out to improve the
Backtracking method. One way of increasing the efficiency
of Backtracking includes the use of search order for variables
and values. Some heuristics based on variable ordering and
value ordering [Sadeh, 1990] have been developed, because
of the additivity of the variables and values. However, con-
straints are also considered to be additive, that is, the order of
imposition of constraints does not matter; all that matters is
that the conjunction of constraints be satisfied [Bartak, 1999].

In spite of the additivity of constraints, little work has been
done over constraint ordering. In this paper, we propose a

distributed model in which a preprocessing step classifies the
constraints in � sets, so that the most restricted constraints
(included in set 1) are studied first (by agent 1). This is based
on the first-fail principle, which can be explained as

”To succeed, try first where you are more likely to fail”

Our model manages CSPs in a distributed way so that each
agent is committed to a set of constraints. The constraints that
are more likely to fail are studied first using some local search
algorithm. In this way, inconsistent tuples can be found ear-
lier. It must be taken into account the difference between
our block structure, to solve classical CSPs, and a hierarchi-
cal CSP. Our model internally uses a block structure towards
helping search in problems where all constraints are required
and no preferences among constraints are defined, whereas a
hierarchical CSP is focused on representing preferences de-
fined by the user. However, our model internally transforms
any CSP into a hierarchical one by means of an ordered block
structure [Salido, 2003].

2 Definitions and Algorithms
In this section, we relate some basic definitions as well as
basic algorithms for solving CSPs.

2.1 Definitions
CSP: Briefly, a constraint satisfaction problem (CSP) consists
of:�

a set of variables ���
	��������������������������
a set of domains ����	��  � � � ��������� � � � , where each
variable ��!#"$� has a set �%! of possible values�
a finite collection of constraints &'�'	�(��� ()�*�+������� ( ,-� re-
stricting the values that the variables can simultaneously
take.

Partition : A partition of a set & is a set of disjoint subsets
of & whose union is & . The subsets are called the blocks of
the partition.

Distributed CSP: A distributed CSP is a CSP in which
the variables and constraints are distributed among automated
agents [Yokoo et al., 1998].

Each agent has some variables and attempts to determine
their values. However, there are interagent constraints and the
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value assignment must satisfy these interagent constraints. In
our model, there are � agents ����� ��������� � . Each agent main-
tains a set of constraints and the variables involved in these
constraints.

Objective in a CSP: A solution to a CSP is an assignment
of values to all the variables so that all constraints are satis-
fied. A problem with a solution is termed satisfiable or con-
sistent. The objective in a CSP may be to determine:�

whether a solution exists, that is, if the CSP is consistent.�
all solutions, many solutions, or only one solution, with
no preference as to which one.�
an optimal, or a good solution by means of an objective
function defined in terms of certain variables.

Terms in local search methodology:�
state: one possible assignment of all variables; the num-
ber of states is equal to the Cartesian product of the do-
main size�
evaluation value: the number of constraint violations of
the state�
neighbor: the state which is obtained from the current
state by changing only one variable value�
local-minimum: the state that is not a solution and the
evaluation values of all its neighbors are larger than or
equal to the evaluation value of this state.

2.2 Algorithms
There are several algorithms and a lot of improved methods
for solving CSPs. According to how many solutions the sys-
tem seeks concurrently, we can divide the current algorithms
in Single-solution Algorithms where the system is searching
for only one solution at a time and Multi-solution Algorithms
where the system is parallel searching for several solutions.
If considering non � basic algorithms, we can also put those
hybrid algorithms in this category, such as Portfolio of Algo-
rithms and Cooperative Search [Hogg, 1993].

However, cooperative search can also be applied to find a
single solution. In this way, CSPs can be modeled as dis-
tributed CSPs in order to improve efficiency. Every agent is
committed to finding a consistent partial state to its own prob-
lem and cooperates with the other agents to find a problem
solution. Each agent can use any search method for solving
CSPs and finding a consistent partial state to its partial prob-
lem. Furthermore, a single solution from the first agent can
lead to many solutions at the last agent.

From the viewpoint of the search style, algorithms can be
classified in two types: Systematic search (Backtracking) and
Generate&test [Kumar, 1992].

Backtracking assigns values to variables sequentially and
then checks constraints for each variable assignment. If a par-
tial state does not satisfy any of the constraints, it will go back
to the most recently assigned variable and perform the pro-
cess again. Backtracking cannot solve largescale problems
because its search space increases sharply with the problem
size and it is not an efficient algorithm. We will use this tech-
nique in the evaluation section in order to analyze the behav-
ior of our distributed model.

Generate&Test generates a state and then checks whether
it satisfies all the constraints, i.e., checks if it is a solution.
The simplest way to generate a state is to randomly select a
value for each variable. However, this is a less efficient way.
There have been some research efforts to make the generator
smarter. The most popular idea is Local Search [Sosic, 1994].
For many large CSPs, it always gives better results than the
systematic Backtracking paradigm. It generates an initial (but
possibly inconsistent) state and then incrementally uses hill
climbing [Selman, 1992] or min-conflict [Minton et al., 1992]
to move to a solution with a better evaluation value among its
current solution neighborhood, until a solution is found.

Let’s look at some well-known local search techniques
summarized in [Bartak, 1999]:�

Hill-Climbing
Hill-climbing is probably the most well-known algo-
rithm for local search. The idea of hill-climbing is: to
start at randomly generated state; move to the neigh-
bor with the best evaluation value; and if a strict local-
minimum is reached then restart at another randomly
generated state. This procedure repeats till the solution
is found. Generally, this algorithm maintains a param-
eter called (Max-Flips), that is used to limit the maxi-
mum number of moves between restarts which helps us
to leave non-strict local-minimums. The fact that the
hill-climbing algorithm has to explore all the neighbors
of the current state before choosing the move must be
taken into account. This can take a lot of time.�
Min-Conflicts
To avoid exploring all neighbors of the current state,
some heuristics were proposed to find a next move. A
Min-conflicts heuristic [Minton et al., 1992] randomly
chooses any conflicting variable, that is, the variable that
is involved in any unsatisfied constraint, and then picks
a value which minimizes the number of violated con-
straints. If no such value exists, it randomly picks a value
that does not increase the number of violated constraints.
Note, that the pure min-conflicts algorithm is not able
to leave local-minimum. In addition, if the algorithm
achieves a strict local-minimum it does not perform any
move at all and, consequently, it does not terminate with
the global solution.�
Tabu-Search
Tabu search (TS) [Glover, 1986] is another method to
avoid cycles and getting trapped in local minimums. It
is based on the notion of tabu list, which is a special short
term memory that maintains a selective history, com-
posed of previously encountered configurations or more
generally pertinent attributes of such configurations. A
simple TS strategy consists of preventing configurations
of tabu list from being recognized for the next � itera-
tions ( � , called tabu tenue, is the size of tabu list). Such a
strategy prevents Tabu from being trapped in short term
cycling and allows the search process to go beyond local
optima.�
Simulated Annealing
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Simulated Annealing [Kirkpatrick et al., 1983] is a
Monte Carlo approach for combinatorial problems. It
is a famous algorithm inspired by the roughly analogous
physical process of heating and then slowly cooling a
substance to obtain a strong crystalline structure. It can
be regarded as a heuristic of the stochastic Local Search.

3 Our Distributed Model
Agent-based computation has been studied for several years
in the field of artificial intelligence and has been widely used
in other branches of computer science. Multi-agent systems
are computational systems in which several agents interact
or work together in order to achieve goals. In the special-
ized literature, there are many works about distributed CSP. In
[Yokoo et al., 1998], Yokoo et al. present a formalization and
algorithms for solving distributed CSP. These algorithms can
be classified as centralized methods, as synchronous back-
tracking and as asynchronous backtracking [Yokoo, 1995].

Our model can be considered as a synchronous model. It
is meant to be a framework for interacting agents to achieve a
global solution state. The main idea of our multi-agent model
is based on carrying out a partition of the problem constraints,
in � groups called blocks of constraints, so that the most re-
stricted constraints are grouped and studied by autonomous
agents. To this end, a preprocessing step carries out a partition
of the constraints, similar to a sample in finite population, in
order to classify the constraints from the most restricted ones
to the least restricted ones. Then, a group of block agents
manages concurrently each block of constraints, generated by
the preprocessing step. Each block agent is in charge of solv-
ing its partial problem by means of a stochastic local search
algorithm. Thus, finding a solution to a distributed CSP re-
quires that all block agents find a incremental consistent par-
tial state for their own partial problem, that is, the solution is
incrementally generated from the first block agent to the last
block agent.

Figure 1 shows the multi-agent model, in which consistent
partial states ( ��!�� ) are concurrently generated by each block
agent ( �-! ) and sent to the following block agent until a consis-
tent state is found (for example, state: � ������� ����	�� ). Each
block agent maintains the corresponding domains for its new
variables and must assign values to its new variables so that
the block of constraints is satisfied. When a block agent finds
a value for each new variable, then it communicates with the
next block agent by sending the consistent partial state. Thus,
when the last block agent assigns values to the new variables
that satisfy its block of constraints, then a consistent state is
found.

3.1 Preprocessing Step
In this section, we present the preprocessing step that classi-
fies the constraints, so that the most restricted constraints are
studied first.

As we pointed out above, the preprocessing step carries out
a sample from a finite population in statistics, where there is
a population, and a sample is chosen to represent this popula-
tion. In our context, the population is composed by the states
generated by means of the Cartesian Product of variable do-
main bounds and the sample is composed by ��
��� random
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Figure 1: Multi-agent model

and well distributed states ( � is a polynomial function) in or-
der to represent the entire population. As in statistic, the user
selects the size of the sample ( �.
/��� ). Without loss of gener-
ality, we suppose a sample of ( � � ) states. The preprocessing
step studies how many states � ��!102� � !435� � satisfy each con-
straint ()! . Thus, each constraint (�! is labeled with 6�! : (�!�
76�!8� ,
where 6 ! �9� � ! : � � represents the probability that ( ! satis-
fies the whole problem. Thus, in the preprocessing step the
constraints are classified in ascending order of the labels 6�! .
Therefore, in the preprocessing step, the initial CSP is trans-
lated into an ordered CSP so that, it can be divided into a set
of subproblems. Furthermore, this sample will be used by the
stochastic local search algorithms to restart the search. Thus,
the random states with lower evaluation value ;=< ! are firstly
selected to restart the search.
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Figure 2: Preprocessing step

The stochastic local search algorithm moves to the neigh-
bor and restarts at the following lower evaluation value state
when a local-minimum or a number of iterations (Max-Flips)
is reached. In Figure 2, an example of the preprocessing step
is shown. It can be observed that a sample of states is selected
from the spanning tree. Each state is checked with the prob-
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lem constraints and the evaluation value ;=< ! is stored to be
used by the stochastic local search algorithms. Furthermore,
each constraint ( ! is labeled in order to be classified from the
most restricted one to the least restricted one. Thus, as we
pointed in Figure 1, these ordered constraints are partitioned
in � blocks to divide the problem in � interdependent sub-
problems. Each problem will be solved by an agent, called
block agent, using a stochastic local search algorithm and the
information derived from the preprocessing step.

3.2 Block Agent
A block agent is a cooperating agent with a set of properties.
Without loss of generality, we make the following assump-
tions (Figure 3):
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Figure 3: Block agent

�
There is a partition of the set of constraints &��

��!��  & !
generated by the preprocessing step, and each block
agent � � has a block of constraints & � .�
Each block agent � � knows a set of variables � � involved
in its block of constraints & � . These variables fall into
two different sets: used variables set ( ��� ) and new vari-
ables set ( �	� ), that is: � � � �S���	�[� .�
The domain �%! corresponding to variable � ! is main-
tained in the first block agent ��
 in which ��! is involved,
(i.e.), � ! "�� 
 .�
Each block agent � � assigns values (by a stochastic lo-
cal search algorithm) to variables that have not been as-
signed yet, that is, �.� assigns values to variables � ! "�[� ,
because variables � � " �S� have already been assigned
by previous agents �  �D� �*�+��������� ���  .�
Each block agent �.� knows the consistent partial states
generated by the previous agents ������ �*����������� ���  . Thus,
agent �S� knows assignments of variables included in
sets: �  � � � �+������� �S���  .

Block agents cooperate to achieve a consistent state. Block
agent 1 tries to find a consistent state of its partial problem.
When it has a consistent partial state, it communicates this
partial state to block agent 2. Block agent 2 studies the sec-
ond set of more restricted constraints using the variable as-
signments generated by block agent 1. Meanwhile, agent 1

tries to find any other consistent partial state. So, each block
agent � , using the variable assignment of the previous block
agents � ��� ��������� � � , tries to find concurrently a more com-
plete assignment. A consistent state is obtained when the last
block agent � finds a complete variable assignment.

Example: Let’s look at the following example, (simi-
lar to the one presented in [Yokoo et al., 1998]). There
are three variables, �  ��� � ����� , with variable domains	 ����� ���-� �)	 � ���-����	 � � �-��� � , respectively, and constraints (  0� ��� ��� and ()� 0*��� � � � (see Figure 4).
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Figure 4: CSP solved by our model using Hill-Climbing.

Only two constraints are involved, so the constraint parti-
tion is straightforward, and only two blocks, with only one
constraint, are considered. The first block is composed by
constraint ()� and the last block is composed by constraint(  . This is due to the fact that constraint ( � is more re-
stricted than constraint (  because ( � maintains two valid tu-
ples: 
 � � � � �	� and 
 � ��� ���S� , while (� maintains four valid
tuples: 
 � � �-� � �)��
 �-� ��� � � �[
�� � � � � � and 
�� ���-� � � . So, block
agent �  manages constraint 1 and block agent � � manages
constraint 2. It can be observed that variables � � and ��� are
new variables in �  and �� is a new variable in � � , while ���
is a used variable in � � . Thus, domains of variable � � and ���
are known by �  , and the domain of �  is known by � � . Fur-
thermore, �  is responsible for assigning values to ��� and � � ,
using a stochastic local search algorithm, and � � is responsi-
ble for assigning values to �  . Figure 4 shows the behavior of
our distributed model using Hill-Climbing. It can be observed
that the time step 1 is only used by �  to generate a con-
sistent partial state (-,1,1). Hill-Climbing starts at randomly
generated state (-,1,3) with evaluation value (1) in � &  . Its
neighbors are (-,2,3),(-,1,2) and (-,1,1), with evaluation value
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(1),(1) and (0), respectively. So, the neighbor with the best
evaluation value is (-,1,1), which is a consistent partial state.
Thus, �  sends a message to �-� containing the consistent par-
tial state 
 � � ��� �[� . In time step 2, both �  and � � work for
finding a consistent state for their own problems. � � tries to
find a value to �  , knowing that � � and ��� are fixed to (1,1).
Hill-Climbing starts at randomly generated state (1,1,1) with
evaluation value (1) in � & � . Its neighbors are (2,1,1) and
(3,1,1), with evaluation value (0) and (0), respectively. Fur-
thermore, in time step 2, �  tries to find another consistent
partial state for ��� and � � . Thus, in time step 2, �-� finds a
value to �  , and a consistent state (2,1,1) is reached, while
�  finds another consistent partial state 
 � � �-� �S� in � & � . If
only one solution is required, the process is halted. However,
if more solutions are required, the process continues in time
steps 3,4 and 5 using Hill-Climbing � & � and � & � . It can be
observed (in time step 2) that our model allows agents to run
concurrently to achieve consistent partial states.

Let’s suppose that the domain of �  is
�  0 	 �*� . Then,

the first consistent partial state, generated by �  (in time step
1), is (-,1,1). It does not go through a consistent state, be-
cause there is no value to �  (in time step 2) to satisfy the
constraint (+ . Thus, the state 
 ��� ��� �[� is a local-minimum
because this state is not a solution and the evaluation values
of all its neighbors are larger than or equal to the evaluation
value of this state. Then, �  restarts at another randomly gen-
erated state (-,2,3), (in time step 2), in which Hill-climbing
finds a consistent partial state (-,2,2), that will go through a
consistent state (1,2,2) by � � in the time step 3.

3.3 Application to Problems with Hard and Soft
Constraints

The proposed distributed model can be also applied to prob-
lems with hard constraints and soft constraints. Hard con-
straints are conditions that must be satisfied, soft constraints
however may be violated, but should be satisfied as much as
possible.

This type of problems can be easily managed as following:�
First, the preprocessing step studies normally the hard
constraints, that is, it classifies the hard constraints so
that the most restricted set of hard constraints are stud-
ied first.�
Later, the preprocessing step studies the soft constraints.
However, in this case, it classifies the soft constraints so
that the least restricted set of soft constraints are studied
first.

In this way, the priority of constraints is: The most re-
stricted hard constraints, the least restricted hard constraints,
the least restricted soft constraints and the most restricted soft
constraints. Thus, hard constraints must be satisfied and as
many soft constraints as possible.

4 Evaluation
The n-queens problem is a classical search problem in the
artificial intelligence area. The 4-queens problem is internally
managed in Figure 5.������������������		�

������������
������������ ��
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the random states with lower evaluation value ;=< ! are firstly
selected to restart the search. Thus, Our model does not select
random states but it selects the most appropriate ones.

Table 1: Percentage of restart savings in the � � queens prob-
lem using Hill-Climbing.

Hill-Climbing
n-queens Percentage of

restart savings
4 57.62%
5 70.41%
6 75.84%
7 80.04%
8 83.32%
9 85.51%
10 87.27%
13 91.50%

The amount of constraint check savings in the n-queens
problem using our distributed model with Generate&Test
(GT+Dis) and Backtracking (BT+Dis) is presented in Table
2. In this case, our objective is to obtain all solutions in the
� � queens problem. The results show that the amount of con-
straint check savings is significant in GT+Dis and BT+Dis.
This is due to the fact that the preprocessing step classifies
the constraints in ascending order (see Figure 5), so that the
most restricted constraints have been checked first, and in-
consistent states have been discarded earlier.

Table 2: amount of constraint check savings in the � � queens
problem.

GT+Dis BT+Dis
n-queens Solutions Constraint Constraint

Check Savings Check Savings
4 2 731 22
5 10 21336 240
6 4 446474 2406
7 40 14039727 24408
8 92 ��� � ��� ����� 267982
9 352 �G� � ��� ����� 3120302

10 724 �	� � � �
� ����� � � �� �����

5 Conclusions and future work
In this paper, we propose a distributed method for solving
constraint satisfaction problems in which agents are commit-
ted to solving their partial problems by means of stochastic
local search algorithms. They communicate partial solutions
to other agents so that the most restricted set of constraints are
studied first. Thus, inconsistencies can be found earlier and
the number of constraint checks can be significantly reduced.
In this way, hard problems can be solved more efficiently, es-
pecially problems where the number of constraints is large.

As future work, we are working on a distributed model in
which block agents can dynamically interchange constraints,
depending on the evaluation values, so that the preprocess-
ing step can be removed and block agents can carry out this
constraint partition.
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