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Abstract. A central part of the rational drug development process is
the prediction of the complex structure of a small ligand with a protein,
the so-called protein-ligand docking problem, used in virtual screening

of large databases and lead optimization. In the work presented here,
we introduce a new docking algorithm called PLANTS (Protein-Ligand
ANT System) which is based on ant colony optimization (ACO) [1]. An
artificial ant colony is employed to find a minimum energy conformation
of the ligand in the protein’s binding site. We present the effectiveness of
PLANTS for several parameter settings as well as a direct comparison to
a state of the art program called GOLD [2], which is based on a genetic

algorithm (GA). Last but not least, results for a virtual screening on the
protein target factor Xa are presented.

1 Introduction

Finding new drugs is notoriously time-consuming and expensive taking up to 15
years [3] and costing several hundred million dollars. Today’s drug discovery pro-
cess pursued by major pharmaceutical companies begins with the identification
of a suitable protein, the target, in whose function a potential drug could interfere
to fight a disease. For this target, specific assays are developed, which are then
used in high-throughput screening (HTS) experiments to test the biological activ-
ity of large databases of possible drug candidates. Molecules with high affinity,
so-called lead structures, are then optimized (lead optimization cycle) and the
most potent ones of the resulting candidates are transferred to the preclinical and
finally the clinical development phase. In this way out of hundreds of thousands
to millions of molecules, which have to be synthesized, a drug can be identified.
To speed up the process and save money, computer methodologies have become
a crucial part of these drug discovery projects, from hit identification to lead
optimization. Approaches such as ligand- or structure-based virtual screening

techniques are widely used in many discovery efforts [4]. One key methodology,
the docking of small flexible molecules (ligands) to a protein (receptor), remains
a highly active area of research. In this, a complex structure, i.e. the orientation



and conformation of the ligand within the active site of the protein, should be
predicted. This was first described by Emil Fischer in terms of the lock-and-key
image [5]. To identify the correct pose of a specific ligand and to rank different
ligands according to their binding affinity, an estimate of the binding free energy
of the complex formation should also be calculated. Altogether, this is called the
protein-ligand docking problem (PLDP) for which we propose a new algorithm
based on ant colony optimization (ACO) [1].

2 Computational Approaches to the Docking Problem

A large variety of different approaches for a solution of the PLDP has been
proposed. These can be broadly classified as fragment-based, as stochastic opti-

mization methods for finding the global minimum, or as multiconformer docking

approaches. Recent studies [6, 7] compared different docking tools on a large
test set of experimentally determined complex structures. They reported suc-
cess rates of 30 to 60%, where the success rate is defined as the percentage of
complexes, for which the predicted structure with the lowest energy is very close
(root mean square deviation (RMSD) within 2.0 Å) to the experimentally de-
termined structure. This shows that a universal docking tool that has excellent
predictive capabilities across many complexes is not available at the moment.
Concentrating on stochastic optimization methods, this can be attributed to the
scoring problem and the sampling problem. Given a protein and a ligand struc-
ture, a scoring function measures the binding strength of the ligand at a specific
position of the protein. Currently, there exists no perfect scoring function, which
is able to perform correct measurements for all given input structures. But even
if there was a perfect scoring function, there would still be the problem, that
there is no guarantee that the correct binding mode of the ligand is found by
the sampling algorithm given a finite amount of time. Given one of these scoring
functions f and the protein’s and ligand’s degrees of freedom the PLDP can be
formulated as searching for the values to be assigned to the degrees of freedom
that globally minimize the scoring function. In the most approaches, the protein
is kept rigid, in which case only the ligand’s 3 translational, 3 rotational and
r torsional degrees of freedom, describing rotations of single bonds not part of
a ring system, need to be optimized. Thus, the total number of variables, the
dimension of the optimization problem, equals n = 6+r. In the actual implemen-
tations given in the literature (see [8] and references therein), a wide repertoire of
optimization strategies is used to find the global minimum corresponding to the
complex structure. E.g., genetic algorithms are used in the programs GOLD and
AutoDock, Monte Carlo minimization in the programs ICM and QXP, and sim-
ulated annealing, evolutionary programming, and tabu search in PRO LEADS.

3 PLANTS

We present a new algorithm, called Protein–Ligand ANT System (PLANTS)
for sampling the search space. PLANTS is based on an ant colony optimization



Fig. 1. Degrees of freedom for the docking problem. The origin of the ligand’s coor-
dinate system is shown as a sphere. The ligand’s translational degrees of freedom are
shown as large arrows, which also constitute the axes of rotation. The small arrows
mark the ligand’s rotatable bonds as well as a rotatable donor group in a single protein
side-chain (upper right corner), which originates from the schematic protein surface
shown in the background.

(ACO) algorithm, a technique that was not yet tested for tackling the PLDP.
PLANTS treats the ligand flexible, which means that there are 6 + r degrees
of freedom for the ligand as described above. The flexibility of the protein is
partially considered by the optimization of the positions of hydrogen atoms that
could be involved in hydrogen bonding. Both the ligand’s and the protein’s
degrees of freedom are illustrated in figure 1. The search space with respect to
the ligand’s translational degrees of freedom is defined by the size of the binding
site given for each protein.

Pheromone model. The displacement of the ligand and the torsion angles are
continuous variables. Since ACO is designed to tackle combinatorial optimiza-
tion problems, we decided to discretize the continuous variables such that we
can directly apply existing ACO techniques to the problem. To do so, we used
for each of the three translational degrees of freedom an interval length of 0.1Å,
while for the three rotational degrees of freedom and all torsional degrees of
freedom an interval of 1◦ was taken. Each degree of freedom i has associated a
pheromone vector τi with as many entries as values result from the discretiza-
tion. Hence, each pheromone vector associated to rotational or torsional degrees
of freedom has 360 entries, while the number of entries of the pheromone vec-
tors corresponding to the three translational degrees of freedom depends on the
diameter of the binding site. A pheromone trail τij then refers to the desirability
of assigning the value j to degree of freedom i.

ACO algorithm. PLANTS is based on MAX–MIN Ant System (MMAS)
[9]. The (artificial) ants construct solutions by choosing, based on the pheromone
values and heuristic information, one value for each degree of freedom. The order



of the degrees of freedom in the solution construction is arbitrarily fixed, since
each degree of freedom is treated independently of the others. The probability
that an ant chooses value j for a ligand’s torsional degree of freedom i or for the
other degrees of freedom, is given by

pij =

(

1 − 1
1+γ·τij

)

·
(

1
1+δ·ηij

)β

∑ni

l=1

(

1 − 1
1+γ·τil

)

·
(

1
1+δ·ηil

)β
and pkj =

τkj
∑nk

l=1 τkl

, (1)

respectively. In these equations, γ = 200
τmaxi

as well as δ = 0.3 are experimentally

determined scaling parameters, τmaxi
is the maximum pheromone value and ni

(nk) the number of values for degree of freedom i (k). The heuristic information η
is given by the torsional potential for each rotatable bond. The rationale behind
that information is, that the construction of high energy ligand conformations
should be avoided. The nonlinear influence of the pheromone trails on the selec-
tion probabilities for the torsional degrees of freedom was chosen to account for
the imperfectness of the heuristic information. As usual in MMAS, only one
solution is used to deposit pheromone after each iteration; in PLANTS, this is
solution sib, the best solution generated in the current iteration. The pheromone
update is defined as

τij(t + 1) = (1 − ρ)τij(t) + I ib
ij (t)∆τ ib (t), (2)

where

∆τ ib(t) =

{

|f(sib)| if f(sib) < 0
0 otherwise

(3)

and f(sib) is the scoring function value of sib. For a translational degree

of freedom i, I ib
ij (t) is one, if sib assigned a value in {j − 1, j, j + 1} to i; for

rotational and torsional degrees of freedom, I ib
ij (t) is one if a value in {j − 2, j −

1, j, j + 1, j + 2} mod ni was taken; otherwise I ib
ij (t) is zero. The rationale for

the choice of Equation 3 is that our scoring function indicates high affinity by
strongly negative energy values, which means that the larger the absolute value
the better; positive energies would actually correspond to negative affinity and,
hence, do not receive any positive feedback. If f(sib) is positive, no pheromone
is deposited in an iteration. The upper pheromone trail limit in PLANTS is set
to τmax = |f(sgb)|/ρ, where f(sgb) is the score of the best solution found so far
since the start of the algorithm. τmin is set using the formulas given in [9] with
a setting of pbest = 0.9.

Local search. As in most applications of MMAS and, more in general, of
ACO algorithms to NP-hard problems, we improve candidate solutions by a
local search algorithm. We use the Simplex local search algorithm described
by Nelder and Mead [10]. The Simplex algorithm is a geometrically inspired
approach, which transforms the points of a given start simplex by using the
operations reflection, expansion and contraction until the fractional range from
the highest to the lowest point in the simplex with respect to the function value



is less than a tolerance value, which we choose as 0.01; for details see [11]. In
the Simplex algorithm we use ∆trans = 2Å, ∆rot = 90◦ and ∆tors = 90◦ as the
parameter setting for the construction of the initial simplex. Once all ants have
improved their solution, the Simplex algorithm is used again to refine the best of
these ants. This refinement local search is restarted as long as the improvement
in the scoring function through one application of the Simplex local search is
larger than 0.2.

Algorithmic outline of PLANTS. A high-level outline of the PLANTS algo-
rithm is given in Algorithm 1. Most details of the algorithm follow what is usually
done in ACO algorithms; necessary details are explained next. The number of
iterations is determined by the formula

iterations = σ ·
10

m
· (100 + 50 · lrb + 5 · lha), (4)

where σ is a parameter used for the scaling the number of iterations, m is the
colony size, lrb is the number of rotatable bonds and lha the number of heavy
atoms in the ligand. Because of the usage of lrb and lha, the number of itera-
tions depends on the properties of the ligand. As can be seen from this formula,
very flexible and large ligands get more time for searching than rigid and small
ones. The function RefinementLocalSearch applies the refinement local search
as described in the previous paragraph and the procedure UpdatePheromones
applies the pheromone update as described above and includes also the check
regarding the pheromone trail limits. Noteworthy are the diversification fea-
tures applied by the algorithm. PLANTS memorizes the best solution found,
sdb, since the last search diversification. If more than 10 iteration-best solutions
found in PLANTS since the last search diversification differ from sdb by less than
0.02 · |f(sdb)|, again a search diversification is invoked. For the search diversi-
fication, one of two different possibilities is applied. The first is a pheromone
trail smoothing, as proposed in [9], using a smoothing factor of 0.5. If three
subsequent smoothings have been applied, the search is restarted by erasing all
pheromone trails and resetting them to their initial value. This second type of
diversification actually corresponds to a complete restart of the algorithm. Once
the algorithm terminates, it returns the best solution found during the whole
search process and the set M of all solutions returned by the procedures Lo-
calSearch and RefinementLocalSearch, which are used for further processing by
a clustering algorithm.

Clustering algorithm. The clustering algorithm is used as a means of post-
processing the output of PLANTS. It first sorts all the solutions in M according
to increasing scoring function values. Then it extracts a number of ligand struc-
tures given by rankingStructures, a parameter which is set typically to 10, that
satisfy the condition that the minimal RMSD between any of these extracted
solutions is larger than 2 Å. These solutions can then be used for rescoring with
other scoring functions in order to increase the chance of finding a ligand con-
formation that is similar to the experimental binding mode. This feature is es-
pecially interesting for virtual screening applications as shown in Section 5.



algorithm 1 PLANTS

InitializeParameterAndPheromones()
for i = 1 to iterations do

for j = 1 to ants do
sj ← ConstructSolution()
s∗j ← LocalSearch(sj)
M ←M ∪ s∗j

end for
sib ← GetBestSolution()
sib ← RefinementLocalSearch(sib, 0.2)
M ←M ∪ sib

UpdatePheromones(sib)
if diversificationCriteriaMet then

ApplySearchDiversification()
end if

end for
return best solution found, M

Empirical scoring function. The empirical scoring function used in PLANTS
is a combination of parts of published ones [12, 13]. The first part of the inter-
molecular score is based on a modified version of the piecewise linear potential

(PLP) scoring function [12]. This part is mainly used to model steric interac-
tions between the protein and the ligand. The second part introduces directed
hydrogen bonding interactions between both complex partners as published in
GOLD’s CHEMSCORE implementation [13]. The intramolecular ligand scoring
function consists of a simple clash term and a torsional potential as described in
[14]. Additionally, if the ligand’s reference point is outside the predefined binding
site, a penalty term is added. Throughout this paper, this scoring function will
be referred to as CHEMPLP.

4 Parameter Optimization and Validation of PLANTS

The clean list of the comprehensive CCDC/ASTEX dataset [15] has been used
for the validation of PLANTS. From these 224 complexes, 11 include covalently
bound ligands and these had to be removed, because they cannot be handled
by PLANTS at the moment. Hence, our test set consists of 213 non-covalently
bound complexes, we call clean listnc. The number of rotatable bonds of the
ligands in clean listnc ranges from 0 to 28. For all experiments, the spherical
binding site defined for each protein-ligand complex was used to determine the
search space for the ligand’s translational degrees of freedom. Before docking, the
ligand structures were randomized with respect to the translational, rotational
and torsional degrees of freedom. The randomized structure was then passed
to PLANTS in order to prevent biased parameter settings. Here, we examine
the influence of some of PLANTS’ parameters. We have chosen a subset of
33 complexes with 0 to 10 rotatable bonds (3 complexes for each number of



rotatable bonds) to reduce the high computation times required when testing
across the complete test set. We varied the parameters σ, the number of ants,
m, ρ and β considering three or four values for each, which resulted in 144
distinct parameter configurations. On each complex, PLANTS was run for 10
independent trials. We measured for each configuration the average success rate,
computation time and the average number of function evaluations. The success
rate is defined as the percentage of complexes for which the top-ranked docking
solution is within 2.0 Å of the experimentally determined binding mode as given
in the CCDC/ASTEX dataset. The computation times in this section are given
in seconds on a single Pentium 4 Xeon, 2.8GHz CPU; protein setup time (6 s
on average) and ligand setup time (0.01 s on average) are excluded. The plots
in Figure 2 allow for a detailed, graphical analysis of the results (note that the
issues discussed below could easily be confirmed when discussed in terms of
numerical results and statistical significance–here we are more interested in the
general behavior implied by the parameter settings); there, each data point gives
the average computation time (x-axis) and the average success rate (y-axis) for
one PLANTS parameter configuration. In a first step, the data were plotted in
dependence of the number of ants (parameter m) that was used as a blocking
factor; see Figure 2a. As can be clearly seen in this plot, the configurations with
only a single ant are clearly dominated by the other configurations using more
ants. The high computation times for the configurations with only one ant can be
attributed to the larger number of iterations (see Equation 4) and thus the high
amount of RefinementLocalSearches executed. Hence, in the further analysis,
we exclude the configurations with one ant for the remaining plots. As can be
seen in Figure 2a, the preferable parameter setting for m appears to be 20 or
50, since mainly these configurations are part of the curve including the non-
dominated configurations. Next, the parameter σ was used as a blocking factor
and the plot in Figure 2b shows that the points clearly fall into three clusters
with respect to the docking time in dependence of the value of σ. This plot
(together with the observations made below), also suggests that the parameter
σ may be used to tune the tradeoff between computation time and solution
quality if required. In a next step, we analyzed the data in dependence of the
evaporation rate ρ. As shown in Figure 2c, for each value of σ, the four values
of ρ define four clearly distinct clusters: With a decrease of the value for ρ,
the computation times increase. This effect can be explained, since the higher
ρ, the faster will MMAS converge towards the best solutions seen so far; this
convergence again typically leads to less iterations of the local search, since it
will start from better initial solutions. In general, evaporation factors of ρ = 0.25
or ρ = 0.5 seem to be favorable when considering both, the success rate and the
docking time. In a final step, we examined the influence caused by the value of β,
which determines the influence of the heuristic information on the computational
results. As can be seen in Figure 2d, the influence of β appears to be minor. This
impression can also be confirmed by computing the average success rates and
times across all configurations with a same value of β, which are, essentially, all
the same. This may be the case because in general a ligand can engage many
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Fig. 2. Influence of different parameter settings on the other parameter configurations
with respect to the average success rate and docking time. For further explanations see
the text.

low energy conformations with respect to the torsional potential which is used as
the heuristic information. Starting from this analysis, PLANTS was tested with
several settings on the whole clean listnc. The applied parameter setting as well
as the success rate for the top-ranked solution, the success rates up to rank 3 and
up to rank 10 (ranks w.r.t. the solutions returned by the clustering algorithm—a
success is obtained if among these highest ranked ligands we have the desired
one) and the average docking time along with the number of scoring function
evaluations are presented in Table 1 (see upper part marked with PLANTS). As
already observed for the subset consisting of 33 complexes, parameter σ controls
the tradeoff between success rate and docking time.

The success rates for the top-ranked solutions range from about 63% at
docking times of approximately 25 s (σ = 0.25) to 75% at docking times of
290 s (σ = 3) for each complex on average. However, because of the high dock-
ing time parameter setting σ = 3 is not really applicable in virtual screening
applications where thousands of ligands may have to be docked. Interestingly,
for σ = 0.5 and σ = 1 the use of 20 ants seems to be preferable over the 50-
ants setting. An explanation for this may be the higher number of iterations by
PLANTS with 20 ants (see Equation 4) and the resulting possibly positive bene-
fits of more pheromone smoothings and restarts. We also compared PLANTS to



Table 1. Results on the clean listnc for PLANTS and GOLD for selected parameter
settings averaged over 25 independent experiments. Standard deviations for the success
rates are given in parentheses.

PLANTS

success rate (%) up to rank
σ ants ρ β 1 3 10 time (s) eval. (106)

0.25 50 0.25 1 63.86 (1.86) 75.18 (1.73) 80.59 (1.34) 27.01 0.93
0.25 20 0.25 3 63.57 (1.68) 73.71 (2.13) 78.84 (2.16) 25.10 0.86
0.50 50 0.25 3 67.53 (2.22) 78.39 (2.00) 83.31 (1.95) 51.56 1.76
0.50 20 0.25 3 68.90 (1.97) 79.57 (1.76) 84.64 (1.15) 49.27 1.69
1.00 50 0.50 1 71.19 (1.47) 82.40 (1.60) 87.64 (1.40) 88.76 2.99
1.00 20 0.25 3 72.34 (1.27) 83.62 (1.55) 88.62 (1.32) 97.68 3.36
3.00 20 0.25 3 75.19 (1.10) 87.92 (1.11) 92.66 (0.89) 290.13 9.96

GOLD

success rate (%) up to rank
autoscale 1 3 10 time (s) eval. (106)

0.1 67.27 (1.62) 73.75 (1.26) 78.12 (1.47) 42.45 n.a.
0.3 69.43 (1.66) 75.42 (1.65) 81.03 (2.01) 115.21 n.a.
1.0 73.69 (1.44) 78.10 (1.37) 82.35 (1.14) 308.98 n.a.

GOLD (Genetic Optimisation for Ligand Docking) [2], a state-of-the-art dock-
ing program that is frequently used in the pharmaceutical industry. Detailed
information about GOLD can be found in [2, 13]. For the experiments presented
in this section, GOLD version 3.0.1 has been employed. The maximum number
of GA runs per ligand was set to 10 and early termination as well as cavity

detection was activated. Different time settings for both PLANTS and GOLD
were compared with respect to the programs’ success rate and docking time.
In the case of PLANTS, the CHEMPLP scoring function was used, while the
GOLD scoring function was used for GOLD. The results for both programs on
the clean listnc are presented in Table 1. As can be observed, except for autoscale

set to 0.1, PLANTS’ results dominate those of GOLD, which can be seen by the
fact that for PLANTS we always have configurations that achieve higher success
rates in shorter time. When considering the success rates up to ranks 3 or 10, we
even have that configurations of PLANTS reach higher success rates than the
highest achieved by GOLD (of 82.35%) in about one sixth of the time; this is a
very encouraging result for virtual screening applications as they are discussed
next.

5 Virtual Screening

As mentioned in the introduction, virtual screening of large compound libraries
is one of the main applications of current docking tools. Therefore, PLANTS was
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also tested with respect to its ability to discriminate between biologically active
and inactive ligands. Factor Xa was chosen as the protein, which is a target for
antithrombotics, developed to treat imbalances between clotting, clotting inacti-
vation, and thrombolytic processes in the blood coagulation cascade. A database
of 43 active and 817 inactive ligands was docked into PDB-entry 1FAX (coag-
ulation factor Xa inhibitor complex) from the CCDC/ASTEX dataset. The 43
active ligands taken from [16] are publicly available. The ZINC database [17] was
used to retrieve inactive ligands that approximately match the properties (num-
ber of rotatable bonds, hydrogen bond donors, acceptors and heavy atoms) of
the active ligands to ensure a screening under realistic circumstances as carried
out in the pharmaceutical industry. Prior to docking, all ligands were minimized
in vacuo using the MMFF94 force-field [18] to prevent the use of poor ligand ge-
ometries during docking. All 860 ligands were then docked with PLANTS using
the CHEMPLP scoring function and GOLD using the GOLD scoring function.
For both programs the default settings (σ = 1 for PLANTS and autoscale = 1
for GOLD) were used. The computations were carried out on an AMD Opteron
processor with 2 GHz. The average docking time per complex was 68.9 s and
297.14 s for PLANTS and GOLD, respectively. However, it may be noted that
faster search settings for GOLD may have provided similar results. After the
docking, all ligand configurations were ranked according to their scoring func-
tion value starting with the best scoring configurations (PLANTS minimizes
the scoring function while GOLD maximizes the fitness value). The results of
the virtual screening are shown in Figure 3. The x-scale was set logarithmi-
cally to emphasize the part of the ranked database that contains the candidate
ligands for in vitro tests for biological activity; hence, for an algorithm to be
useful in virtual screening it is important that within a small percentage of its
top-ranked ligands is an as high as possible percentage of active ligands. Fig-
ure 3a shows the percentage of biologically active ligands for each percentage of
the ranked database as identified by PLANTS and GOLD as well as the the-



oretically optimal curve and the curve for a random selection strategy. Both
programs perform clearly better than random selection but not as good as the
optimal selection. PLANTS performs slightly better up to the 5% top-ranked
ligands of the database while GOLD finds more active ligands in relation to
PLANTS beyond 10%; however, this is not relevant for practice. The effect of
rescoring the docked ligand geometries is illustrated in figure 3b for PLANTS.
The 8600 ligand structures resulting from the docking and clustering with the
CHEMPLP scoring function were rescored using the PLP scoring function [12]
also implemented in PLANTS and the GOLD as well as the CHEMSCORE
scoring function as implemented in GOLD. In all cases, a simplex minimization
was carried out for each ligand structure and scoring function used for rescoring.
The rescored ligand structures were then re-ranked according to the new scoring
function value resulting in three new lists of ranked ligands. As can be seen in
Figure 3b, only the rescoring with the PLP scoring function had a positive effect
on the identification of more active ligands at the beginning of the database in
comparison to the ranking according to the CHEMPLP scoring function.

6 Conclusions

In this study we presented a new docking algorithm based on the ACO meta-
heuristic. Several parameter settings were studied to assure high success rates
in pose prediction for different timings. Default settings (σ = 1) are able to re-
produce ligand geometries similar to the crystal geometry in about 72% of the
cases at average docking times of 97 seconds. Furthermore, it could be shown
that PLANTS is competitive in terms of pose prediction accuracy as well as
docking times to the state-of-the-art docking program GOLD, which is based on
a genetic algorithm. Last but not least, PLANTS was able to identify biologically
active ligands at the top-ranked positions of a ligand database targeting coagu-
lation factor Xa. Besides these promising results, there is still significant space
for improvement. Especially the CHEMPLP scoring function used in PLANTS
is currently one of the limiting factors. This scoring function could either be
improved to model metal-ligand interactions more appropriately or be replaced
by other scoring functions. Additionally, almost the whole receptor except ro-
tatable hydrogen bond donors is currently kept rigid. This is of course a hard
approximation which especially influences the results of virtual screenings. In a
next step, protein side-chain flexibility will be introduced, which fits well into
the proposed ACO algorithm. In this case simply additional pheromone vectors
are introduced for each degree of freedom of the flexible protein side-chains.
Because of the high computational demands when considering side-chain flexi-
bility, a port of PLANTS from the CPU to the GPU is planned to exploit the
computational power of today’s graphics processing units.
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