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et de Développements en Intelligence Artificielle
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Automated Design of Metaheuristic
Algorithms?

Thomas Stützle and Manuel López-Ibáñez

Abstract The design and development of metaheuristic algorithms can be
time-consuming and difficult for a number of reasons including the complex-
ity of the problems being tackled, the large number of degrees of freedom
when designing an algorithm and setting its numerical parameters, and the
difficulties of algorithm analysis due to heuristic biases and stochasticity.
Traditionally, this design and development has been done through a manual,
labor-intensive approach guided mainly by the expertise and intuition of the
algorithm designer. In recent years, a number of automatic algorithm config-
uration methods have been developed that are able to effectively search large
and diverse parameter spaces. They have been shown to be very successful
for identifying high-performing algorithm designs and parameter settings. In
this chapter, we review the recent advances by addressing automatic meta-
heuristic algorithm design and configuration. We describe the main existing
automatic algorithm configuration techniques and discuss some of the main
uses of such techniques, ranging from the mere optimization of the perfor-
mance of already developed metaheuristic algorithms to their pivotal role in
modifying the way metaheuristic algorithms will be designed and developed
in the future.
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1 Introduction

Metaheuristics have become one of the most widespread and effective tech-
niques for tackling computationally hard decision and optimization prob-
lems [1, 58, 64]. A metaheuristic can be seen as a set of rules that are applied
to derive heuristic algorithms for solving a specific optimization problem of
interest. These rules organize the search by defining means for search inten-
sification and diversification and guiding in this way underlying, problem-
specific algorithm components. As such, metaheuristics are rather malleable
techniques that can be configured and specialized using specific algorithmic
components, problem-specific information, and numerical parameters.

The design of high-performing metaheuristic algorithms involves precisely
coordinating the intensifying and diversifying aspects of the search together
with their interaction with problem-specific heuristics. The design and imple-
mentation effort that is spent on the development of metaheuristic algorithms
can be highly variable. Basic versions of metaheuristic algorithms can be im-
plemented quickly with little effort, and reach good performance. However,
when very high performance is required, the development and design of meta-
heuristic algorithms profits strongly from the exploitation of problem-specific
knowledge, the level of expertise of the developer, the time invested in design-
ing and tuning the algorithms, and the creative use of insights into algorithm
behavior and interplay with problem characteristics [145].

Taking appropriate design decisions and searching for appropriate settings
of numerical parameters are well-known bottlenecks in the development of
metaheuristic algorithms. Traditionally, metaheuristic design and develop-
ment is addressed in a manual, labor-intensive experimental approach that
is guided mainly by the expertise and intuition of the algorithm designer.
This process is prone to over-generalizations from previous experience and
implicit independence assumptions between algorithm components and pa-
rameters. This manual process also has a number of other disadvantages as
it (i) limits the number of design alternatives that are explored, (ii) makes
the algorithm development process irreproducible, (iii) hides the actual effort
that has been dedicated to the development, and (iv) loses information on
which alternative design decisions were explored and discarded as they have
resulted in apparently worse performance.

To alleviate metaheuristic algorithm developers from the burden of a man-
ual algorithm parameter tuning, various methods have been proposed that
can be executed (almost) without manual user intervention. While several
such methods have been applied mainly to tune numerical algorithm param-
eters [9, 114, 160], various general-purpose automatic algorithm configura-
tion methods have been proposed over the recent years, including ParamILS
[72, 73], iterated racing [11, 32, 91], sequential model-based configuration [70],
or gender-based genetic algorithms [5, 6]. They can deal with the stochastic-
ity of the algorithms to be configured and are able to search large algorithm
parameter spaces, with tens or sometimes hundreds of parameters of different
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types. In other words, they are built with the intention of dealing with the
complexity of the actual algorithm design process.

A basic utilization of these automatic algorithm configuration techniques
consists in fine-tuning the parameter settings of metaheuristic algorithms
that are already fully specified with respect to the choice of alternative al-
gorithm components. Although this approach already can lead to significant
performance improvements w.r.t. the default parameter settings, the impor-
tance of effective, automatic algorithm configuration techniques lies in their
pivotal role in transforming the way metaheuristic (and also other types of)
algorithms are designed and developed. Instead of manually exploring various
alternative algorithm components and fine-tuning some parameter settings,
an alternative design paradigm relies on defining an appropriate algorithm
design space into which alternative algorithm design choices and numerical
parameters are encoded and then searching this algorithm design space in a
computation-intensive, automated process for high-performance algorithm in-
stantiations. In various research efforts, the feasibility of such an approach has
been studied. Currently, the most advanced contributions collect known al-
gorithm components and design features for specific classes of algorithms and
specific problems, and include them into a parameterized algorithm frame-
work. These contributions have led to new state-of-the-art heuristics for the
satisfiability problem in propositional logic (SAT) [56, 82], highly effective
multi-objective optimizers [46, 96, 98], or new hybrid stochastic local search
algorithms [103].

The remainder of the chapter is organized as follows. In the next section,
we highlight the importance of parameters and design choices in the develop-
ment of metaheuristic algorithms and review a number of recent methods for
automatic algorithm configuration. Section 3 discusses approaches that led
to an increasing automation of metaheuristic algorithm design. In Section 4,
we give a number of successful examples that highlight the potential of an
automated design of metaheuristic algorithms. We shortly discuss related,
complementary work in Section 5 and conclude in Section 6.

2 Automatic algorithm configuration

In this section, we first discuss the questions and choices that need to be
addressed in the development of metaheuristic algorithms, using the example
of iterated local search. This motivates the definition of the algorithm con-
figuration problem. A rather natural way to address this problem is to use
automatic algorithm configuration tools, which allow moving from a manual,
trial-and-error based metaheuristic algorithm development to an automated,
reproducible algorithm design process. We discuss some automatic algorithm
configuration tools that support such an automated design process.
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Algorithm 1 Iterated Local Search
1: s0 = GenerateInitialSolution
2: s∗ = LocalSearch(s0)
3: repeat

4: s′ = Perturbation(s∗, history)

5: s∗′ = LocalSearch(s′)
6: s∗ = AcceptanceCriterion(s∗, s∗′, history)

7: until termination condition met

2.1 Design choices for metaheuristic algorithms

Let us start by illustrating alternative design choices arising during the de-
velopment of a metaheuristic algorithm using the example of a rather sim-
ple metaheuristic, iterated local search (ILS) [131]. ILS is one of the old-
est metaheuristic techniques. Implementations of the ideas underlying ILS
can be traced back to several articles published in the early and mid 1980’s
[22, 23, 24]. In a nutshell, ILS embeds an improvement method into an itera-
tive process that loops through phases of solution perturbation, local search
and acceptance tests.

A generic outline of an ILS algorithm is given in Algorithm 1. ILS starts
from some initial candidate solution s0 taken from a search space S of can-
didate solutions. It applies a local search to this initial candidate solution,
resulting in some locally optimal candidate solution s∗. In the main loop of
ILS, first a perturbation modifies the incumbent candidate solution to create
a new starting candidate solution s′ for the local search. Once a new local
optimum s∗′ is obtained, an acceptance criterion decides whether to con-
tinue the search process from s∗ or s∗′. Upon termination, the ILS algorithm
returns the best candidate solution found in the search process.

A basic version of an ILS algorithm is very easy to implement, in particular,
if an improvement method that plays the role of the procedure LocalSearch
is already available. In a basic version, the ILS algorithm may start from a
random initial candidate solution. The perturbation may be random moves
in a higher order neighborhood than the one used in the local search and the
acceptance criterion may force the solution cost to decrease. Thus, starting
from an available local search procedure, a basic ILS algorithm can be easily
obtained by adding a few lines of code to implement the perturbation and
the acceptance criterion. With more work on each of the components that
define an ILS algorithm, state-of-the-art results are often attainable [131].

For the basic ILS version outlined above, the main choice is the size of the
perturbation, which can be controlled by a parameter k (e.g., it may be the
number of solution components involved in the perturbation). However, ILS
is a very flexible metaheuristic where many alternative choices for each of the
main algorithmic components are available [131]. Let us now list a number
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of alternative choices for the main procedures without any claims of being
exhaustive.

For GenerateInitialSolution, one may consider any available greedy or ran-
domized constructive heuristic for the problem under concern. One may also
generate a set of initial candidate solutions and take the best one as the
starting one.

For Perturbation, various choices are possible for the type of modification
applied to a candidate solution and the strength that modification has—
strength being defined by the number of solution components it will affect.
Concerning the type of modification, different neighborhoods exist for many
problems, but a perturbation may be composed of moves in more than one
neighborhood, by interleaving them in different ways. Alternatively, complex
perturbations may be used, for example, involving the exact solution of some
subproblems [129]. The strength of the perturbation may be fixed to some
value k, vary at algorithm run-time or be adjusted based on a feedback loop
as in reactive search [20]. Varying the perturbation strength k within some
minimum and maximum range [kmin, kmax], increasing k by one if LocalSearch
does not find an improved solution and setting it to kmin if it does, would lead
to a basic variable neighborhood search (VNS) algorithm [62]. With different
settings for the variation of parameter k, other variants of basic VNS would
result [62] or even some schemes that have never been examined before.

For AcceptanceCriterion, one may force the cost to decrease or accept ev-
ery new candidate solution s∗′ as the new incumbent. Intermediate choices
are possible, for example, by accepting a candidate solution based on prob-
abilistic acceptance criteria such as the Metropolis condition, which always
accepts a same or improving candidate solution and accepts a worse candi-
date solution with a probability given by exp(f(s∗) − f(s∗′)/T ), where f is
the evaluation function (we assume here a minimization problem) and T is
a parameter called temperature [84]. In case this acceptance criterion is cho-
sen, the temperature parameter T needs to be appropriately set in case it is
kept fixed; if it should be varied as in simulated annealing, then an annealing
schedule needs to be defined. Many other possible acceptance criteria may
be considered [131].

Finally, any improvement method can be chosen in principle for Lo-
calSearch, ranging from iterative improvement algorithms in simple or very
large-scale neighborhoods to local search-based metaheuristics like tabu
search, simulated annealing, etc. Such choices provide a large set of addi-
tional options for neighborhoods, pivoting rules and numerical parameters.

The development of a high-performing ILS algorithm would require that
the algorithm designer potentially explores many such options and their pos-
sible combinations. Typically, the development of a metaheuristic algorithm
starts from some template such as the ILS one and then proceeds in a man-
ual, work-intensive algorithm engineering effort that involves cycles of devel-
opment and coding of alternative procedures, tuning of the current algorithm
to identify the usefulness of new alternative choices and, often, the manual
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execution and analysis of experiments. This process is guided by the exper-
tise that the algorithm developer has gained through previous, similar efforts
and the intuition about the problem to be tackled. The disadvantages of such
a procedure include irreproducibility of the development process and often
a lack of separation between the instances on which the algorithm tuning
has been performed and the instances on which the algorithm is evaluated—
thus, actually implementing an approach that is known to potentially result in
over-fitting. The shortcomings of this (early) research methodology in many
articles on metaheuristics (but also on many other algorithms) have recur-
rently been documented in a number of papers and better practices have been
called for and also been proposed [15, 77, 80, 132].

One may wonder whether the many decisions to be taken and parame-
ters to be set is an inherent problem of ILS. The answer is simple: no, it is
not. In fact, if one considers the possible choices and decisions to be taken
to apply any metaheuristic to a specific optimization problem, a similar list
will arise—maybe sometimes shorter for some very simple methods but often
much longer, in particular, when considering algorithms that combine ele-
ments from different metaheuristic techniques or that integrate techniques
from systematic search algorithms, resulting in so-called matheuristics [102].
While some authors strive for so-called parameter-less metaheuristics, these
are often obtained by simply hiding from the user alternative choices by fixing
them a priori. Nevertheless, the fact that the appropriate algorithm design
choices and parameter settings can have a very strong impact on algorithm
performance is widely acknowledged.

2.2 Parameters and the configuration problem

The choices that must be made during the design and development of meta-
heuristic algorithms can be represented by appropriate parameters of differ-
ent types. On a high level, one may consider parameters that are related to
algorithm design decisions for choosing between different available options
when implementing the main algorithm procedures. Such parameters can be
categorical if there is no ordering among the various options and no sensible
distance measure between them is available. A categorical parameter may
model alternative choices such as the types of moves performed by a pertur-
bation in ILS or which neighborhood is explored in a simulated annealing
algorithm. If the values can be ordered according to some criteria but a dis-
tance measure is not defined, such as in {small,medium, large}, one has
an ordinal parameter. If one has to consider the order of various neighbor-
hoods in a local search algorithm, a permutation parameter may be useful.
Other parameters may be numerical ones, which can be either real-valued or
integer-valued.
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Some numerical parameters may arise as algorithm-wide parameters, that
is, parameters that have to be defined independently of other choices. An ex-
ample is the population size in evolutionary algorithms or the tabu list length
in tabu search. However, numerical parameters may arise due to other choices
that have been made in the algorithm design, that is, they are conditional
parameters because they depend on the value of others. For example, if one
chooses simulated annealing as local search in an ILS algorithm, a tempera-
ture parameter needs to be set, while no additional parameter is necessary,
if an iterative improvement algorithm is chosen instead.

In addition to the parameter types, the possible ranges of the parameter
values need to be set. For categorical and ordinal parameters, this is rather
straightforward: each available option may be one possible value. For nu-
merical parameters there is some freedom in setting the ranges by choosing
appropriate minimum or maximum values a parameter can take. While the
size of the range may influence the difficulty of identifying high-performance
values, it appears to be preferable in case of doubt to choose a larger range
as this gives more freedom for possible settings and sometimes rather unex-
pected parameter values may be high-performing.

Once the parameters of an algorithm are defined, the task of finding a
performance-optimizing algorithm configuration can be more formally de-
scribed [30]. Let Np be the number of algorithm parameters of any type, that
is, numerical, ordinal, categorical or other variable types. Each parameter
θi, i = 1, . . . , Np has an associate type ti and domain Di. Hence, we have
a parameter vector θ = (θ1, . . . , θNp

) ∈ Θ associated with a metaheuristic
algorithm, where Θ is the space of possible parameter settings. The goal
in the design of a metaheuristic algorithm is to optimize the performance
reached for some problem Π of interest or for a specific instance distribution
I of problem Π. Formally, the performance of an algorithm, when applied
to a problem instance πi obtained from I, can be captured by a cost mea-
sure C(θ, πi) : Θ × I → IR. If a metaheuristic algorithm involves stochastic
decision during the search, the performance measure is a random variable
with typically unknown distribution. However, by executing an algorithm on
a specific instance, one can measure realizations of this random variable. A
second element of stochasticity is incurred by the fact that each instance πi
can be seen as being drawn according to some random instance distribution
I. The performance of a configuration can then be defined as a function
FI(θ) : Θ → IR with respect to an instance distribution I.

A common approach to define FI(θ) is to take the expected cost E[C(θ, πi)]
of θ when applied to a specific instance distribution. The definition of FI(θ)
determines how to compare configurations over a set of instances. If cost val-
ues across different instances are not comparable on a same scale, rank-based
measures such as the median or the sum of ranks may be more meaningful.
The precise value of FI(θ) can generally not be computed in an analytic way
but it can be estimated by sampling. In practice, this means that one obtains
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realizations c(θ, πi) of the random variable C(θ, πi) by running an algorithm
configuration θ on instances that have been sampled according to I.

The algorithm configuration problem then is to identify an algorithm con-
figuration θ∗ such that

θ∗ = arg min
θ∈Θ

FI(θ) (1)

The algorithm configuration problem, hence, is a stochastic optimization
problem with various variable types, where decision variables may be cate-
gorical, ordinal or numerical (that is, real-valued or integer) but also of other
types. Each of these variables has an associated domain of possible values and
constraints among them. The stochasticity of the configuration task mainly
stems from (i) the stochasticity of the algorithm and (ii) the stochasticity in
the sampling of the problem instances.

Due to the stochastic nature of the configuration problem, a crucial as-
pect is generalization of the performance of the configurations to unseen
instances [30]. As a result, the configuration problem is commonly tackled
in a two-phase approach. In a training phase a high-performing algorithm
configuration is searched. The training stage involves the execution of candi-
date algorithm configurations on some training instances. Clearly, to ensure
generalization, the set of training instances needs to be representative of the
distribution of the instances to which the finally configured algorithm should
be applied. This should be ensured by an appropriate selection of the training
data set and, additionally, by the specific application context (e.g., available
computation times, etc.) in which the algorithm should be employed. If the
performance of the obtained best configuration is to be evaluated, this is then
done in a test phase using an independent test set, that is, on problem in-
stances that do not overlap with those seen during the configuration process.
This split between training and test phase reflects the general setup in which
algorithm design usually takes place: an algorithm is designed and trained
for a specific target application to which it is later deployed to solve new,
previously unseen problem instances.

2.3 Automatic algorithm configuration

In the metaheuristics literature, the algorithm configuration problem is typ-
ically addressed by a manual trial-and-error process. Over the recent years,
an increasing number of automatic algorithm configuration techniques have
been proposed to tackle this problem through a computationally-intensive
search process. The general setup followed by these techniques is depicted in
Figure 1. A configurator receives as input the parameters to be set for the
specific algorithm (software) to be configured. This input includes the names
of the parameters, their types and their domains, but also a measure of how
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to evaluate the performance of the algorithm that is to be configured. Ad-
ditionally, automatic algorithm configuration tools may receive information
about which parameters depend on others, whether specific combinations of
parameter values are forbidden, and any other relevant information. With
these inputs, the configurator generates one or several algorithm candidate
configurations, that is, settings of all parameters relevant in a configuration
to define a fully instantiated algorithm. These candidate configurations are
evaluated on a set of training instances and the evaluations are returned to
the configurator. This process of generating and evaluating candidate config-
urations is iterated until the specified configuration budget is exhausted; the
configuration budget may be given in terms of an overall computation time
available for the configuration process (CPU or wall-clock time) or the num-
ber of algorithm executions that is allowed if each execution has a specific
computation time bound. Upon termination, the best or a set of the best can-
didate configurations is returned, with possibly some additional information
on the configuration process for further analysis.

An automated algorithm configuration offers also a number of advantages
with respect to the above mentioned classical, manual development of meta-
heuristic algorithms. These include a clear definition of the target application
scenario through the definition of configuration goals, training instances, the
necessary explicit definition of parameters, their types and possible domains,
and the termination criteria for the algorithms to be configured. These items
together define the target scenario for which the algorithms should be de-
signed. The automatic execution of the configuration process also increases
the reproducibility of the algorithm design process, helps to have a more
clear-cut separation between training instances and test instances on which
the once configured algorithms are actually evaluated, and has a pivotal role
in reducing the bias in algorithm comparisons by algorithm designers. Finally,
a conceptual advantage is the clear separation between general methods for
tackling the algorithm configuration problem through configurators and the
use of these methods that led, for example, to rather general ideas on the
automated design of (metaheuristic and other) algorithms, as discussed in
Section 3. Improvements on the configurators, thus, have direct repercussions
in their application areas or even enable new uses of configurators.

A number of approaches have been targeted towards implementing auto-
mated configuration procedures and these may be classified as follows.

Experimental design techniques. To avoid immediate pitfalls of trial-
and-error processes, various researchers have adopted statistical techniques
such as hypothesis tests for evaluating the statistical significance of perfor-
mance differences or experimental design techniques such as factorial or frac-
tional factorial designs and response surface methodologies [42, 113, 135, 138].
While often experimental design techniques such as ANOVA have been ap-
plied using manual intervention, several efforts have been made to exploit
such techniques to make them more automated. An example in this direction
is the CALIBRA approach [2], which applies Taguchi designs and a refine-
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Fig. 1 Generic view on the main interaction of an automatic configuration technique with
the configuration scenario.

ment local search to tune five parameters. A different approach by Coy et al.
[42] is based on the exploitation of response surface methodologies.

Continuous optimization techniques. When an algorithm is already
fully designed, that is, all the main alternative algorithm procedures are al-
ready fixed, the configuration task reduces to tuning the numerical algo-
rithm parameters. An obvious option is to consider for this task numerical
optimization techniques enhanced by techniques to deal with the stochastic-
ity of algorithm configuration. Although continuous optimization techniques
typically deal with real-valued parameters, it is often effective in practice
to use rounding for integer parameters, in particular, if the possible range
of integer values is large. Audet and Orban [9] used mesh-adaptive direct
search (MADS) for the tuning of mathematical optimization algorithms, han-
dling stochasticity by averaging the performance of a configuration across a
large set of instances. MADS and adaptations of the continuous optimizers
CMAES [61] and BOBYQA [126] to the algorithm configuration task have
been examined by Yuan et al. [160]. They found that BOBYQA worked best
for very few (typically two to four) parameters, while for more parameters
the CMAES-based configurator was found to be best performing. Other ap-
proaches that have been recently designed and applied mainly to tuning tasks
involving numerical parameters include the REVAC algorithm and its exten-
sions [114, 115].

Heuristic search techniques. For configuration tasks that involve other
variables than numerical ones, a number of heuristic search techniques have
been developed. The first proposals date back to work on meta-genetic al-
gorithms that configure the parameters of an underlying genetic algorithm
[59]. More recent work includes gender-based genetic algorithms [6] and the
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EVOCA evolutionary algorithm [136]. The work on MADS has been ex-
tended to the OPAL system, which takes into account categorical and binary
parameters [8]. Among the most widely used configurators is the ParamILS
algorithm [72], which implements an iterated local search in the parameter
space and is described in more detail in Section 2.3.1.

Surrogate-model based configurators. Surrogate-modeling approaches
intend to predict the performance of configurations based on previously ob-
served executions of other configurations on problem instances. (In the liter-
ature, these approaches are also often referred to as Bayesian optimization
[111, 140].) These predictions are then used to select one or a set of promising
configurations that are executed. In turn, the new execution data are re-used
to improve the prediction model. Surrogate-model based approaches are ap-
pealing as they may help to avoid evaluating unpromising candidate config-
urations and, thus, reduce the computation time spent executing poor con-
figurations. They were used the first time for parameter tuning tasks within
the sequential parameter optimization (SPOT) approach [17, 18]. Currently,
sequential model-based algorithm configuration (SMAC) [70], which is de-
scribed in Section 2.3.2 in some more detail, is probably the best performing
among these approaches. A recent variant of the above mentioned gender-
based genetic algorithm also makes use of surrogate models with promising
initial results [5].

(Iterated) racing approaches. Other methods make use of racing ap-
proaches [104] to select a best configuration among a set of candidate config-
urations. The F-race method [31] makes use of sequential statistical testing
employing the Friedman test and its related post-tests [41]. The initial can-
didate configurations for a race may be selected by experimental design tech-
niques, randomly or based on problem-specific knowledge [11]. In the case
of iterated racing [11, 91], a sampling model is iteratively refined accord-
ing to the results of previous races. Section 2.3.3 explains iterated racing, as
implemented in the irace package [91].

2.3.1 ParamILS

ParamILS performs an iterated local search in the parameter space (see Al-
gorithm 1 for an outline of ILS) [72, 73]. From the algorithmic side, the main
features of ParamILS are the following. ParamILS treats the configuration
problem as a task that only considers categorical variables. Thus, the nu-
merical parameters need to be discretized in some way, which may be done
by generating a number of discrete values for each parameter according to
a grid with a specific resolution, by using some a priori knowledge of good
parameter value regions, or at random. The resulting values are then handled
by ParamILS without any specific ordering. For the initialization, ParamILS
requires as input a default configuration and generates a small number of r
random configurations. The starting configuration for the local search is then
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chosen as the best among the r + 1 initial configurations. The local search
in ParamILS uses a one-exchange neighborhood, where the parameter–value
pairs are examined in random order. At each local search step, a next move
is examined and the new configuration replaces the current one if it improves
upon it. After each improvement, the neighborhood is randomly re-shuffled.
Once ParamILS reaches a local optimum, the current locally optimal con-
figuration θ∗′ is compared to the incumbent configuration θ∗ and the better
of the two is kept. The perturbation modifies k randomly chosen parameters
(as default, k = 3 is used) to obtain configuration θ′, from which a new local
search is started. With a probability pr (as default, pr = 0.01) a different
strategy is followed: instead of applying a perturbation, a random configura-
tion is generated from which the next ILS iteration is started.

ParamILS offers two different approaches for comparing configurations. In
the BasicILS version, all configurations are evaluated on the same maximum
number of configurations ne. The configuration that obtains the better cost
estimate is selected. BasicILS incurs the potential disadvantages of requiring
an a priori choice of ne and wasting configuration budget by evaluating sub-
optimal configurations. In the FocusedILS version, which is the recommended
one, the number of instances on which two configurations are compared is in-
creased iteratively, until one configuration dominates another one. Dominance
between two configurations is established as follows. Let two configurations
θ1 and θ2 be evaluated on n1 and n2 instances, respectively, and without
loss of generality we assume n1 ≥ n2. Configuration θ1 then dominates θ2 if
F̂ (θ1, n2) ≤ F̂ (θ2, n2), where F̂ (θ, n) denotes the cost estimate of a configura-
tion θ using n instances. Thus, a configuration dominates another one if the
former has been evaluated on as many instances as the latter and it also has
a lower cost estimate for the number of instances on which the latter config-
uration has been evaluated. If no dominance can be established, the number
of instances on which the second configuration is evaluated is increased and
the dominance test redone. When a new configuration improves upon the
incumbent one, the number of instances on which the new best configuration
is evaluated is increased. As a result, over the configuration process, the best
configurations are evaluated on a rather large number of instances.

Frequently, ParamILS has been used to configure exact solvers to minimize
their computation time until completion. In this context, a large amount of
computational budget may be wasted when evaluating new configurations. To
reduce this effort, ParamILS implements a pruning technique called adaptive
capping, which is used to terminate early the evaluation of potentially poor
performing configurations. Essentially, the idea underlying adaptive capping
is to allocate to a new configuration a maximum computation time equivalent
to the maximum time it could take to still reach a cost estimate better than
the one of the incumbent configuration. Together with the above mentioned
dominance criterion, adaptive capping can strongly reduce the computation
time necessary to eliminate poor performing configurations and is crucial for
the succes of ParamILS in such configuration scenarios.
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ParamILS is publicly available at http://www.cs.ubc.ca/labs/beta/

Projects/ParamILS/ and it has been shown to be a powerful configurator in
a significant number of applications, leading to speed-ups of several orders of
magnitude for various applications to solvers for mixed integer programming
(MIP) or the SAT problem [68, 69].

2.3.2 SMAC

Sequential model-based algorithm configuration (SMAC) is a configurator
that implements a surrogate-model based search of the parameter space [70].
As opposed to ParamILS, SMAC handles both numerical and categorical
parameters natively, that is, without the need of discretizing numerical pa-
rameters.

SMAC uses surrogate modelling to screen a set of such configurations using
predictions of their performance. The best configurations in the set according
to the surrogate model are selected for actual evaluation. The surrogate model
of SMAC uses random forests, which is an ensemble learning technique that
works by constructing a number of decision trees [36]. The surrogate model
is built using performance data generated during the search process. The
performance prediction are then used to compute the expected improvement
[139] and the configurations are sorted in non-increasing order of the expected
improvement for evaluation. Routinely, the random forest model is then re-
trained using the execution data to further improve its predictive capabilities.

SMAC starts from some initial configuration, typically, the algorithm de-
fault configuration or, if no such configuration is available, from one or a set
of random initial configuration(s), which is (are) evaluated on one instance.
The procedure then loops over the following steps. First the random forest
model is learned. Next, a set of candidate configurations is generated. To do
so, a list of nls configurations is created from an elite set of configurations,
each of which serves as the starting point for a best-improvement local search
in the configuration space, where each configuration is evaluated according
to the expected improvement criterion. This process results in nls configura-
tions that are locally optimal w.r.t. the expected improvement. In addition,
a set of nr randomly generated configurations is created, each being evalu-
ated again according to their expected improvement. Then, SMAC sorts the
nls +nr configurations according to their expected improvement and executes
them in the given order on problem instances. The process for evaluating the
configurations on the actual problem instances is analogous to the one used
in FocusedILS: it uses the dominance criterion, the adaptive capping tech-
nique and, in addition, successively increments the number of instances on
which the incumbent configuration is evaluated. This evaluation process is
stopped once a time limit on the evaluation process is reached and the next
iteration is invoked, that is, the surrogate model is re-learned, new candidate
configurations for evaluation are generated, etc.
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While the high-level search process implemented by SMAC is a relatively
straightforward adaptation of a surrogate-model based search paradigm to
the task of automatic algorithm configuration, there are a number of further,
rather technical details that have been addressed, such as special treatments
of censored data to improve the predictions of SMAC or the inclusion of
instance features for the predictions, which together make SMAC one of the
best performing and most widely used automatic algorithm configuration
techniques. Full details about SMAC can be found in the SMAC user manual
[74] and the current version is free for academic use. A reimplementation
of SMAC in Python is currently being developed [110] and is expected to
replace the original Java implementation in the future.

2.3.3 irace

The irace package implements configuration procedures where the search
mechanism iterates between (i) the generation of algorithm candidate con-
figurations through a probabilistic mechanism, (ii) the selection of the best
performing configurations through racing, and (iii) the update of the prob-
abilistic model that is used to generate candidate configurations around the
elite candidate configurations.

irace maintains a set of elite candidate configurations during the run. Each
of these elite candidate configurations is associated with a probabilistic model
that defines a sampling distribution for each algorithm parameter, indepen-
dent of those of other elite candidates. For numerical parameters and indices
of ordinal parameters, the probabilistic model consists of truncated normal
distributions N(µji , σ

j
i ), where µji is the value that parameter i takes for elite

configuration j and σji is its standard deviation. Hence, assigning a value to a
numerical or ordinal parameter corresponds to sampling a value from a trun-
cated N(µji , σ

j
i )-distribution; the truncation happens in the range [xl, xu],

where xl and xu are the lower and the upper bound for the parameter, re-
spectively. For categorical parameters a discrete probability distribution is
defined, which is initialized to a uniform distribution.

irace may use specific candidate configurations as input, such as default al-
gorithm configurations or otherwise promising candidate configurations, but
does not require any initial configuration. Conditional parameters are sam-
pled in the order given by a (cycle-free) dependency graph of conditions: first
non-conditional parameters are sampled, then those that are conditional if
the condition is satisfied, and so on.

The evaluation of the configurations is done by a racing procedure. In a
race, all configurations are evaluated on a first instance, then on a second one
and so on until the evaluation budget for the current iteration is depleted.
After T first instances have been considered, a statistical test eliminates can-
didate configurations that are statistically inferior to the best configuration.
Currently, two main alternatives are used for this elimination test. The first is
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the non-parametric Friedman’s two-way analysis of variance by ranks: if the
null hypothesis of equal performance is rejected, the configurations that per-
form worse than the best one are eliminated using a Friedman post-test [41].
The second is the pairwise, paired Student t-test with or without multiple
test corrections; it is recommended not to use multiple test corrections, as
otherwise the elimination of poor configurations is very slow. Once a race
is finished, either because the computational budget is exhausted or only a
minimum number of elite configurations remain, the sampling model is up-
dated independently for each elite configuration. This is done for numerical
and ordinal parameters by centering the expectation at the parameter value
taken by the corresponding elite configuration and by decreasing the stan-
dard deviation of the sampling distribution to bias the search around the best
values. For categorical parameters the distribution is shifted by increasing the
probability of the parameter’s value in the corresponding elite configuration
and by decreasing the probability of the others.

The irace software that implements these iterated racing procedures is pub-
licly available at http://iridia.ulb.ac.be/irace/ and has been extended
over the recent years, from being mainly a re-implementation and direct ex-
tension of the iterated F-race procedure [92], to a software that includes an
elitist race that preserves the best configurations across iterations [91], tech-
niques to improve its performance when the configuration target is run-time
minimization [121] and additional techniques to improve the sampling proce-
dure [120]. irace has been successfully used in a large number of configuration
tasks for metaheuristic algorithms and in many other applications [91].

3 Towards metaheuristic algorithm design

What is the use of automatic configuration software in the context of meta-
heuristics? In the following, we argue that the systematic exploitation of
automatic configuration software has a number of benefits that stem from
their direct use in parameter tuning or, better say, metaheuristic algorithm
configuration tasks. We will elaborate on this aspect in the next subsection.
In addition, from a wider algorithm design perspective, the exploitation of
automated algorithm configuration software has the potential to radically
change the way research is done in metaheuristics, in particular, when com-
bined with flexible software frameworks designed to be freely configurable.
This approach will be discussed in Section 3.2 and a number of examples
of the implementation of flexible frameworks from our own research will be
given in Section 4.
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3.1 Basic uses of configurators

Automated configuration of existing algorithms. A basic and common
use of a configurator is the tuning of the numerical parameters of an already
fully developed algorithm. However, when algorithm design decisions such as
the choice of an appropriate local search algorithm are encoded as algorithm
parameters, already some aspects of algorithm design can be handled through
this basic use.

The success from such a basic use of a configurator is almost guaranteed
as all the available configurators may use an already existing default con-
figuration as input and a configuration at least as good as the default one
may be expected from the configuration process. Depending on the quality of
the default configuration, the configuration budget and the particular target
scenario for which the algorithm is to be tuned, the improvement offered by
the automatic configuration process may vary. Obviously, the performance
improvements through automated configuration may be large if (i) the de-
fault version of the algorithm is not based on extensive experiments or (ii)
the algorithm is applied to a target scenario that differs from the one for
which the default parameter settings have been designed. In the latter case,
such differences may be due to different instance distributions, termination
criteria, hardware, or other factors.

There is a number of examples of this kind in the literature. The tuning
of evolutionary algorithms is a recurring example that has been considered
in a number of papers on applications of the REVAC configurator and its
design improvements [115, 141, 142], but also in the use of irace for tuning
state-of-the-art evolutionary algorithms for continuous function optimization
[87]. Typically, significant performance improvements have been achieved.
When taking algorithms out of the context for which they have been de-
signed initially, for example, by changing the type of instances to be tackled
or changing the termination criteria, often very different parameter settings
from the known ones are necessary. This is demonstrated in the work of
Pérez Cáceres et al. [123] who re-configured ant colony optimization (ACO)
algorithms in a context where only very few objective function evaluations
are allowed either due to hard real-time constraints or because the objective
function is very costly to evaluate as in simulation-based optimization [7].

Comparisons of metaheuristic algorithms. When comparing the per-
formance of different algorithms, all competitors should undergo the same
configuration effort. To achieve this goal, automated configuration tools are
instrumental. An additional advantage is that, given the parameters and their
ranges, the search for performance optimizing parameter values is not biased
by the developer’s expertise, which may favor some techniques with which
she/he is more familiar. In addition, configuring algorithms is necessary when
the algorithms are evaluated in a modified target scenario. This is, for exam-
ple, very important if older algorithms are included in the comparison—due
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to the enormous advances in computation power, older algorithms are often
developed for what nowadays would be very small computation times [54].

It is sometimes instructive to compare algorithms before and after the con-
figuration process. Pellegrini and Birattari [119] compared five metaheuristic
algorithms for the vehicle routing problem with stochastic demand using de-
fault parameter settings and fine-tuned ones. While all metaheuristics benefit
from the automatic algorithm configuration process and improve their per-
formance significantly when compared to the default settings, they do benefit
to different degrees. As a result, the relative performance between the default
versions is rather different from the relative performance of the tuned ver-
sions. Liao et al. [86] studied state-of-the-art continuous optimizers (such as
evolution strategies, differential evolution, memetic algorithms and others)
for different benchmark sets before and after tuning the algorithm param-
eters. They show that the automated configuration results in significantly
improved performance. Maybe more interesting, the type of benchmark set
had a crucial impact on the ranking of the algorithms: the ranking of the al-
gorithms for one benchmark set was almost the exact opposite of the ranking
on the other benchmark set.

Integration into an algorithm (re-)engineering process. Automated
configuration (as well as sound experiments) are not restricted to be the fi-
nal step of an algorithm development. Rather, it is advisable to integrate
automated configuration already into the iterative metaheuristic algorithm
engineering process [145]. In the simplest case, automated algorithm config-
uration is integrated at each engineering step, where significant changes to
an algorithm design are considered, for example when new algorithm com-
ponents are introduced. In fact, the usefulness of an algorithm component
and its interaction with other already available components depends on pa-
rameter settings. In turn, good parameter settings may change with new
algorithm components. Montes de Oca et al. [112] make this iterative pro-
cess explicit in their re-design of an existing particle swarm optimization
for large-scale function optimization. Earlier, automated configuration was
exploited in the development of high-performing local search algorithms and
metaheuristic algorithms for the probabilistic traveling salesman problem and
in estimation-based metaheuristics for a single vehicle routing problem with
stochastic demands and customers [12, 13, 14].

3.2 Advanced uses of configurators

While the above uses do not necessarily come up with completely new algo-
rithm designs, even if applied to metaheuristic algorithms with categorical
parameters, there are other approaches that aim at a wider scope. They
combine the design of flexible, configurable algorithm frameworks that can
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Fig. 2 General approach for deriving configurable algorithm frameworks.

be instantiated for specific problems or problem instance distributions with
the power of scrutinizing large configuration spaces using effective automatic
configuration techniques. While these approaches vary in scope, the software
is designed with the goal of being configured by automatic techniques right at
the start of its development. In the following, we will refer to such approaches
as automatically configurable frameworks.

The general approach that these methods follow is illustrated in Figure 2.
It starts by a definition of the algorithm design space, which can be seen as
being composed of algorithmic components and specific ways of how these
components interact. From this design space definition, a parameter space is
derived, which encodes the choice of the algorithm components, their interac-
tion and the numerical parameters. This parameter space is then explored by
automatic algorithm configuration techniques, using training instances that
are provided by the user. The configuration process is to be understood as
being fully automatic, once the set of training instances and the configuration
setup is provided.

Of course, the main task here is the actual definition of the design space
for the main algorithm components and the implementation of the underlying
software framework to allow the instantiation of a wide variety of valid com-
binations of algorithm components. So far, this approach has mainly been fol-
lowed in the development of either problem-specific or metaheuristic-specific,
configurable frameworks.

Among the problem-specific, configurable frameworks, the best known ones
are approaches to generate local search heuristics for the SAT problem. A first
approach by Fukanaga [55, 56] is based on a set of algorithm components
taken from existing local search algorithms for SAT, which are combined
into unexplored new local search heuristics. Then, the SATenstein framework
was proposed by allowing a flexible combination of various SAT heuristics
inside a static algorithm outline [81, 82]. From SATenstein, the authors could
derive new state-of-the-art local search algorithms that were unambiguously
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shown to outperform previous state-of-the-art methods. Another, yet rather
different approach, makes use of the ADATE system to derive new heuristics
for SAT [116].

In our own research, we have explored the development of several metaheu-
ristic-specific, configurable frameworks. One line of research considered the
development of frameworks for continuous optimization problems, in par-
ticular by defining a framework for ant colony optimization algorithms for
continuous optimization [88] and more recently a framework for artificial
bee colony algorithms [10]. In both cases, we could show that the config-
urations obtained automatically outperformed the best previously available
(metaheuristic-specific) algorithms, even if their numerical parameters were
fine-tuned using the same configuration effort. Another line of research was
about algorithm frameworks for multi-objective problems. The two most ad-
vanced comprise a framework for multi-objective ant colony optimization
(MOACO) algorithms [96, 98] and a framework for multi-objective evolu-
tionary algorithms [27, 28]; in Section 4.2 we give some more details on the
MOACO framework. While these frameworks were designed for one specific
metaheuristic and derived algorithms that fall within the framework of the
same metaheuristic, other works went beyond that limitation. An example is
the work of Marmion et al. [103], where a framework for generating hybrid
stochastic local search (SLS) algorithms was presented. This work has been
and is being currently much extended [29, 93]. A more detailed description
is given in Section 4.3.

One common theme of these approaches is that the algorithm components
are defined based on a careful analysis of the state of the art and extracted
directly from the various algorithmic variants that have been proposed in the
literature. In this sense, known algorithmic components are taken as building
blocks, with the advantage that already developed, well-designed algorithm
components are available for the automatic design process. Using the auto-
matically configurable frameworks, the algorithms from which the compo-
nents have been extracted can typically be re-created directly with appropri-
ate parameter settings. However, the rules for combining components often
lead to a huge number of additional, previously unexplored algorithm designs,
which are possibly superior to the best designs that have been proposed in
the literature.

One may distinguish two approaches for the design of automatically con-
figurable frameworks. In a top-down approach, a static algorithm outline is
defined in which choices between alternative algorithm components are pos-
sible at specific points, which are generally encoded as categorical variables.
If a specific algorithm step may appear or not, the absence of this step may
be encoded by a value none as one possible choice for a categorical variable.
Specific choices in turn then may imply further alternatives, often lower level
algorithm components or parameters. Considering at implementation time
all possible alternatives and their efficient interactions makes generating the
code increasingly complex. Hence, an alternative is to implement individ-
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ual algorithm components and allow their composition in a more flexible
way at the time the algorithm is instantiated. This approach can be seen as
a bottom-up approach. The possible compositions may then be presented in
different forms, be it through grammars that define the possible compositions
or through finite-state machine type representations such as the generalized
local search machines [64].

In another stream of research, a number of other frameworks have been
proposed with the aim of making metaheuristics applicable to a wide class
of problems. One of the most advanced examples in this direction is the
framework for a wide class of vehicle routing problems proposed by Vidal
et al. [152], which is based on a careful analysis of the state-of-the-art on
many vehicle routing variants [151]. The key ingredients of the framework
are a way to instantiate from the same framework a large number of different
VRP variants and a generic, powerful metaheuristic algorithm that is used
to tackle each of the VRP variants. There are also a number of other, earlier
examples of such problem-focused frameworks [44, 75, 76, 124, 137], which
are designed to tackle all variants of vehicle routing problems within the tar-
get problem class. Similarly, various available metaheuristic frameworks may
also be to a certain extent (at least at the level of the numerical parameters)
configurable [38, 45, 66]. However, they have not been designed with the
goal of being automatically configurable at the full extent possible. In the fu-
ture, we would foresee that a generic, powerful approach to tackle important
problems combines the two streams of problem-specific and, in particular,
problem-class specific frameworks and automatically configurable metaheu-
ristic framework. Thus, through automatic configuration, high performance
heuristics can then be specialized to tackle any problem that is specifiable
within a relevant problem class or any specific instance distribution for the
problem under concern.

4 Examples

In this section, we describe some successful examples for the automated design
of metaheuristics algorithms. The first example illustrates the possibility of
using non-standard performance measures related to improving the anytime
behavior of metaheuristic algorithms. The second and the third are exam-
ples of, respectively, a top-down and a bottom-up approach to automatically
configurable frameworks.



Automated Design of Metaheuristic Algorithms?? 21

4.1 Improving the anytime behavior of metaheuristics

Metaheuristics are often executed with a pre-defined termination criterion,
and once reached, the best solution found is returned. In some cases, ter-
minating the execution earlier may lead to poor solutions. In other cases,
continuing the execution beyond the termination criterion may not produce
significant improvements, e.g., because the algorithm “converges” quickly
and no further exploration is possible. On the other hand, metaheuristics
showing a good anytime behavior aim to return a solution that is as good as
possible at any moment of their execution [161]. Metaheuristics often need
to be (re-)designed with anytime behavior in mind [3, 48, 49, 153], since
the default parameter settings may be specified to maximize performance for
very long or very short runtimes (thus, sacrificing anytime behavior). Often,
different static or time-varying parameter settings may significantly improve
anytime behavior with almost no increment in solution cost for the original
termination criterion [94, 128, 146].

Optimizing the anytime behavior of metaheuristics can be seen as a bi-
objective problem, where both solution cost and runtime must be minimized
at the same time [39]. If an algorithm returns both solution cost and runtime
whenever the best solution so far is improved, the resulting values conform a
set of mutually nondominated points, that is, no point in the set is better in
both cost and time than any other point. Thus, the anytime behavior of an
algorithm can be improved by “optimizing” the nondominated sets that are
obtained from the execution traces. Taking inspiration from research in multi-
objective optimization, quality indicators may be used to rate the quality of a
set of non-dominated points [164]. A well-known example is the hypervolume
measure [162], which summarizes the quality of a nondominated set of points
by a single number, corresponding to the volume of the dominated area,
which is delimited by some reference point. Such unary quality measures
enable the usage of standard, automatic algorithm configuration techniques,
which expect the performance of one algorithm execution to be summarized
in a single number.

López-Ibáñez and Stützle [100] proposed and evaluated the above idea by
automatically choosing among various parameter variation schemes for ACO
algorithms. The goal was to determine which and how numerical algorithm
parameters should be varied dynamically throughout execution in order to
improve the anytime behavior of an ACO algorithm. Schedules for the mod-
ification of the various parameters studied were defined, such as changes
from one value to another one or a linear increase or decrease of the param-
eter values over the algorithm runtime. These schedules and modifications
were encoded as additional algorithm parameters. The experimental results
showed that significant improvements in the anytime behavior of ACO could
be achieved in this way without requiring a long and detailed study of the
behavior of each parameter. Figure 3 gives some illustrative experimental
results of possible improvements when considering the evolution of solution
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quality over computation time. It is particularly remarkable that, thanks to
the automatic configuration done with irace, it was possible to find parameter
variation schemes that clearly improved upon varying a single parameter at a
time—something that was not possible in previous efforts based on a manual
approach [146].

The above idea is not limited to choosing among parameters variation
strategies, but it can be applied also to improving the anytime behavior of
exact solvers that may be stopped before reaching the optimal solution [100].

4.2 Multi-objective ant colony optimization

Multi-objective metaheuristics generate a set of mutually nondominated so-
lutions, that is, vectors of objective function values where no solution has a
better value in all objectives than any other solution in the set. The qual-
ity of such nondominated sets may be evaluated by using measures such as
the unary epsilon and the unary hypervolume [162]. By combining automatic
configuration tools with unary quality measures, it becomes possible to con-
figure the parameters of multi-objective metaheuristics [96, 154]. Using the
same technique and a framework of algorithmic components, it is also possible
to automatically design multi-objective optimizers.

A notable example is the MOACO framework [98], which consists of an
algorithmic template that can reproduce, with appropriate settings of its
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components, almost all multi-objective ACO methods proposed in the lit-
erature so far. At the same time, it can generate new MOACO designs by
re-combining its components in novel ways. The MOACO framework is also
an example of a top-down approach, because the instantiation of the known
and novel MOACO algorithms is done from an a priori defined, fixed algo-
rithm template. The construction of the MOACO framework itself involved a
profound analysis of existing MOACO algorithms from the literature, under-
standing their common points as well as their differences, and deconstructing
them into configurable components that may provide alternative MOACO
designs [95, 97, 99].

The space of possible designs that can be instantiated from the MOACO
framework is too large to be explored exhaustively. However, automatic con-
figuration tools allow to find designs that are well-suited for specific optimiza-
tion problems. In particular, the automatically found MOACO algorithms
outperformed the MOACO algorithms from the literature by a large margin,
even after tuning the numerical parameters of the latter with the same ef-
fort. Moreover, an analysis of the best designs found provided insights on the
actual behavior of MOACO algorithms [99]. This analysis started by finding
high-quality algorithmic designs automatically and focusing the analysis on
why alternative designs perform worse.

Experiments also showed that the choice of quality measure, either ep-
silon or hypervolume, did not have a strong influence in the quality of the
automatically-found designs, and in both cases the automatic designs out-
performed the algorithms from the literature [98]. Moreover, configuring all
possible settings of the MOACO framework at once was found to produce bet-
ter results than configuring first the high-level MOACO design using default
values for the underlying ACO parameters and then configuring the ACO pa-
rameters in a second stage. More research is needed to establish whether these
findings generalize to other problems and multi-objective metaheuristics.

Similar approaches have been reported for other types of multi-objective
optimizers. Dubois-Lacoste et al. [46] have applied automatic configuration
to a two-phase and Pareto local search hybrid algorithm, improving in many
cases the state-of-the-art algorithm for five bi-objective flowshop scheduling
problems [47]. In a more recent work, Bezerra et al. [28] have developed an al-
gorithmic framework for multi-objective evolutionary algorithms (MOEAs).
Similarly to the MOACO framework, not only many known MOEAs can
be instantiated from the MOEA framework, but also a huge number of new
MOEAs. The key idea behind the flexibility of this framework is a ternary set-
preference relation [163] that combines a set-partitioning function, a Pareto-
compliant quality metric and a diversity metric to generate different com-
binations of preference rankings. This set-preference relation does not only
replicate the various selection and truncation criteria that have been pro-
posed so far in MOEAs, but also a large number of valid combinations that
were never explored before. Computational results with the automatically
generated algorithms from the MOEA framework are excellent, outperform-
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ing the tuned version of known MOEA algorithms on various benchmark sets
for all the number of objectives tested under various target scenarios.

4.3 Automated design of hybrid stochastic local search
algorithms

Marmion et al. [103] proposed an approach to automatically design a wide
range of stochastic local search (SLS) methods (another name for metaheuris-
tics) that manipulate a single solution, that is, methods which essentially do
not use a population of solutions. According to [64], these methods can be
classified as simple and hybrid SLS methods. The proposed approach has
three main aspects. The first is a generic template from which a number
of specific metaheuristics can be instantiated. The template is based on a
generic, unified view of different metaheuristics. In addition, the template
allows the combination of elements that have been proposed for different
metaheuristics. The second aspect is the strict separation between generic
metaheuristic elements of the code and problem-specific elements that are
needed to make the final algorithm efficient on the particular problem being
tackled. Finally, the third aspect is the possibility to automatically configure
the framework.

The first step towards a unified algorithmic template is to enable the in-
stantiation of various metaheuristics from it. This can be done by starting
with the basic ILS template. Recall from Algorithm 1 that the ILS tem-
plate essentially uses the four procedures GenerateInitialSolution, LocalSearch,
Perturbation, and AcceptanceCriterion. With different choices for these proce-
dures, different metaheuristics may be obtained. Obviously, any choice men-
tioned in Section 2.1 would result in an ILS algorithm. As discussed in Sec-
tion 2.1, many VNS variants such as basic VNS, skewed VNS, or general VNS
may be obtained by appropriate choices for each component; e.g., a general
VNS may be obtained by instantiating the LocalSearch to a variable neigh-
borhood descent and choosing appropriate settings for the other components.
From the template, one may also obtain a simulated annealing algorithm
[83, 150], by using a single move in a given neighborhood for Perturbation,
not using LocalSearch (that is, instantiating it as “none”), and choosing the
Metropolis condition for AcceptanceCriterion. A GRASP algorithm [133] may
be obtained by using a greedy randomized constructive heuristic for Pertur-
bation, any improvement method for LocalSearch and not using an acceptance
criterion but simply keeping track of the best solution found so far. This list
can be completed by enumeration, but from these examples the versatility of
the framework should be obvious. Hybridization between various metaheuris-
tics is obtained by allowing LocalSearch to be instantiated again as the main
loop of an ILS algorithm, resulting in a recursive embedding of the ILS tem-
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1: <algorithm> ::= <initalization> <ils>

2: <initialization> ::= random | <pbs_initialization>

3: <ils> ::= ILS(<perturb>, <ls>, <accept>, <stop>)

4: <perturb> ::= none | <initialization> | <pbs_perturb>

5: <ls> ::= <ils> | <descent> | <sa> | <rii> |<vns>| <ig> | <pbs_ls>

6: <accept> ::= alwaysAccept | improvingAccept <comparator>

| prob(<value_prob_accept>) | probRandom | <metropolis>

| threshold(<value_threshold_accept>) | <pbs_accept>

Fig. 4 Initial part of a possible grammar for configuring an automatically instantiable,
recursive local search template.

plate within itself. Such a recursive embedding has previously been discussed
in [130] and has been used to implement a recursive ILS algorithm in [67].

The automatic generation of metaheuristic algorithms that follow the tem-
plate is done through a grammar representation, implementing a bottom-up
automated design of metaheuristic algorithms. To give an idea of the gram-
mar, a snapshot of it is given in Figure 4. The first rule says that an algorithm
consists of an initialization followed by the main loop of an ILS template. The
initialization (second line) may be random or based on a problem-specific pro-
cedure (pbs stands for problem specific), while the main ILS loop consists of
a perturbation, a local search, and an acceptance criterion (line 3). Lines 4
to 6 give possible alternative choices for the perturbation, the local search,
and the acceptance criterion. Note that the rule for the local search in line 5
is recursive as the main ils loop may again be chosen as a local search.

The separation of the grammar into a generic, problem-independent part
and a problem-specific part increases the modularity of the approach and
would allow tackling problems with little additional implementation effort
other than providing a way to evaluate candidate solutions. Furthermore, it
is possible to add as many problem-specific features as desired in the code
base, which can make the automatically designed algorithms competitive or
superior to the state-of-the-art.

The next task is to derive high-performance algorithms from the grammar.
While several possibilities exist, one is to translate the grammar representa-
tion into a parametric one with the goal of exploiting automatic algorithm
configuration tools to derive algorithms [106]. The translation can be done
by limiting the number of recursion levels to some maximum, considering the
intuitive fact that hybrid methods should not grow arbitrarily complex and
that often a hybridization between two or three methods may be sufficient (if
necessary at all). A tool called grammar2code was developed to perform this
translation. It was shown that by translating the grammar into a parameter
space and by using the automatic configuration tool irace, better performing
algorithms could be generated, when compared to other methods proposed
to derive algorithms directly from grammar representations [106]. The role of
the grammar2code tool is two-fold. First, it is used to derive the parameter
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Fig. 5 Overview of the automatic design process to generate hybrid metaheuristic algo-
rithms. The user only needs to provide the grammar, the code implementing problem-

specific algorithmic components and the problem instances.

space from the grammar description of the algorithm design space; second,
it is used to actually derive an algorithm instantiation from the grammar,
given a specific parameter setting.

Such a system was first implemented by Marmion et al. [103] on top of
the ParadisEO framework [66]. The overall system then works as indicated
in Figure 5. From a grammar, which comprises problem-independent and
problem-specific sub-grammars, grammar2code generates a parameter space
description. The level of hybridization is limited by the maximum number of
derivations of recursive rules. The parameter space description is then input,
together with a set of problem instances, to the irace software. From the pa-
rameter space, irace generates parameter configurations that correspond to
possible designs of hybrid SLS algorithms. These parameter configurations
are translated into derivations of the grammar by grammar2code, thus gener-
ating source code which is then compiled. The generated executable is run on
training instances to evaluate the performance of the corresponding hybrid
SLS algorithm. This overall process stops when a maximum computation
budget is exceeded and the best algorithm design is returned.

This system for generating hybrid metaheuristic algorithms has been ini-
tially evaluated on flow-shop scheduling problems, in particular, the variant
to minimize the total weighted tardiness in a permutation flowshop problem.
The final output of the system was shown to be superior to the state-of-the-art
algorithm (at that time) for the same problem [103]. Since then, the system
has been applied to other problems such as unconstrained binary quadratic
programming and the traveling salesman problem with time windows. It was
able to reach, through automatically generated algorithms, the state-of-the-
art performance of algorithms that were obtained after a substantial, manual



Automated Design of Metaheuristic Algorithms?? 27

algorithm engineering effort [93]. In the meantime, a re-implementation of
the system with substantial simplifications of the code base was shown to au-
tomatically generate new state-of-the-art algorithms for several of the most
studied variants of the flow-shop scheduling problem, including the variant
where the completion time of the last job is minimized [118]. This is a re-
markable result, since the latter variant has received an enormous amount
of research effort with tens or even hundreds of articles specifically aimed at
solving it [52].

5 Relevant connections and related work

In this section, we shortly discuss some relevant connections of automatic
offline algorithm configuration to other techniques including online parameter
control and algorithm selection, and highlight some additional related work.

5.1 Online parameter control

So far, we have discussed the offline configuration of algorithms that mimics
the general setting of algorithm design: an algorithm is designed and de-
veloped before being actually employed it in a production-mode, where it
regularly has to tackle new, previously unseen instances. Of course, offline
configuration of algorithms does not mean that the values of the parame-
ters that are configured need to take one fixed value during the whole run
of the algorithm. In fact, in Section 4.1, we have discussed the automatic
configuration of a metaheuristic algorithm’s anytime behavior, which may be
improved by modifying algorithm parameter values at run-time. The mod-
ification of algorithm parameters at run-time is the main topic of a large
set of techniques and approaches that have been proposed in the context of
online parameter control [50, 79] or reactive search [20, 21, 60]. While many
online parameter control schemes refer to the modification of numerical al-
gorithm parameters, a number of schemes have also been proposed to adapt
categorical parameters such as operators to be used during the search [53].

Online parameter control may be useful to better adapt an algorithm to the
characteristics of a particular instance—this may be particularly beneficial
if the instances are relatively heterogeneous, requiring different settings of
key algorithm parameters to reach peak performance. Additionally, it may
be desirable to adapt algorithm parameters depending on the stage of the
search process, for example, to make a transition from a rather explorative
to an exploitative search phase, or depending on the amount of infeasibility
when dealing with (strongly) constrained problems.
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One may distinguish between three types of online parameter control
strategies [50, 146]. The first type, which we call pre-scheduled parameter
variation, varies a parameter according to an a priori defined function, which
may be deterministic or stochastic in nature. The second type uses adap-
tive parameter settings, which change the parameter value as a function of
statistics collected during the search process. The third type are search-based
adaptation schemes, where algorithm parameters are added to the problem
search space and optimized together with the decision variables of the prob-
lem; this latter approach is often called self-adaptation in the evolutionary
computation literature [50].

Independent of which type of parameter adaptation mechanism is cho-
sen, offline automatic configuration can help in this design task by auto-
matically configuring the parameter variation scheme, as in Section 4.1, or
by choosing appropriate parameter settings and search processes for adap-
tive or search-based schemes [53]. In turn, insights into the dependence of
parameter settings on instance characteristics, as gained by the analysis of
automated configuration results, may identify the parameters that may need
to be adapted at run-time. Hence, offline automated algorithm configuration
and online parameter control can be seen as complementary schemes.

5.2 Algorithm portfolios and algorithm selection

The algorithm selection problem [134] is concerned with the selection of the
most suitable algorithm from a portfolio of algorithms [65] for tackling spe-
cific problem instances. Algorithm selection is relevant when there is no single
algorithm that dominates all other algorithms on all problem instances of in-
terest; in other words, when the best algorithm depends on the particular
instance to be solved—a common case when using metaheuristic algorithms.
In the algorithm selection problem, we have a distribution of problem in-
stances I and an algorithm space A and the main task is, given a problem
instance πi ∈ I, to select some algorithm a ∈ A with the best performance
when applied to πi. Each instance is characterized by a vector of features. A
selection mapping uses this vector to decide which algorithm should tackle
each instance. Often, this selection mapping is implemented by predicting
the performance of each algorithm for a particular instance and then select-
ing the algorithm with the best prediction. Algorithm selection approaches
have led to significant advances in the performance of solvers for a number
of problems. A noteworthy example is the SATZilla approach [158], which is
an award-winning algorithm selector for the SAT problem.

To build an effective algorithm selector, various issues need to be ad-
dressed: the choice of the portfolio, the features to be computed and used for
the performance mapping, whether to select a single algorithm or a subset
of algorithms that may be run in parallel or according to some schedule, and
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how to actually perform the selection. In the literature, various choices for
each of these issues have been explored and we refer to [85] for an overview
of approaches to algorithm selection for combinatorial problems.

The links between algorithm selection and configuration have been ex-
plored in the literature. A first connection results from the large set of param-
eters and alternative choices, such as the model to be used for the mapping
of features to algorithms, present in algorithm selectors. Hence, one possible
approach is to use automatic algorithm configuration to configure algorithm
selectors [89, 90]. Another is to build portfolios of algorithms for selection
using automatic configuration techniques. This direction was explored in the
Hydra approach [157], first using the SAT problem as an application exam-
ple. The central idea of Hydra is to build a portfolio of algorithms from a
parameterized algorithm by iteratively generating new algorithm instantia-
tions, through automatic algorithm configuration, that are as complemen-
tary as possible—in other words, the different configurations should be spe-
cialized to solving particularly well specific sets of instances. An algorithm
selection stage then chooses, given an instance feature vector, the most ap-
propriate configuration. This approach has also been applied to automatically
configure portfolios of algorithms for mixed integer programs [159]. Another
instance-specific algorithm configuration approach was proposed by Kadioglu
et al. [78, 101], where the idea is to cluster problem instances according to
instance features and to configure an algorithm for each instance cluster. A
recent work in this direction uses search landscape features to select appropri-
ate parameter settings of continuous optimizers [25], leading to substantial
improvements upon the current state-of-the-art. Other approaches use in-
stance features to set crucial (typically one or two) algorithm parameters;
two examples of a regression-based approach to derive parameter settings
can be found in [19, 107].

From a higher level perspective, algorithm selection and configuration are
complementary, especially when tackling a heterogeneous set of problem in-
stances, where different algorithm configurations are required to reach peak
performance. In fact, automatic algorithm configuration works best when the
instance distribution is sufficiently homogeneous that it is possible to identify
a single high-performing configuration for all instances. When the best con-
figuration is different for various instance classes, instead of finding a single
configuration that is good on average, algorithm selection offers the possi-
bility of tailoring configurations more precisely within homogeneous instance
classes.

The combination of automatic algorithm configuration and algorithm se-
lection may be seen as an alternative approach to using online parameter
adaptation, especially if many algorithm parameters would need adaptation
to reach high performance. Of course, (some) parameters may still be adapted
at run-time and, hence, one relevant research direction is building solver
portfolios through the combination of techniques from automatic algorithm
configuration, algorithm selection, and online parameter control.
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5.3 Automated design of metaheuristics /
metaheuristic algorithm

There is a subtle but important distinction between the terms “metaheuris-
tic” and “metaheuristic algorithm”. While metaheuristic refers to a set of
rules or a template that needs to be appropriately instantiated to define an
algorithm, the term “metaheuristic algorithm” refers to the instantiated al-
gorithm with all design options and parameter settings already defined. The
adjective “metaheuristic” in metaheuristic algorithm simply indicates that
the algorithm has been derived from some specific template provided by a
metaheuristic. This distinction is important when we talk about automated
design of metaheuristic algorithms (as in this chapter). In particular, it refers
to the automated instantiation of some general algorithm template that can
be given as a fixed outline in a top-down approach, as a more flexible com-
position of components in a bottom-up approach, or in yet other ways.

An alternative would be to automate the design of metaheuristics, which
would correspond to the generation of new, general templates that combine
algorithm design features related to search diversification and intensifica-
tion in novel ways. The idea of generating useful, high-performing templates
may be formulated as follows: once the templates are instantiated, for exam-
ple, using automatic algorithm configuration tools, the result should be very
high-performing metaheuristic algorithms. This approach is consistent with
the research on metaheuristics: much of the early and current metaheuristic
research is targeted towards identifying new metaheuristics (i.e., templates)
and showing that these are useful by applying them to many different prob-
lems. In fact, the work on most metaheuristics, such as simulated annealing,
variable neighborhood search, ant colony optimization or any other of your
favorite metaheuristics can be cast in these terms. This is also true for the
recent wave of (supposedly) new, nature-inspired metaheuristics. This wave
of new metaheuristics has in part been strongly criticized due to a num-
ber of significant issues such as lack of novelty, weak justifications for their
inspiration and poor experimental campaigns [109, 144, 155]. Still, several
of these “new” metaheuristics may propose previously unexplored templates
and it may be useful to search for new templates that combine known and
new metaheuristic features in novel ways. However, we would prefer to think
of this being done automatically without resorting to sometimes far-fetched
analogies.

5.4 Other related work

There are several other research directions that we did not discuss in de-
tail in this chapter. Related to the topic of this chapter is the stream of
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work on hyperheuristics. The term hyperheuristics refers to a wide set of
techniques from simple combinations of basic pre-defined heuristics to more
sophisticated schemes that assemble new heuristics from components (so-
called selective hyperheuristics) or build new building blocks of algorithms
(generative hyperheuristics) [37]. However, hyperheuristics do not address
the algorithm configuration and parameter tuning problem that arises in
the design of metaheuristic algorithms. Nevertheless, the literature in the
area of hyperheuristics offers approaches for generating specific heuristics or
building blocks that typically can be seen as algorithmic components in an
automated design approach of metaheuristic algorithms, as described in Sec-
tion 3.2. Such components may be used in addition to those components
taken directly from existing literature. Hence, an integration of ideas from
the hyperheuristics area in the design approaches discussed in this chapter
is a promising research direction. For a detailed review of recent work on
hyperheuristics, we refer to the accompanying chapter in this book.

Automatic tuning methods have been much explored in the area of perfor-
mance tuning of computer code w.r.t. specific computer architectures. Several
projects define application-specific autotuners that adjust the program pro-
duced to the system on which it will be installed. Examples of such work
include ATLAS [156], Spiral [127], and Patus [40]. The problem of setting
performance optimizing compiler settings has been tackled by various tech-
niques such as OpenTuner [4] or in more specific approaches [33, 57, 125]. In
recent years, the idea of hyperparameter tuning, which has a large overlap
with automated algorithm configuration, has received an increasing amount
of attention in machine learning [26, 140, 143, 149].

Finally, a number of relevant topics in the area of automatic algorithm
configuration should be mentioned. One topic is the analysis of the obtained
configuration regarding variable importance and interaction effects. For this
analysis, the data generated in the configuration process may be exploited,
but in the application of traditional experimental design techniques arise a
number of issues as the data are not generated following some pre-specified
experimental designs and many missing data arise as most configurations are
executed only on a small set of instances. As technique for dealing in part
with these challenges, Hutter et al. [71] have proposed a functional ANOVA
analysis. The importance of specific settings in the best configurations when
compared to algorithm defaults, for example, is studied by the ablation anal-
ysis, proposed by Fawcett and Hoos [51]. The impact of variations around
the best configuration, as returned by the configuration process, has been
analyzed by Massen et al. [108].

If configuration tasks are very time-consuming due to the occurrence of
large instances, one possibility is to develop specialized configuration proto-
cols for adapting the procedures in order to save valuable configuration time
[147, 148]. If few key parameters of an algorithm need to be set, an alter-
native may be to use regression-based approaches to extrapolate parameter
settings, as explored by Mascia et al. [105].
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From the description of the configurators in Section 2.3, it is clear that
they have themselves a number of parameters that may affect their perfor-
mance. Additionally, it may seem contradictory at first sight that the con-
figurators have been developed through a manual effort of algorithm design.
Some initial, limited experiments on the automatic configuration of param-
eters of ParamILS have been done early on, but did not result in improved
settings [72]. Later, the impact of the parameter settings of irace have been
studied on a number of configuration tasks [122], but again without being
able to propose new improved settings. However, significantly improved irace
settings were determined automatically in a recent work on the automatic
configuration of irace for configuration tasks that involve the minimization of
computation time [43]. This is the first successful approach for automatically
configuring a configurator.

6 Conclusions

Automatic algorithm configuration is arguably important for metaheuristic
research for the following reasons: (i) it provides an improvement over man-
ual, ad-hoc methods for algorithm configuration and makes this process more
reproducible, (ii) it reduces the development time and human intervention in
the parameter tuning process, (iii) it allows conducting sound empirical stud-
ies and comparisons of algorithms, (iv) it increases the number of algorithm
design decisions that are considered to instantiate algorithms, and (v) it has
become feasible due to the huge increase in available computing power.

It should be noted that the impact of automatic configuration is not lim-
ited to metaheuristics research, but has much wider perspectives [63]. The
work on the automated design of metaheuristic algorithms from automatically
configurable frameworks can be seen as one of the most advanced instances
of the “programming by optimization” paradigm [63].

For future research, we propose to combine flexible, automatically con-
figurable algorithm frameworks with problem-related frameworks in which
large classes of relevant problems such as routing or scheduling problems
can be formulated. Focusing on problem classes will allow capturing specific
representations, operators, and problem-specific features, thus tailoring the
algorithms to particular problem types and instance distributions of interest
in a more effective manner than what would be possible with more generic
representations. Combining this approach with the power of automatic con-
figuration of metaheuristic algorithms shows, from our point of view, great
promise to further boost the applicability and performance of metaheuristic
algorithms.
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